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SUMMARY

Graphical processing units have been gaining rising attention because of their high performance processing
capabilities for many scientific and engineering applications. However, programming such highly parallel
devices requires adequate programming tools. Many such programming tools have emerged and hold the
promise for high levels of performance. Some of such tools may require specialized parallel programming
skills, while others attempt to target the domain scientist. The costs versus the benefits out of such tools
are often unclear. In this work we examine the use of several of these programming tools such as Compute
Unified Device Architecture, Open Compute Language, Portland Group Inc., and MATLAB in develop-
ing kernels from the (NAS) NASA Advanced Supercomputing parallel benchmarking suite. The resulting
performance as well as the needed programmers’ efforts were quantified and used to characterize the produc-
tivity of graphical processing units using these different programming paradigms. Copyright © 2011 John
Wiley & Sons, Ltd.

Received 29 January 2011; Revised 22 June 2011; Accepted 22 August 2011

KEY WORDS: GPU; CUDA; OpenCL

1. INTRODUCTION

Graphical processing units (GPUs) possess a powerful level of hardware parallelism and potential
for very high performance, but they also present programming challenges. Several programming
paradigms have emerged to harness the parallelism in GPUs. Four distinct and representative ones
are:

(1) Compute Unified Device Architecture (CUDA) [1]
(2) Open Compute Language (OpenCL) [2]
(3) Portland Group Inc. (PGI) accelerator C99 compiler [3]
(4) MATLAB Jacket from Accelereyes [4]

They represent a vendor-specific GPU programming paradigm, an open standard for GPU pro-
gramming, conventional general purpose programming, and high-level scientific programming,
respectively. CUDA and OpenCL are GPU-specific paradigms and require a general understand-
ing of GPU architectures. On the other hand, PGI and MATLAB offer domain scientists an easy
path towards harnessing the performance of GPUs. However, the amount of effort associated with
each of them is unclear. Second, it also remains to be ascertained how much performance, if any,
will be sacrificed with PGI and MATLAB interfaces as compared to CUDA and OpenCL.
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Thus, a structured productivity study is necessary to assess the performance and cost tradeoffs
associated with each of these paradigms, where the cost is represented by the ease of use, with
domain scientists in mind. The outcome of this study will serve as a guide towards a deeper under-
standing of the extant paradigms and identification of the optimal way forward. This structured
study of GPU programming productivity uses a single architecture, multiple workloads, and these
different programming paradigms to reveal where such models stand with respect to each other. This
is done from both the ease of use and performance perspectives. This analysis also provides insights
for the future usability and popularity of such programming models for GPU programming.

Graphical processing units are streaming devices with massively parallel computing capabilities
derived from having a large number of simple processing cores. This has made GPUs highly suitable
for applications that are amenable to fine grain massive parallelism. Currently, NVIDIA Corpora-
tion, Santa Clara, CA, USA and (AMD) Advanced Micro Devices, Inc., Sunnyvale, CA, USA are
the two main vendors for GPUs. This study will focus upon the NVIDIA related hardware and
software as a case study.

Early GPUs, such as the NVIDIA, Santa Clara, CA, USA GeForce 256 introduced in 1999,
focused on using graphics languages to support 3D real time graphics. The follow up generations
of GPUs, such as GeForce 8800 introduced in 2006, were programmable in the C-like CUDA par-
allel computing paradigm. NVIDIA introduced a new feature in G80 that is referred to as the single
instruction multiple thread scheduler. It creates, manages, schedules, and executes groups of concur-
rent threads called warps, each enclosing 32 threads in a group. The current generation, Fermi GPU,
presents many significant advances over its predecessors, although the basic architectural building
blocks remain the same. Fermi features higher double precision floating point performance, error
correcting code (ECC), 64-bit unified addressing, and an extensive cache and memory architec-
ture and hierarchy [5]. NVIDIA Fermi (Figure 1) has 512 processor cores that give 8� faster peak
double precision arithmetic performance as compared to GT200. The very high double precision
performance makes it even more important for scientific computing. The 512 processor cores are
arranged into 16 streaming multiprocessors (SM), where each SM (also known as a cluster) has 32
processor cores. Each core consists of the following:

(1) 16 load/store unit
(2) 4 special function units
(3) 64 kB configurable shared memory, that is, L1 cache, register files, and instruction cache
(4) Two multithreading warp schedulers
(5) Instruction dispatch units [5].

Registers are private to each thread, but after registers get full, data spills over to local memory,
which is also private to each thread. The spilled over data is therefore not visible to other threads.
An L2 cache is shared by all SM.

Additionally, there are also two read-only memories known as the constant memory and texture
memory. Constant memory is relatively smaller than texture memory and visible to all the cores of
each SM. It is also faster to read and write from constant memory than from global [6, 7].

Fermi is the first NVIDIA GPU that supports ECC, cache hierarchy, and concurrent kernel exe-
cution. ECC detects and corrects the errors before the system is affected. Fermi supports concurrent
kernel execution up to 16. This is a new feature that was not supported in G80 and GT200 [5, 8].

The GPU programming model is quite complex, especially when threads Organize into thread
blocks, execution, and various memories with their accessibility/local and functionalities consid-
ered. Programming models are architecture abstractions that provide ease of use and promote
portability. They are also required to offer the capability of exploiting the underlying architec-
ture to achieve good performance. These are two opposing requirements that cannot be satisfied
simultaneously to their fullest. Thus, each programming model represents a tradeoff between these
requirements.

As mentioned earlier, a systematic examination of CUDA, OpenCL, PGI C Optimizing Compiler,
and MATLAB Jacket programming paradigms will be conducted for the development of applica-
tions on GPUs. These paradigms are described and analyzed with respect to their characteristics
and features. Furthermore, these models will be quantifiably and comparatively studied through
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Figure 1. CUDA architecture — the Fermi.

metrics and experiments with respect to their associated ease of use and performance of the result-
ing solution. Effort has been made in Section 2 to describe the aforementioned GPU programming
paradigms [2,9–11], in simple technical terms and free from commercial jargon. Focus will be kept
on execution and memory utilization of each model. Section 3 describes the experimental strategy
including the testbed, various benchmarks used, and provides the experimental results. Section 4
provides the conclusions.

2. GPU PROGRAMMING PARADIGMS: A COMPUTATIVE OVERVIEW

In this section, we will provide an overview of the used paradigms and their associated program-
ming models for CUDA, OpenCL, PGI and MATLAB Jacket. Their differences will be highlighted
while avoiding as much commercial terms as possible. We will highlight the following:

(1) The memory model, which defines how the memory is seen by programmers.
(2) The execution model or views of how processing is abstracted for the programmer by the

underlying paradigm.
(3) Whether or not the underlying paradigm exposes the CPU–accelerator dichotomy through

explicit transfers and interactions.

2.1. Compute Unified Device Architecture

The CUDA programming model can be seen as a fragmented model because it requires the pro-
grammer to be conscious about the CPU and accelerator, thereby requiring two different codes,
for the host and accelerator, and explicit data transfers between their memories. A CUDA program
therefore consists of two portions, one that executes on the Host (CPU) and another that executes
on the Device (GPU).

The portions of code that have the potential for parallelism are implemented on the GPU, as appli-
cation kernels, while the rest is implemented on the CPU. The execution starts with host (CPU)
execution. When a kernel function is invoked, the execution is moved to a device (GPU), where
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a large number of threads are generated. Threads generated by a kernel during an invocation are
collectively called a grid. The grid is made out of thread blocks (see Figure 2), where each thread
block can have a maximum of 512 or 1024 threads. This thread block size is tied to the hardware
architecture where NVIDIA GPUs have a number of (PEs) Processing Elements that can perfectly
divide the 512 or 1024 possible threads.

On the logical side however, the programmer can view the threads as N -dimension where N is
1, 2, or 3 [1, 7] (see Figure 2). CUDA is even much more explicit when it comes to the memory
programming model. Figure 3 shows the CUDA memory hierarchy having registers, local mem-
ory, shared memory, constant, texture, and global memory of the host and device. Working through
the hierarchy is also relatively explicit. If two threads within a block need to collaborate with each
other they can do so using the on-chip shared memory. Constant and texture memory, are read-only
cache. They are accessed via special keywords. Host and device have separate memories and explicit
transfers for I/O are required. The GPU memory is also known as the Global memory because it
is globally visible to threads even from different blocks within the entire grid and can be randomly
read or written. For the GPU to serve as an accelerator to the CPU, the CPU can explicitly move data
blocks to the GPU global memory, and vice versa. This dichotomy between the host and the GPU is
also clear from CUDA function declarations, which can be divided into three categories each with
its own keywords to distinguish among functions that are (i) called by the host and executed on the
device, (ii) called by the device and executed on the device, or (iii) called by the host and executed
on the host.

2.2. Open Computing Language

OpenCL stands for Open Computing Language. It is a general purpose parallel programming
language developed by a nonprofit consortium, the Khronos Group Beaverton, OR, USA [12].
OpenCL is largely similar to CUDA, in both its execution and memory models. While some of
the architecture-specific terms and constants have disappeared in OpenCL, such as key terms to use
texture memory and the thread limitation, the rest of the thread execution and memory model spe-
cific terms nearly map one-to-one to those in CUDA. For example Thread in CUDA is Work-item in
OpenCL, Thread Block is called Work Group, Shared Memory is referred to as Local Memory, and
Local Memory is called Private Memory. The terms Global and Constant memory remain the same.

Figure 2. Execution model of CUDA.
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Figure 3. CUDA memory model.

Just as in CUDA, OpenCL requires two program modules for the host and the GPU with explicit
data transfers. In all, OpenCL may seem about the same or slightly simpler than CUDA in its thread
and memory models. However, OpenCL requires many more steps to setup the kernel in comparison
with CUDA.

This fact will be visited later on in our discussion.

2.3. Portland Group Inc.

The Portland Group Inc. has introduced an accelerator parallelizing compiler for GPUs with both
FORTRAN and C support. The PGI accelerator programming model can approach GPU code
optimizations based on either command line optimization options or through the use of directives.

The PGI programming model attempts to, but does not completely mask the dichotomy of the host
and accelerator. It does not require separate codes for the host and the accelerator, but the acceler-
ator segment in the code needs to be identified and explicit data transfer between the CPU and
GPU memories is also expected. The programmer does not, however, need to be aware of the GPU-
specific threading issues or memory hierarchy. It is in this sense a parallelism-centric model rather
than a GPU-architecture centric model, like CUDA and OpenCL, and this may result in limited if
any locality exploitation.

From the programmer’s perspective, the command line optimizations by PGI are very much the
standard ones. These include options like -O (level: 0, 1, 2), -fast, -fastee, -Minfo and so on. Pro-
grammers, however, can use PGI-Directives around regions of the program that may benefit from
parallelism. In C, for example, declaration of an accelerator region requires keyword ‘#pragmaacc
directive name clause’ and in FORTRAN you can use the ‘!$acc directive name clause’. PGI direc-
tives have many clauses that one can use, depending on the requirements of the code application.
For example, copying data from the host to the device memory requires the ‘copyin’ clause and
transferring results from device back to host requires the ‘copyout’ clause [13, 20]. In addition,
programmers can go through a set of transformations such as those found in vectorizing compilers.

These may include the use of a temp to remove dependences, restructuring loops to make iter-
ations independent of one another, indicating that there is no pointer aliasing and so on. PGI also
imposes a number of constraints. For example PGI does not allow function calls, complex numbers,
and triangular loops in the acceleration region.

Copyright © 2011 John Wiley & Sons, Ltd. Concurrency Computat.: Pract. Exper. 2012; 24:179–191
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2.4. MATLAB Jacket

JACKET is a GPU MATLAB interface developed by AccelerEyes. There is only one file that
includes a MATLAB application. MATLAB JACKET is also not GPU architecture-centric like
CUDA and OpenCL. It falls more or less in the same category as PGI, which is parallelism-centric
or even in simpler terms, just accelerator-aware. For example, a prefix ‘g’ in a ‘for loop’ indicates a
parallel loop that can benefit from the accelerator. Executing a part of the code on the GPU can be as
simple as casting the corresponding input variables of say ‘double’ type to ‘gdouble’, which moves
the data to the GPU memory and starts executing. Casting back from ‘gdouble’ to ‘double’ for
example, will bring back the results to the host at the end of the process. MATLAB JACKET comes
with a range of built-in GPU functions, ranging from SUM, SIN and complex arithmetic to more
sophisticated functions like INV, Sparse matrix multiplication and (FFT) Fast Fourier Transform
[4, 11, 21].

3. EXPERIMENTAL RESULTS

3.1. Testbed and benchmarks

For these experiments, an NVIDIA C2050 GPU was used [22]. The testbed included two of these
GPUs and 48 GBs of memory and an Intel Xeon X5560 Intel Corporation, Santa Clara, CA, USA,
quad core running at 2.8 GHz, serving as the host. We used CUDA version 3.0 with the compute
capability 2.0. The devices of compute capability 1.x (1.0, 1.1, 1.2, 1.3) provides 512 maximum
number of threads per block [14]. Four of the five NAS Parallel Benchmark kernels were used as
the benchmarking suite. These included EP, CG, FT, and MG [15]. The Embarrassingly Parallel
(EP) problem is a Monte Carlo simulation. It estimates the integral to generate independent Gaus-
sian pseudorandom numbers, which are produced according to a specific scheme. It is very well
suited for parallel computation and requires very little interactions among the parallel activities.
The Conjugate Gradient (GC) kernel evaluates the smallest eigenvalue of a large sparse symmetric
positive-definite matrix using inverse iterations with the conjugate gradient method as a subroutine
for solving the systems of linear equations. This kernel is typical of unstructured grid computa-
tion applications as it tests irregular long distance communication, engaging unstructured matrix
vector multiplication. The Fourier Transform (FT) kernel solves a three-dimensional partial differ-
ential equation using Forward and Inverse (FFTs) Fast Fourier Transforms. It exposes long-distance
communication performance and it is found in many spectral codes. The Multigrid (MG) kernel cal-
culates the approximate solution to a three-dimensional discrete Poisson equation using the V-cycle
multigrid method. It entails highly structured long distance communication to examine both short
and long distance data communication [15, 16].

3.2. Methodology

In this study, execution time and ease of use were assessed. The ease of use was assessed along two
axes:

(1) Manual effort, which is captured by the number of lines of codes and number of characters
(2) Conceptual programming effort, which is captured as the number of function calls, parameters,

and key terms specific to the underlying parallel programming model.

Once again, performance was represented by wall clock time [16,17]. We experimented with 128,
256, and 512 threads; out of which 256 threads gave the best results in our testing. That is why we
have used 256 in our study. CUDA enables the programmer to specify the number of threads; how-
ever, earlier versions imposed some limitations on the number of threads per block. On the other
hand, MATLAB JACKET and PGI do not allow the programmer to specify the number of threads
altogether [14, 18].

Copyright © 2011 John Wiley & Sons, Ltd. Concurrency Computat.: Pract. Exper. 2012; 24:179–191
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3.3. Productivity results

Table I shows the number of lines of codes (LOC) and the number of characters (NOC) for all
benchmarks, that is, EP, CG, FT, and MG. LOC gives a good insight, but it is possible that one line
can be more complicated than another. That is why NOC was also used and the two together were
used to indicate the manual effort. The results largely demonstrate that OpenCL is consistent with
being associated with the largest manual effort, followed in most of the cases by CUDA. PGI and
MATLAB always contend for the third and fourth position, with MATLAB being associated most
of the time with the minimum manual effort. While most of these results are predictable, OpenCL
being much more demanding in manual effort is interesting.

CG has the least number of lines of codes out of all kernels in MATLAB case because CG
frequently uses a Sparse Matrix Multiplication function, which happens to be a built-in function in
MATLAB. Table II shows the comparison in the conceptual programming effort for EP, CG, FT, and
MG under CUDA, OpenCL, PGI, and MATLAB JACKET. This focuses on the programmer’s effort
associated with mapping the problem from an algorithmic idea to source code. This is captured
by calculating important tokens such as the number of parameters, function calls, and keywords
necessary for the memory management, GPU communication, kernel invocation, synchronization,
keywords, and other miscellaneous functionalities associated with each case. Memory management
caters to all memory issues such as how much memory is required to allocate for the variables. After
allocation we also need to de-allocate the memory. GPU communication involves all the instructions
that manage the communication between host and device memories. It includes the instructions to

Table I. Manual effort.

Kernels CUDA OpenCL PGI MATLAB JACKET

EP LOC 381 441 177 416
NOC 7565 12,381 3815 4992

CG LOC 639 734 423 37
NOC 13,803 20,393 8751 525

FT LOC 929 874 594 497
NOC 19,317 23,951 13,392 8869

MG LOC 350 525 402 468
NOC 13,448 19,071 15,595 8900

Table II. Conceptual programming effort required for each kernel across all four platforms investigated.

Kernel Memory
management

GPU
communication

Kernel
invocation

Synchronization Misc. Total

EP Kernel ( # Functions, # Parameters, # Keywords)
CUDA 10, 15, 0 3, 12, 3 0, 4, 8 15, 0, 0 0, 0, 5 75
OpenCL 11, 20, 5 3, 18, 3 22, 97,17 13, 13, 0 3, 3, 0 210
PGI 0, 0, 0 2, 5, 0 0, 0, 19 0, 0, 0 0, 0, 0 31
MATLAB JACKET 0, 0, 0 6, 10, 0 0, 0, 0 0, 0, 0 0, 0, 2 18
CG Kernel ( # Functions, # Parameters, # Keywords)
CUDA 7, 14, 0 7, 28, 7 0, 2, 11 19, 0, 0 0, 0, 5 100
OpenCL 11, 55, 11 7, 63, 9 21, 92, 16 15, 15, 0 3, 3, 0 327
PGI 0, 0, 0 2, 5, 0 0, 7, 0 0, 0, 0 0, 0, 0 14
MATLAB JACKET 0, 0, 0 2, 2, 0 0, 0, 0 0, 0, 0 0, 0, 2 6
FT Kernel ( # Functions, # Parameters, # Keywords)
CUDA 32, 48, 0 7, 28, 7 0, 6, 15 3, 0, 0 0, 0, 27 173
OpenCL 16, 80, 16 18, 162, 18 27, 114, 20 3, 0, 0 9, 9, 0 492
PGI 0, 0, 0 4, 6, 0 0, 5, 15 0, 0, 0 0, 0, 6 36
Matlab Jacket 0, 0, 0 39, 39, 0 0, 0, 0 0, 0, 0 0, 0, 0 78
MG Kernel ( # Functions, # Parameters, # Keywords)
CUDA 6, 9, 0 6, 24, 6 0, 2, 10 12, 0, 0 0, 0, 32 107
OpenCL 6, 18, 3 3, 18, 3 15, 77, 122 12, 12, 0 18,18, 0 325
PGI 0, 0, 0 2, 3, 0 0, 7, 9 0, 0, 0 0, 0, 0 27
MATLAB JACKET 0, 0, 0 9, 9, 0 0, 0, 0 0, 0, 0 0, 0, 8 26

Copyright © 2011 John Wiley & Sons, Ltd. Concurrency Computat.: Pract. Exper. 2012; 24:179–191
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copy data from host to device and copy back results from device to host. The total score in the
last column of Table II indicates the conceptual complexity. In MATLAB JACKET, gdouble, gsin-
gle, and gzeros are function calls and their arguments are among those counted parameters. In the
miscellaneous category, we have included gfor as a keyword. Figure 4 shows the graphical repre-
sentation of overall score of language complexity (reading taken from the last column of Table II).
The results are again consistent with those of the manual efforts, where OpenCL is the hardest fol-
lowed by CUDA, then PGI and JACKET. The exception was the case of FT where there were quite
a number of nested function calls, which is not allowed by JACKET. Working around the restriction
resulted in the increased complexity. Table III shows that some of the reasons behind the difficulty
of OpenCL are associated with the many steps needed for setting up the kernel on the device side
including run-time compilation.

3.4. Performance: limitations, optimizations and results

The NAS Parallel Benchmark has different classes, or simply input data sizes, known as S, W, A, B,
and C, with C being the biggest. In Table IV we have calculated the CUDA memory requirements
of EP, CG, FT, and MG kernels for all five classes. The size of memory for the biggest class, C, in
case of FT and MG, was approximately 1.5 � 1010 bytes. GPUs do not support such large memory
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Figure 4. Conceptual programming effort comparison of four kernels (EP, CG, FT, and MG).

Table III. Host code for setting up kernels.

Kernels Steps to setup kernels

� GPU memory allocation
CUDA � Copy data from CPU to GPU

� Kernel execution
� Copy data back to CPU
� Create the OpenCL context on a GPU device

OpenCL � Get the list of GPU devices associated with context
� Create a command-queue
� Read the OpenCL kernel in from source file
� Create the program
� Build the program
� Create the kernel
� Set the Argument values
� Launch kernel

PGI � Initialize accelerator region
� Copy data in/out to/from accelerator

MATLAB JACKET � GPU infers from initialization function

Copyright © 2011 John Wiley & Sons, Ltd. Concurrency Computat.: Pract. Exper. 2012; 24:179–191
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Table IV. Memory requirements for CUDA in megabytes.

Kernels S W A B C

EP 270.0 1080.0 2160.0 2160.0 2160.0
CG 0.8 7.8 26.6 191.4 494.4
FT 22.1 44.4 705.6 2834.3 11305.7
MG 4.4 35.6 2281.7 2281.7 18253.6

requirements and an ‘Out of memory error’ was generated for such sizes. Hence, the results are
given for four classes only, S, W, A, and B in case of MG and FT. A similar scenario occurred with
OpenCL. In the case of CUDA and OpenCL, the whole code was rewritten using their own built-
in functions and keywords. As mentioned in Table III, OpenCL is associated with many steps for
setting up the kernel as compared with CUDA. This overhead affects the execution time especially
in smaller classes. Table V exhibits CUDA and OpenCL execution times for all four kernels. Small
classes (S and W) in every kernel confirm this point by showing more execution time in the case of
OpenCL than CUDA. PGI has several command line options that were experimented with, as appli-
cable, to obtain the best execution time. Table VI shows the command line options that provided the
best time for all four kernels.

In Table VII, results are shown for three versions of the PGI code. The first version was compiled
with different command line options (CLO) without changing the code. In the second version, the
code was changed by introducing PGI Directives (Direc), where applicable, whereas the third ver-
sion was the combination of command line options and PGI Directives (CLO + Direc). Kernel EP
showed the best execution time in the third version CLO+Direc; however, CG and FT showed best
execution time in the second version that is Direc. MG kernel gave the best results with first version,
that is, the command line option. InCode 1 we have shown how we introduced PGI directives using
the pragma acc region. The main goal is to figure out as many potential regions for parallelism as
possible in the codes, especially ‘for’ loops if there is a possibility of parallelism. In addition, copy-
out, copyin and local clauses are required to declare for introducing the pragma acc region. The
copyin clause declares those variables, subarrays or arrays in the list that are on the host side and
needed to be copied to the device memory. The copyout clause declares the variables, subarrays or
arrays in the list at the device memory that need to be copied back to the host memory. The local
clause is used to declare the variables, subarrays or arrays in the list, which are allocated in the

Table V. Comparison of execution time for CUDA and OpenCL across all
implemented kernels (small classes S and W).

Kernels Classes CUDA OpenCL

EP S 1.81 2.13
W 1.91 2.16

CG S 1.87 1.99
W 2.01 2.29

FT S 1.92 2.56
W 1.96 2.60

MG S 1.81 1.96
W 1.96 2.00

Table VI. Command line options providing best execution time for each
kernel.

Kernels Command line options

EP -fast -O1 -mcmodelDmedium -fastsse -MipaD fast
CG -fast
FT -Mipa D fast inline
MG -fast -O1 -mcmodelDmedium -fastsse -MipaD fast

Copyright © 2011 John Wiley & Sons, Ltd. Concurrency Computat.: Pract. Exper. 2012; 24:179–191
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Table VII. Implementation results for three versions of PGI, that is, with command line options (CLO),
with directives, with both command line options and directives (CLO + directives). Classes define different

input sizes, with S being the smallest and C being the largest.

Kernels Classes CLO (s) Directives (s) CLO+ directives (s)

EP S 1.14 1.70 0.03
W 1.39 1.79 0.04
A 4.66 4.43 2.86
B 11.83 12.51 10.55
C 43.78 44.84 42.77

CG S 0.06 0.04 0.04
W 0.41 0.29 0.31
A 1.63 1.31 1.4
B 98.41 82.21 83.87
C 275.93 238.12 244.08

FT S 0.10 0.01 0.10
W 0.25 0.24 0.31
A 4.64 4.29 5.36
B 57.74 52.83 65.34
C 301.23 295.32 317.51

MG S 0.01 1.46 1.46
W 0.39 2.65 2.44
A 4.05 05.52 4.07
B 12.00 27.35 21.10
C 114.89 200.46 161.86

device memory, but their values are not required in the host memory. This clause helps to reduce the
communication overhead between host and device.

PGI also provides different options with the loop scheduling clause like seq (the seq clause
instructs the compiler to execute the loop sequentially on the accelerator), parallel (the parallel
clause hints to the compiler to execute the loop in parallel mode on accelerator), private (the private
clause indicates that variables, subarrays or arrays in the list are allocated with one copy for each
iteration of the loop in the device memory), vector (the vector clause advises the compiler to execute
this loop in vector mode on the accelerator), and so on. In addition to these clauses, the command
line option ‘-Minfo’ explains how shared memory, registers, constant memory, and local memory
values are changing with these clauses.

To analyze the impact of register, local memory, constant memory, and shared memory usage, we
used the profiler for CUDA and OpenCL. CUDA and OpenCL enable the programmers to declare
variables in the above specified memories. Programmers then become more capable of optimizing
their codes according to these memories, which has been the case. When registers are exhausted,
data spills into the local memory, which is off-chip and is more expensive to access. This is also true
for global memory.

Portland Group Inc. does not provide the programmer control over specifying where to place the
declared variables. We have observed that in PGI for small classes, registers are sufficient for the
computation, but for the bigger classes PGI heavily uses local memory.

Copyright © 2011 John Wiley & Sons, Ltd. Concurrency Computat.: Pract. Exper. 2012; 24:179–191
DOI: 10.1002/cpe



FRONTIERS OF MULTI-CORE COMPUTING (FMCII) 189

There is a list of limitations in PGI that can prevent parallelism. Code 2 shows a triangular loop
that is not supported in PGI, as we can only parallelize rectangular loops. In this example, the second
‘for’ loop is dependent on the first loop iteration variable j that makes it a triangular loop.

In addition to these limitations, function calls are not supported in PGI.
MATLAB is an interpreted language, which explains why M-files execute slower than the com-

piled version. MATLAB can convert the interpreted version into a compiled version. However,
there are overheads/side effects involved in this conversion that substantially affect the execution
time. These overheads are due to mismatched for loop, while loop, and if conditions, preallocation
warnings, unused variables, unnecessary bracket usage, and unused arguments of functions. Mis-
matched for loops, while loops, and if conditions occur when for, while, if, and their end word from
the other side are not aligned properly. If an array inside a for loop varies its value in every iteration,
this array size should be known before the start of the loop. You should also initialize each array
with zeros, otherwise, MATLAB will give preallocation warning. In a similar fashion it will indi-
cate only those arguments in the function call that have input or output information inside the body
of the function. It is critical to avoid the use of variables i , j as they are basically used to indicate
complex numbers (imaginary part). Thus, all variables i and j from the code had to be changed.
All these options also affect MATLAB JACKET in a similar fashion. The M-file of MATLAB was
converted into C to verify these points. Two versions of the C files were generated by the same M-
files with those simple variations. Because of being an interpreted language, MATLAB shows side
effects/overheads with such simple and equivalent code variations. Figure 5 shows the wall clock
execution time in seconds for each of the four kernels. CUDA has outperformed OpenCL in all four
benchmarks except in the kernel MG where OpenCL shows better execution time for the bigger
classes. PGI using command-line options gives the best execution time, even better than CUDA and

Figure 5. Comparison of execution time of four kernels (EP, CG, FT, and MG) with a range of memory sizes
(S, W, A, B, and C) implemented under different programming languages (CUDA, OpenCL, PGI, MATLAB
JACKET) with basic C version (no optimization). No results are shown for biggest class C in case of Kernel

FT and MG because of memory limitation on the GPU Fermi card.
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Figure 6. Comparison of Speedup of four kernels (EP, CG, FT, and MG) with a range of memory sizes (S,
W, A, B, and C) implemented under different programming languages (CUDA, OpenCL, PGI, MATLAB
JACKET) with basic C version (no optimization). No results are shown for biggest class C in case of Kernel

FT and MG because of memory limitation on the GPU Fermi card.

OpenCL in the small classes S and W as shown in Figures 5 and 6. We noticed big improvements in
CUDA and OpenCL implementations for bigger classes with the increasing degree of parallelism.
MATLAB JACKET is not showing good results because of its limitations. The restrictions of gfor
(including not allowing function calls) and nested gfor in MATLAB JACKET introduced many lim-
itations [19]. This performance reduction with MATLAB JACKET is more noticeable in Figures 5
and 6 for all the implemented kernels. The performance is specifically worse in bigger classes.
CG kernel is the only exception showing good results with MATLAB JACKET. This is due to the
fact that MATLAB JACKET code takes advantage of a built-in function, that is, creation of Sparse
Matrices and Sparse Matrix Dense Matrix/Vector multiplication, which is optimized for GPUs.

Figure 6 shows the overall speed-up for CUDA, OpenCL, PGI, and MATLAB JACKET using
(NPB) NAS (NASA Advanced Supercomputing)Parallel Benchmark kernels. The EP kernel shows
significant improvement in speedup especially in the bigger class, C, where speedup up to 150-fold
was achieved in CUDA, followed by OpenCL, which has a speed up effect of a little over 100.
These were followed by PGI and MATLAB JACKET. In the case of EP, as also seen in Figure 5,
PGI provides substantial improvement in small classes S and W. However, PGI speedup decreases
for bigger classes A, B, and C because of the lack of programmers’ control of memory usage and
locality.

Hence, both CUDA or OpenCL outperform PGI in this respect. MATLAB JACKET displays good
speedup compared with other languages in the case of CG kernel only. Again, this is because CG
has directly applicable built-in functions optimized for GPUs. Therefore, this kernel gives the best
speed up while using PGI, whereas other kernels are not showing any improvements. One of the
major reasons behind this is the limitations of gfor.

4. CONCLUSION

In this paper, we have evaluated four GPU programming paradigms: CUDA, OpenCL, PGI, and
MATLAB JACKET. We investigated factors contributing to ease of use, like manual effort and con-
ceptual complexity, which affect productivity. Our study also included performance evaluation of
the investigated four paradigms. In general, CUDA, is the best performing because of its affinity
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to the GPU architecture. OpenCL is quite similar to CUDA but a lot more verbose as it requires
more steps to establish the kernel and its statements are generally more complicated compared with
other languages. This was also confirmed in our conceptual complexity measurements. CUDA and
OpenCL are too close to the GPU architecture and can be thought of as assembly languages for
this architecture, while PGI and JACKET provide two other alternatives that are more parallelism-
centric. They however provide a less developed view of parallelism that does not allow programmers
to amply exploit the GPU strengths. CUDA and OpenCL have private and shared memory views.
This enables locality exploitation, which is a factor in good performance. The PGI compiler and
MATLAB JACKET present more or less a shared memory view with no locality awareness, which
can be one of the performance limiting factors. This leaves room for new paradigms that are more
parallelism and locality centric, and are not too architecture specific, thus providing a better balance
between ease of use and performance. Such future paradigms or further developed versions of the
existing ones, will hopefully give domain scientists a more user-friendly path to parallelism that
does not result in sacrificing too much performance.
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