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Abstract—In this work, we introduce and experimentally
evaluate a novel approach for real time anomaly detection in
smart car parking applications. We attach semantics on top of
raw real time parking data collected from sensors of parking
lots. We use knowledge from historical data to detect anomalies
on real time data. Attaching semantics on top of raw data helps
reduce the learning time by a factor of 3.1x and also provides the
error checker a distinct context to look into potential problems.

I. INTRODUCTION

Wireless Sensor Networks (WSNs) are essential to get infor-

mation from the smart cities [1] and share them across diverse

platforms and applications. The growth in low-cost, low-power

sensing and communication technologies enables a wide range

of physical objects and environments to be monitored in

fine detail. The detailed, dynamic data that can be collected

from devices on the Internet of Things (IoT) provides the

basis for new business and government applications in areas

such as public safety, transport logistics and environmental

management. A key challenge in the development of such

applications is how to model and interpret the large volumes

of complex data streams that will be generated by the IoT.

While there has been much discussion of the potential for

smart cities based on the IoT, there have been few systematic

studies of how data analytics can provide practical insights

from IoT data. There has not been research also on how to

guarantee good quality of the data being analyzed. Though the

collection of data is intended to be used for improving traffic

management, energy management, environment protection,

public health and safety, however, urban authorities are not

equipped to make sure that the there is no discrepancy in the

data collection hardwares or aggregation softwares . Without

suitable methodologies to detect anomalies within the data,

this sensing infrastructure will not be effectively utilised and

these public services will remain manual tasks.

In this paper, we present methodologies to detect data

discrepancies in real time data. We use the parking data

collected from the city of Santa Monica, USA, and apply

data analytics to detect anomalies in them. To the best of our

knowledge, this is the first time such an analysis on real time

data has been performed in terms of clustering and anomaly

detection on the Santa Monica parking dataset.

II. ANOMALY DETECTION IN PARKING DATA

As technology is becoming more advanced, a lot of efforts

has been put into automation. Wireless sensors installed in

parking lots provide real-time information about the current

occupancy of a particular garage. That data is collected in a

data center and analysis is done on them to drive business.

Many recent companies are working on providing intelligent

feedback to the parking administrators by analyzing the real

time streaming parking data. These feedbacks help the garage

owners manage their revenues and take important business

decision.

Errors can occur due to many reasons. Either the wireless

sensors installed in the parking garage can be faulty or the data

collection and aggregation software can be buggy. Detecting

the anomalies and providing quick feedback is part of any

intelligent system. Therefore, a prompt action is necessary to

signal the garage administrator about the error.

The data we are analyzing is the car occupancy collected

through sensors from the parking lots at various locations in

the city of Santa Monica [2]. We base our real-time anomaly

detection on the knowledge acquired from the historical data.

The historical parking data for each garage i (i ∈ n) consists

of data for m months and has the following form:

occi = {mon1,mon2, . . . ,monm} (1)

Each set of monthly parking data moni
j (i ∈ n, j ∈ m) has

d sets of data points, depending on the number of days that

month has. The form for monthly data is:

moni
j = {day1, day2, . . . , dayd} (2)

Finally, each set dayk (k ∈ d) has w ≤ 288 data points, as

data is collected at five minute intervals in real time.

A. Semantics of the parking data

To detect an anomaly in real time parking data, the first step

is to acquire knowledge and build a model from the historical

parking data. Part of the learning process from the dataset is

to detect and filter out anomalies in the historical data itself.

Attaching proper semantic boundaries on top of the parking

data has two advantages. First, it enables optimization oppor-

tunities that results in faster learning. Second, it enables the

application of supervised knowledge on the various semantics



already applied, and thus reducing false positives (e.g. holidays

giving rise to anomalies).

We treat data for each garage as a signal. For attaching

semantics on top of the signal, we consider different periods of

the signal. We consider periods from a coarser grain (monthly)

to very fine grain (hourly). These chunking of the original

signal allows us to apply apply optimizations for analyzing

them.

1) Monthly Peak Occupancy: The value of a monthly

peak occupancy signal monpk for a garage garagei for

m months is given by the following equation:

{monpk (m)} = (max
{
moni

1

}
,max

{
moni

2

}
,

. . . ,max
{
moni

m

}
) (3)

The number of data points in each signal monpkcon
and

monpktran
is the number of months under analysis.

2) Daily Peak Occupancy: The value of a daily peak

occupancy signal daypk for a garage garagei for d days

is given by the following equation:

{daypk (d)} = (max
{
dayi1

}
,max

{
dayi2

}
,

. . . ,max
{
dayid

}
) (4)

Where
{
dayid

}
is the set of hourly occupancies for the

d-th day for garage i.
The previous two semantics are applied to detect anoma-

lies from the learning data. After the learning process is

over, we consider the following semantics for detecting

anomalies in real time.

3) Daily Occupancy: The daily occupancy is the signal

that is comprised of all the datapoints of that given day.

Then we compose a signal day (d) that is a concate-

nation of all the datapoints of d days. This signal has

≤ 288d datapoints.

1) Optimization opportunities: The added semantics on top

of the historical data allows opportunities of optimizations

while performing the analysis. Essentially we start applying

filtering to detect anomalies at the coarsest granularity level.

As we go more fine grain, our analysis methods get more

costly and sophisticated. The idea rests within the fact that

there are generally two types of anomalies in a signal:

• Global Anomalies: These are the anomalies that stand out

from the whole dataset and can be detected by running

faster less sophisticated statistical tests.

• Local Anomalies: These anomalies are essentially smaller

deviations that require more sophisticated techniques for

detection.

We filter out global anomalies first and detect local anoma-

lies at the very end with a reduced dataset. For example, if we

identify a high derivation in the monthly peak occupancy, we

can flag that particular date as anomalous and we do not need

to consider it for further analysis at the finest granularity. This

method allows us to learn faster from the historical dataset.

After filtering out anomalies from the historical data, we learn

from the reduced size filtered dataset.

B. Anomaly detection methods

We use different methods for detecting anomalies at differ-

ent semantic granularity levels on historical data.

1) Detecting Global Anomalies:: We use an well-known

statistical technique used in outlier detection for detecting

global anomalies. The method is based on Interquartile Range

(IQR). In descriptive statistics, the interquartile range (IQR),

also called the midspread or middle 50%, or technically H-

spread, is a measure of statistical dispersion, being equal to

the difference between 75th and 25th percentiles, or between

upper and lower quartiles. Data points that falls beyond

±1.5 ·IQR are generally defined as outliers [3]. But from our

experiments, a value of 1.5 is too restrictive (too many false

positives). Therefore, anything beyond ±3 · IQR is flagged as

anomaly by our method.

Fig. 1. Example of local anomaly.

The above method can detect outliers for data where there

is not much change over time. But if there is a trend of

increase or decrease in occupancies over time, there can be

a few anomalies which are not detected by the above method.

One example is shown in Figure 1. In this case there is an

increasing trend in the daily peak anomalies. Therefore the

anomaly during October (circle in figure 1) is not detected by

the previous method as there are multiple datapoints towards

the beginning of the year that will change the nature of the

distribution and not flag the anomaly in October. In these

scenarios, we have to look at local trends (months around

October) to detect anomalies. We use a sliding window based

approach to detect these anomalies.

We define a window size w, calculated by Algorithm 1

Input: data size, max slides, min window

Output: window size

num slides = 0 ;

window size = min window ;

if data size <max slides then
return window size ;

while num slides <max slides do
window size = data size - num slides +1 ;

num slides ++ ;

end
return window size ;

Algorithm 1: Algorithm to determine the sliding window

size for detecting local anomalies.



We have a minimum window size min window. The win-

dow size window size is calculated by a cap on the maxi-

mum number of slides, max slides. We apply the IQR based

anomaly detection at each slide of the window of data we are

looking at.
2) Detecting Local Anomalies: After filtering global

anomalies from the historical data, we look into anomalies

that are not typical outliers but are derivations from usual

patterns for the metric of consideration. Here we need a more

sophisticated analysis to find derivations from usual patterns.

We use signal processing techniques to detect patterns from

the signals at the finest granularity for our analysis (daily) of

historical data.

Our method works like the following. As mentioned pre-

viously, at the finest granularity, our method considers the

periodicity of the signal at a daily interval. But due to errors

(either in data collection or in data processing), the length of

the period may vary. Ideally there should be 288 data points

in a day as data is collected at 5 minute intervals. Before

extracting patterns from the signal of daily period, we find

anomalous periods that has unusual number of data points. We

call them period anomalies. We use the IQR based detection

method as discussed previously for filtering out the anomalous

days.

After filtering out period anomalies, we use a clustering

based analysis to detect patterns. Typically we want a signal

si to be equivalent of a set of aggregate metrics f i
j .

si ≡
{
f i
1, f

i
2, . . . , f

i
n

}
(5)

Our job is to identify pairwise matching m between two

signals si and sj .

m = match (si, sj) (6)

m = match
(〈

f i
1, f

i
2, . . . , f

i
n

〉
,
〈
f j
1 , f

j
2 , . . . , f

j
n

〉)
(7)

Once we have calculated all the aggregate metrics, we have

a complete representation of the signal. We use the following

statistical methods to compute aggregate metrics f i
k for each

signal.

Simple Statistics: We use (i) minimum, (ii) maximum, (iii)

average and (iv) standard deviation of the occupancy during

the day.

Higher Order Statistics: We use the following higher order

statistics as features.

1) Skewness The measure of the asymmetry of the distri-

bution of the signal dimension about its mean. Skew-

ness indicates the symmetry of the probability density

function (PDF) of the amplitude of a time series. A time

series with an equal number of large and small amplitude

values has a skewness of zero. The skewness of a signal

si is calculated using the following equation:

skewness =

∑N
i=1(Yi − Ȳ )/N

s3
(8)

2) Kurtosis The measure of the “tailedness” of the signal

dimension. Kurtosis measures the peakedness of the

PDF of a time series. A kurtosis value close to three

indicates a Gaussian-like peakedness. Kurtosis is calcu-

lated using the following equation:

kurtosis =

∑N
i=1(Yi − Ȳ )4/N

s4
(9)

3) ARIMA Model features The Autoregressive integrated

moving average (ARIMA) model is used to make

forecasts from time series data. ARIMA models are

generally denoted ARIMA(p, d, q) where parameters p,

d, and q are non-negative integers, p is the order of the

Autoregressive model, d is the degree of differencing,

and q is the order of the Moving-average model.

We calculate the values p, d and q of the ARIMA model

for each signal to extract the behaviour of time series

data and use them as features in our prediction.

A Machine Learning Classifier
We use a binary classifier for detecting whether a signal with

daily period is anomalous or not. We use supervised learning

to train a Support Vector Machine (SVM). For training, our

predictor takes the following tuple for each garage under

consideration.

ιi = 〈featuresi, fatei〉 (10)

Where the feature set featurei is formed using the follow-

ing equation.

featuresi = {agg1, agg2, . . . , aggn} (11)

Here each aggj represents the various statistics calculated

for that signal and is given by the following equation.

aggj = 〈minj ,maxj , avgj , stdj , skewj , kurtj , pj , dj , qj〉
(12)

C. Detecting Anomalies in Real Time:

As mentioned previously, our real time anomaly detection

works on signal of daily period. Once we have trained

the model from the historical data, we calculate the same

featuretest for a test case (a day worth of data collected in

real time) and input it to our prediction model. The prediction

model then uses the aggregate statistics for the input data to

make its prediction fatepred at real time. The fast processing

of the historical data enables opportunities to tune the window

of historical data we want to consider for building the model

before making a prediction on new test data.

III. RESULTS

In this section, we discuss the experimental results. We

use the realtime parking data provided by the city of Santa

Monica [2]. We use dataset starting from 6th November 2014

till 23rd January 2017 as historical data for building the

prediction model. For prediction on real time data, we use

data from 24th January till 31st January, detecting anomalies

at the end of each day.



In this section, we present statistics on the anomalies

detected by our method on both historical data and on real

time data. First we present a report on the anomalies on the

historical data and then we present the report on real time data.

A. Anomalies on Historical Data

We find 101 days as period anomalies for all the Santa

Monica garages, indicating there were problems with the data

collection method. Table I shows the total number of occu-

pancy anomalies (both global and local) in period-anomaly

free days. As can be seen from the table, the total number

of anomalous days detected are 22% of the days under

investigation.

TABLE I
NUMBER OF OCCUPANCY ANOMALIES IN PERIOD-ANOMALY FREE DAYS.

Structure 1 181
Structure 2 237
Structure 3 15
Structure 4 24
Structure 5 270
Structure 6 25
Structure 9 34
Lot 1 North 309
Lot 3 North 226
Lot 8 North 75
Pier Deck 251
Beach House Lot 247
Total 1894

Figure 2 shows the breakdown of the different types of

anomalies for all the garages.

1) Effect of holidays: After analyzing the days with unusual

behaviour, we find that all the holidays have unusual behaviour

in terms of parking, Thanksgiving and Christmas being the two

holidays with most number of anomalies. This knowledge can

be further applied to the alert system so that anomalies during

holidays can be deemed as normal.

2) Speedup from optimization: Our semantic based filtering

strategy in historical anomaly analysis results in speedup over

analysis without filtering. We start with simpler analysis over

coarse grain semantics and gradually go to costly analysis on

fine grain semantics. This method gives us faster analysis time

than if we analyzed all of the data with the costly fine grain

analysis. The speedup depends on the amount of filtering that

can be achieved with the coarse grain semantics.

Figure 3 shows the speedup achieved for all the garages

with the application of our filtering strategy. If we match the

results of Figure 2 with Figure 3, we can see for the garages

where a higher percentage of filtering is achieved, generate a

better speedup. The best speedup is achieved for parking lot

Structure 3, where 13% of the data points are removed through

filtering.

B. Anomalies on Real Time data

In this section, we present the results from our real time

anomaly detection on the Santa Monica data. Here, we use the

models built from the historical analysis to classify each day as

normal or anomalous. Here, we define the period of the signal

as daily. At the end of the day, summary statistics is calculated

from that signal period (as described in Section II-B2). The

feature set from the calculated summary statistics is then fed

to the already built machine learning classifiers. The result of

the classifier is used to decide whether its an anomalous day

or not.

Figure 4 shows an example of the real time anomalies

detected by our method. Five days are shown in total, the

first three days are normal (from historical data) and the last

two days (with red background) are days that are detected as

anomalous in real-time. The result is for the garage Structure

5 and the anomalous days are 16th and 25th of January 2017.

Table II shows the total number of real time anomalous

days detected by our method for the santa monica garages.

As seen in Table II, there are a number of garages that are

having real time anomalous days. Figure 4 confirms that there

is a new pattern seen than what is seen in historical data for

garage Structure 5. Though the human eye can tell that there

is a clear new pattern that is flagged as anomalous by our

method, it may not be real anomalies. These false positives

can be reported by an administrator of the garage. Signal

processing techniques using Recurrent Neural Networks and

Dynamic Time Warping [4] can be used to reduce the number

of false positives in those cases. We do not find any period

anomaly in real time for the dates examined.

TABLE II
NUMBER OF OCCUPANCY ANOMALIES IN REAL TIME.

Structure 1 5
Structure 2 5
Structure 3 1
Structure 4 1
Structure 5 6
Structure 6 1
Structure 9 1
Lot 1 North 6
Lot 3 North 0
Lot 8 North 1
Pier Deck 3
Beach House Lot 2
Total 32

IV. RELATED WORK

Caliskan et al.’s work on parking availability prediction is

based on continuous-time homogeneous Markov model [5].

The model only works for a single parking lot and is most

effective within 15 minutes. Klappenecker et al. [6] extended

the research of [5] and developed a structural solution that

simplifies the computation of transition probabilities. In [7],

Caicedo et al. built a system that lets users set their parking

preference and also provides realtime parking information.

The system uses a discrete choice model and estimate the

future departure based on requests coming from all drivers

and their habits. However, these analyses are done in either

one of the parking lots or considering all of them together,

without grouping them based on their behavior. Further no

anomaly detection has been performed in the data.
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Fig. 2. Percentage of different kinds of anomalies in all garages.

Zheng et. al’s work is the most recent anomaly detection

work on parking data [8]. They provide a clustering based

approach for anomaly detection, but does not provide any

solution of detecting anomalies on real time data.

V. CONCLUSION

In this paper we present an anomaly detection approach on

streaming real world data. We use the knowledge gathered

from historical data to detect anomalies both in historical and

real time data. We apply various semantics on top of the

data to make the data analysis faster and to gain meaningful

insights. Our method is able to capture a significant number

of anomalies in the data provided publicly by the city of Santa

Monica. To our knowledge, our approach is the first in real

time anomaly detection in parking industry. As more and more

parking lots use sensors to capture real time parking informa-

tion, our approach can greatly benefit parking app developers

and business administrators to fix potential problems in the

system or provide better suggestions.
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