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Abstract—In this paper, we introduce a new methodology for
automatic phase detection and characterization for applications
running on the cloud. In contrast to existing approaches, our
approach is novel in the fact that it is non-intrusive, more general
(supports multiple programming languages), lightweight and can
detect phase changes online as the application runs. We evaluate
our approach for a number of C, C++ and Java application
servers that are widely used in the cloud. Our method achieves
a phase change detection accuracy upto 98.2% with an average
detection delay of less than 0.01 seconds after the start or end of
a phase. We also show a sample use case of our phase detection
and characterization method for anomaly detection in the cloud.

I. INTRODUCTION

Stateful online distributed systems have become central to

many modern business operations. More and more people

trust cloud services offered by well-known providers, such as,

Amazon, or large social network sites, such as Facebook, with

running critical enterprise and data processing applications

and/or with storage of personal profiles and other data they

care about.

The dependability and reliability needs of these systems

pose unprecedented problems. The support infrastructure for

such sites, e.g., for large social network sites, such as, Face-

book’s HBase/HDFS solution, as well as for large-scale data

processing, such as, Cassandra rely on traditional, relatively

simple, performance debugging and reliability solutions for

stateful services e.g., logging and 3- way replication. These

traditional reliability solutions assumed that stateful compo-

nents were few e.g., a monolithic database system, for which

failures were rare, and that these few components and their

failures occured in somewhat predictable component states,

which were monitored directly by humans.

These assumptions do not currently hold in stateful, large-

scale distributed systems, such as, HBase, HDFS, or Cassan-

dra, although most customer expectations have not changed.

In these large-scale systems, stateful components are expected

to be many, and failures are expected to be the rule rather

than the exception; for example, one hardware failure per data

center, per day is commonly reported. Moreover, the necessary

maintenance activities for monitoring, diagnosis, inspection

or repair can no longer be handled through frequent human

intervention. Vast amounts of logs and monitoring data are

generated, e.g., 1 Terrabyte of logging data per day is typical of

a small to medium-size 100 node Cassandra cluster. Therefore,

a system administrator cannot catch up with inspecting the vast

amounts of data produced by all stateful components. Even if

monitoring data could be read by operators, humans may no

longer be able to predict or recognize all possible combinations

of states and situations leading to unrecoverable errors for the

many components of large-scale sites. New approaches that

predict the resource consumption of cloud applications [1] and

provide automatic solutions for anomaly detection are more

applicable today.

For anomaly detection, accurate prediction and understand-

ing of the resource consumption of applications running on the

cloud are necessary. One of the most challenging tasks is how

to improve the prediction accuracy. A wide range of prediction

modeling techniques are being used for estimating the ex-

pected user demands in the cloud. The prediction methods can

be categorized into two types according to the characteristics

of prediction method. One kind of prediction methods employs

the classical models, including time series model (such as

ARIMA, second moving average model (SMA), exponential

moving method (EMA), autoregressive model (ARM), etc.),

Neural Network (NN), SVM, Markov models, Bayesian mod-

els and so on.

However, the heterogeneity of resource type and the vari-

ability of resources requirement by applications raise new

challenges to workload aware resource prediction in the cloud.

In the view of application, workloads have various changing

patterns influenced by application type. In this paper, we

propose an automatic approach for identifying different phases

according to changing workloads in an application running in

the cloud. The identified phases help immensely in predicting

the resource consumption based on the current phase of the ap-

plication. We propose a generalized solution based on program

snapshots to identify phases in an application. Once the phases

are identified, we propose a solution to differentiate workloads

running during that phase. Our approach to characterization

of phases is based on lightweight sampling of applications

and machine learning. The novelty of our approach lies in the

fact that it is lightweight, works for multiple programming

languages and provide minimal perturbation to application

performance. We also provide a possible use case of our phase

detection and characterization method in identifying anomalies

in a cloud application.

We provide the following contributions in this paper:

1) We provide a novel snapshot based technique that can
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automatically recognize phase changes in application

within as low as a 0.01 seconds threshold from the actual

beginning and end of a phase.

2) We provide a novel method that uses a combination

of sampling program counters and machine learning to

accurately characterize program phases based on the

workload being run. Our method can predict workloads

with an average accuracy of 98.2%.

3) Our method works in a programming language agnostic

manner, we show our evaluation for a wide range of cloud

applications written in C/ C++ and Java.

4) As our method is based on sampling, it incurs minimum

performance overhead (less than 5%).

5) We show an example use case of our phase detection and

characterization technique in online anomaly detection in

the cloud. Our technique can detect anomalies in 18 out

of 20 use cases, with zero false negatives.

II. MOTIVATION

While deployed on the cloud, a server goes through different

phases. Figure 1-(1) and (2) depict the different phases of

a long running HBase and a MongoDB database server re-

spectively. The figures show that the CPU utilization traces of

these two servers sampled at 100HZ frequency. Three different

YCSB [2] workloads are run on those two servers (workload1,

workload2 and workload3) while capturing the CPU traces.
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Figure 1: Phases in the lifetime of a HBase and a MongoDB

server. There are easily identifiable busy and idle phases.

The figures show two interesting facts:

1) Both of the servers go through two major phases 1) an

idle phase and 2) a busy phase (when the workload runs).

There are microphases within these two major phases

as well. For example, during the idle phase of both the

servers, there are occasional spikes in the CPU utilization

providing indication of some work being done by the

servers. Depending on the server, the work being done

may vary.

2) The second fact is that for the same workload the CPU

utilization of different servers are different. For example,

for the same workload1, the CPU utilization pattern of

HBase differs from that of MongoDB.

Identifying the phases in running servers and correlating

them with the type of work they are doing is important in

a cloud setting. The workload aware phase classification not

only gives insights about the health of a server, but also

provides opportunities for a detailed debugging and root-

cause analysis. In the next section we discuss our approach

for automatic phase identification and workload aware phase

classification.

III. AUTOMATIC PHASE CHANGE DETECTION

Our first contribution in this paper is the automatic identifi-

cation of phases in a server running on the cloud. In figure 1,

we observe three things:

1) A running server goes through basically two phases – an

idle phase and a busy phase.

2) There are microphases within these two basic phases,

indicated by spikes in the CPU utilization.

3) Different recurring patterns occur within the phases.

For automatic identification of phase boundaries, we intro-

duce the concept of program snapshots. A program snapshot

s ∈ S at a given time is defined by the following triple:

s = (t:c:m) | s ∈ S (1)

Here t ∈ T is the the thread-dump, c is the CPU utilization

and m is the memory utilization of the program at a given

time. Given that definition of snapshot, we define the phase

p ∈ P of a program as the following tuple:

p = (sbegin:send) | sbegin, send ∈ S, p ∈ P (2)

Our goal is to identify phase changes during the application

run using periodically collected snapshots. A phase change is

detected when there is a significant change in two consecu-

tively collected snapshots of a program. For change detection

in program snapshots, we develop a sliding window based

approach.

Since through our analysis, we are identifying phases appli-

cation online, we collect thread-dumps for a sliding window

of size w. Each window of w thread-dumps has a set of w
three dimensional datapoints. The dimensions being the set

of functions in the thread-dumps, CPU utilization and the

memory consumption. To transform the set of functions in the

thread-dumps of an application to a real number so that it can
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be used to identify phase changes, we develop the following

metric:

stacksim =
num elements(tprev

⋂
tcur)

num elements(tcur)
(3)

The metric stack sim represents how different is the

current stacktrace of the program (tcur) to the previous

stacktrace(tprev). A stack sim value of stacksim = 1.0 rep-

resents no change while a value stacksim �= 1.0 represents a

change in the contents of the stacktrace.

After calculating the stacksim value at the current time

quantum, we have a complete representation of the snapshot

of the program at that quantum, with all the dimensions being

in the floating point domain. For detection change in phases,

we mathematically determine whether the current snapshot

is an outlier in the window of w last collected snapshots.

We develop a Principal Component Analysis (PCA) based

technique for determining whether the current snapshot is an

outlier.

A. PCA based multidimensional outlier detection

Principal Component Analysis is a well-established tech-

nique for dimensionality reduction and multivariate analysis.

Examples of its many applications include data compression,

image processing, visualization, exploratory data analysis, pat-

tern recognition, and time series prediction. PCA is variable-

oriented method, which transforms a set of correlated original

variables into a set of uncorrelated variables, called Principal

Components (PC). These principal components are linear

combinations of the original variables. By carrying out PCA

we hope that a few PCs can explain most of the variation in

the original data. We use PCA to identify a significant change

in the snapshot of a program using the following steps:

Step 1: First we map the w snapshots from their original 3-

dimensional space to k-dimensional subspace (k ≤
3) using PCA. This step sorts the dimensions of the

snapshots in increasing terms of significance for that

window.

Step 2: Then we calculate the centroid (μ) of the data points

for that given window.

Step 3: We calculate the variance (λ) of each dimension.

Step 4: We define the score of each data point using below

formula

Score(X) =
∑
j

|(X − μ).ej |
2

λj

(4)

Where ej represents the eigenvectors.

Step 5: In the last step, we use extreme value analysis to

detect the outliers.

As mentioned previously, if the current snapshot under

analysis falls in the detected set of outliers for the given

window, we flag the snapshot as indicative of a phase change

of the program.

With the identification of phase changes online, we also

store the snapshot boundaries of a phase in a phase database.

Recurrent phases are added only once to the database. The

collection of boundary information of phases helps in iden-

tifying the program characteristics within a given phase that

in turn helps in differentiating phases based on the workload

being run.

IV. AUTOMATIC PHASE CHARACTERIZATION

Our next contribution in this paper is the characterization

of phases identified in the previous step. Figure 1 in Section II

shows that even for the same phase of the database servers,

depending on the workload, the CPU utilization pattern varies.

Often it is useful to identify what kind of workloads are

running in the current phase for proper debugging and root-

cause analysis in case of problems.

To characterize phases based on application characteristics

during the phases, we make use of the hardware and software

characteristics for the application. Figure 2 shows sampled

traces of two such hardware events – load instructions and

store instructions for a running HBase server. We run three

YCSB workloads on the HBase server and show the traces

sampled at 100Hz.

It can be seen from the figure that there are correlations

among CPU utilization and the number of load and store

instructions for the HBase server when it is serving different

workloads. The behaviour of the workload can be character-

ized by analyzing the correlation between the data for the load

and store instructions. For example, Workload1 shows high

percentages of load instructions and less number of stores.

Workload2 has the opposite characteristics (higher number

of stores than loads). While Workload3 has almost similar

percentages of loads and stores though their execution patterns

vary.

Therefore using the hardware and software performance

counters that are available to us, we develop a methodology

for characterizing workloads running in a phase.

A. Feature Set for Characterization

As described in the previous section, we analyze the sam-

pled hardware and software performance counter traces. We

represent the traces as time series data or signals. First, we

define boundaries in these signals using the phase boundaries

detected earlier. As a result we have a set of wavelets w ∈ W,

one per phase per workload. For a given workload and a phase,

we have a total q wavelets, one for each performance counter.

Next, we need to represent the behaviour of a given

phase using the sampled wavelets. We use signal processing

techniques to extract feature set from the wavelets.

The behaviour B of a phase running a particular workload is

represented by a q-dimensional wavelet, where each dimension

is representative of a particular performance counter.

B ≡ {w1, w2, . . . , wq} (5)

Here q is the number of resources sampled.

Now we need a way to represent a dimension wi so that it

can be fed to a machine learning classifier for characterizing

100



0

25

50

75

100

0 500 1000 1500
Time

%
C
P
U

(1) CPU

0.00

0.05

0.10

0.15

0.20

0 500 1000 1500
Time

lo
ad

 (
te

n 
th

ou
sa

nd
s)

(2) Load Instructions

0.00

0.05

0.10

0.15

0.20

0 500 1000 1500
Time

st
or

e 
(t

en
 th

ou
sa

nd
s)

(3) Store Instructions

Figure 2: Hardware metrics related to different workloads for

HBase.

the phase. Typically we want a dimension of a wavelet wi to

be equivalent of a set of aggregate metrics f i
j .

wi ≡
{
f i
1
, f i

2
, . . . , f i

n

}
(6)

Our job is to identify pairwise matching m between same

dimensions wi and wj of two wavelets.

m = match (wi, wj) (7)

m = match
(〈

f i
1
, f i

2
, . . . , f i

n

〉
,
〈
f j
1
, f j

2
, . . . , f j

n

〉)
(8)

Once we have the aggregate metrics for all the q dimen-

sions, we have a complete representation of the wavelet. This

representation aptly represents the behavior of a phase during

a particular workload. We use the following statistical methods

to compute aggregate metrics f i
k from each wavelet wi.

1) Simple Statistics:

• Min The minimum sampled value of the wavelet during

the phase.

• Max The maximum sampled value of the wavelet during

the phase.

• Average The average of the wavelet values during the

phase.

• Standard Deviation The standard deviation of the

wavelet during the phase.

2) Higher Order Statistics: We use a number of higher

order statistics as well to extract richer informations from the

wavelets.

• Skewness The measure of the asymmetry of the distri-

bution of the wavelet about its mean. Skewness indicates

the symmetry of the probability density function (PDF)

of the amplitude of a time series. A time series with an

equal number of large and small amplitude values has

a skewness of zero. The skewness of a wavelet wi is

calculated using the following equation:

skewness =

∑N

i=1
(Yi − Ȳ )/N

s3
(9)

• Kurtosis The measure of the “tailedness” of the wavelet.

Kurtosis measures the peakedness of the PDF of a

time series. A kurtosis value close to three indicates a

Gaussian-like peakedness. Kurtosis is calculated using the

following equation:

kurtosis =

∑N

i=1
(Yi − Ȳ )4/N

s4
(10)

• ARIMA Model features The Autoregressive integrated

moving average (ARIMA) model is used to make fore-

casts from time series data. ARIMA models are generally

denoted ARIMA(p, d, q) where parameters p, d, and q are

non-negative integers, p is the order of the Autoregressive

model, d is the degree of differencing, and q is the order

of the Moving-average model.

We calculate the values p, d and q of the ARIMA model

for each wavelet and add them to our feature set.

B. A Machine Learning Classifier

Once we have extracted all the features that can represent

the behaviour of a phase during a particular workload, we train

a machine learning model using the statistical features, so that

workload type can be predicted during the production run.

We pose the classification as a clustering problem. We use the

k-means clustering algorithm [3] for clustering the workload

type of a phase.

For training, our predictor takes the following tuple for each

phase under consideration.

ιi = {featuresi:workloadi} (11)

Where the feature set featuresi is formed using the fol-

lowing equation.

featuresi = {agg1, agg2, . . . , aggn} (12)
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Here each aggj represents the various statistics calculated

for each wavelet wj and is given by the following equation.

aggj = 〈minj ,maxj , avgj , stdj , skewj , kurtj , pj , dj , qj〉
(13)

Now, given a set of observations

(features1, features2, . . . , featuresn), where each

observation is a d-dimensional real vector (d = 9 in

our case), k-means clustering aims to partition the n
observations into k(≤ n) sets S = S1, S2, . . . , Sk so as to

minimize the within-cluster sum of squares (WCSS) (i.e.

variance). Formally, the objective is to find:

argmin
s

k∑
i=1

∑
features∈Si

‖features− μi‖
2

= argmin
s

k∑
i=1

|Si|V ar Si (14)

where μi is the mean of points in Si. This is equivalent to

minimizing the pairwise squared deviations of points in the

same cluster:

∑
Cluster Ci

∑
Dimension d

∑
features,y∈Ci

(featuresd − yd) (15)

Once we have trained the model using the featurei and

the observed workload workloadi, we calculate the same

featuretest for a test case and input it to our prediction model.

The prediction model then uses the representation statistics for

a given signal to make its prediction workloadpred.

V. EXPERIMENTAL EVALUATION

We evaluate our approach for online phase detection and

characterization on a wide range of database servers that are

widely used in the cloud. Our evaluation is exhaustive because

we evaluate the effectiveness of our technique for C, C++

and Java applications. For collecting the snapshots in Java we

use the java thread dump tool jstack. In case of C and C++

applications, thread dumps are obtained through GDB.

For collecting hardware informations as described in Sec-

tion IV, we use the Linux perf tool. Both of the snapshot fre-

quency and hardware sampling frequency is set at 100HZ. For

extraction of aggregate information from the thread dumps, we

use bash scripts. For the dimension transformation from raw

stacktraces to stack sim as described in Section III-A and

for the machine learning classification, we use Python scripts

with the version being 2.6.

In the experimental evaluation section, first we show the

effectiveness of our approach in quickly identifying phase

changes in a running application. After that, we show the

overhead from our approach and how it affects the application

throughput. In the end, we show an example use case of our

application in case of anomaly detection.

A. Phase Change Detection

We run our approach in identifying phases in a total of six

database servers written in three different languages – C, C++

and Java. Each database is run for 5 hours and occasionally

workloads are run on those databases. At the end of the 5

hours, we examine the total number of phases identified in

our technique.

Table I: Number of Phases Detected in Various Database

Servers

Database
Number of

Phases

Detected

Recurrent
Phases

HBase 8 5

Cassandra 7 4

Elasticsearch 5 4

MongoDB 5 4

Memcached 3 3

ArangoDB 6 5

Table I shows the total number of phases detected in these

databases. We also show how many times these phases occur

recurrently in these servers. As seen from the table, HBase and

Cassandra have the highest number of phases. Memcached has

the least number of phases. It is also interesting to see that

some phases occur recurrently in servers. Examples of these

phases are periodic flushing of data from memory to disk,

garbage collection etc.

As our approach runs online in a life-long (always available)

cloud setting, it is useful to verify how quickly it is able to

identify phase changes. To evaluate the effectiveness of our

approach in quickly identifying phase changes, we report how

much percentage of the detected phase changes fall within

a 0.01 seconds threshold of the actual phase begin and end.

Without a thorough knowledge of the application internals, it

is not easy to identify the actual phase boundaries. We only

have actual phase change information during workload begin

and end. Therefore we report the effectiveness of our approach

as the percentage of times we can detect the beginning and

end of a workload within 0.01 seconds.

Table II: Effectiveness of our approach to identify phases

changes quickly. We show the percentages of times our

technique can detect workload boundaries within 0.01 seconds

of actual start.

Database % phases detected quickly

HBase 99.3

Cassandra 99.6

Elasticsearch 99.1

MongoDB 100

Memcached 100

Accumulo 99.2

As seen in Table II, our technique can detect phase changes

very quickly on an average of 99.5% of the time. For the

rest, the worst time difference between the actual change and

detection is 0.1 seconds. Therefore, our technique is very

efficient in quickly identifying phase changes as they occur

in a running application.
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Figure 3: Phase changes identified by our technique for

running workloads.

Figure 3 shows the CPU utilization traces from running

different YCSB workloads on HBase and MongoDB, with

the phase changes detected by our technique annotated with

circles. In Figure 3-(1), we provide different colors for the

different phases detected by our technique. It is seen from the

figure that apart from the phases detected while the workload

runs (denoted by green circles), initialization and cleanup

phases where tables are created and deleted before and after

running the workloads are correctly identified by our technique

(blue circles for initialization phases and pink circles for

cleanup phases). For MongoDB, there is no preparatory and

cleanup phases.

B. Phase Characterization

In this section, we describe how effective our phase

characterization method is. We calculate different hardware

and software metrics for the running servers at regular in-

tervals. Using our phase change detection strategy we also

store information about the beginning and end of phases.

Combining the above two information, we define boundaries

in the sampled hardware and software counters so that features

can be extracted from them and a clustering algorithm can be

run as described in Section IV.

We use the hardware and software performance counters

described in Table III. Our choice of these counters are

inspired by the performance counters used by Google in their

cloud datacenters [4].

Table III: Different hardware and software performance coun-

ters for Phase characterization.

Counter Type

Load Instructions HW

Store Instructions HW

Branch Instructions HW

Total Instructions HW

L1 Cache Misses HW

L2 Cache Misses HW

LLC Cache Misses HW

dTLB Misses HW

iTLB Misses HW

Page major Faults SW

Page Minor Faults SW

CPU Utilization SW

Canonical Memory Usage SW

Total Page Cache SW

For training purposes we collect data by running different

YCSB workloads on the database servers. We use both YCSB

default and our own workloads, giving rise to 10 workload

configurations in total. For each database, we collect data for

randomly chosen 3 phases that are detected by our phase

detection techniques. Then for each phase, we use 1000

workload runs, giving rise to a total of 6000 workload runs

for all the database. We have a total of 14 metrics under

consideration. Therefore our training dataset contains a total

of 84000 wavelets.

For testing purposes, we run the same workloads and collect

metric data for different phases in the database servers. Then

we use the constructed k-means clustering model to predict

the cluster for a given phase. Table IV shows the percentages

of workloads that are correctly identified in the test runs. The

results in Table IV show that our chosen performance counters

are able to characterize workloads for most of the phases.

Table IV: Results for Phase characterization.

Server % of Correct Characterization

HBase 82.6

Cassandra 75.2

Elasticsearch 88.1

MongoDB 80.9

Memcached 78.6

Accumulo 79.2

C. Overhead of Our Technique

Our method is powerful in the sense that: (1) it does not

require any source code access and source code modification,

therefore it is very much non-intrusive and (2) as our method

is based on sampling, there is very limited perturbation to

the running application. In an online setting, we measure the

decrease in the database throughput while our phase detection

and characterization tool runs. There is less than 5% drop in

throughput for applying our tool on top of the application run.

VI. USE CASE: ANOMALY DETECTION

Semantic aware anomaly detection is a technique that is

recently proposed by Bhattacharyya et al. [1]. In this method,

on top of raw performance data, semantic boundaries are added
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so that patterns in resource consumption can be detected by

using signal processing techniques. But their approach relies

on programmer annotated boundaries so that the semantic

boundaries can be applied precisely on top of the resource

data and anomalies can be detected.

We use our approach of identifying phase boundaries on

top of the resource consumption data collected from cloud

servers to find wavelets. Unlike Bhattacharyya et al. [1], our

approach does not require source code modification, therefore

not requiring access to source code. But we have to pay the

price of precision as compared to an expert human annotating

code with semantic boundaries. Therefore, we need to modify

their technique for identifying anomalies from the wavelets

that are formed by our technique.

As our phase change detection may have slight delay from

the actual beginning and end of a phase, the period length of

the wavelets in our case can be different from run to run of

the same phase. Therefore a wavelet matching approach based

on dynamic time warping [1] is not usable by us.

We use the same aggregate statistics as mentioned in

Section IV for extracting the feature set from the wavelets.

Then we use the euclidean distance to measure the difference

between the feature vector of two wavelets. The euclidean

distance is given by the following equation:

√√√√ k∑
i=1

(xi − yi)
2

(16)

The performance metrics we use for anomaly detection

are CPU utilization, memory consumption and number of

disk operation. Therefore For our case, k = 3. These three

metrics cover a wide range of anomaly types (e.g. node crash,

unresponsive node, memory leak, faulty disk). On top of the

raw performance data, we add the phase change boundaries

detected by our technique and also the workload type as

predicted by our phase characterization technique.

To show the effectiveness of our phase change detection

and phase characterization techniques in case of anomaly

detection, we simulate a faulty disk scenario. We setup a

Cassandra database and run a YCSB workload 100 times

on that database server. During these runs, we collect the

above mentioned three performance metrics from the database

server. On top of this raw collected performance data, we

attach the phase change boundaries detected by our technique.

This training phase gives us a total of 300 wavelets for that

particular workload. We flag these runs as normal runs.

To learn the characteristics of normal runs, we calculate

the Euclidean distances between pairwise wavelets for all the

three metrics and store the highest deviation value for each

pair. These values work as thresholds during our testing phase

to detect whether the test run is anomalous or normal. If the

euclidean distance of the same phase for that workload is

greater than that what is seen in normal runs, we flag it as

anomaly.

To simulate a disk delay, we use the systemtap tool. During

the execution of a workload in Cassandra, we inject a delay of
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Figure 4: Anomaly detection using our method for a faulty

disk scenario.

50 seconds each in 50% of the reads and 50% of the writes to

disk coming from the database. We keep injecting the delay for

a period of 10 seconds. This scenario results in a surprisingly

high throughput drop in Cassandra associated with temporary

disk delays.

Figure 4 shows a CPU utilization wavelet during a phase

of the Cassandra database server, for both a normal run and

anomalous run. It is clearly seen from the figure that the

CPU utilization is negatively affected by the faulty disk in the

server. In this case, the Euclidean distance of the anomalous

run CPU wavelet is 196.62, which is much greater than the

worst distance for training normal runs 95.14. Therefore, our

method can identify this wavelet as an anomalous wavelet.

In total, we evaluate the prediction on a total of 20 scenarios,

both normal and anomalous. Our method is able to correctly

identify the type of execution (normal/anomalous) in 18 of

these 20 test cases, with no false negatives.

VII. RELATED WORK

A. Phase Detection

There have been several proposals to implicitly [5] or

explicitly detect program phase changes. Recently, several

researchers have proposed hardware techniques aimed specif-

ically at detecting phase changes, identifying phases and

predicting phases [6]–[12].

Balasubramonian et al. [6] used a conditional branch counter

to detect program phase changes. Dhodapkar et al. defined

a program phase to be the instruction working set of the

program [8] i.e. the set of instructions touched in a fixed

interval of time. Sherwood et al. [10]–[12] proposed the use of

basic block vectors (BBVs) to detect program phase changes.
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Huang et al. [9] used subroutines to identify program

phases. HP Dynamo [5], a run-time dynamic optimization sys-

tem, detected phase changes in order to flush stale translations

from the cache.

B. Workload Characterization

Current researches on cloud resource prediction can be

classified into two categories according to the feature of

a prediction method. The first category prediction methods

employed classical prediction models by studying the ap-

plication characteristic in the cloud platform. The study by

Jiang et al. [13] showed that web and data center workloads

tend to present behavior that can be effectively captured

by time series-based models. Roy et al. [14] utilized linear

prediction method such as the exponential moving average,

a second order autoregressive moving average and moving

average method, to forecast the time series workloads. The

Autoregressive Integrated Moving Average (ARIMA) model

was applied to estimate the future need of applications [15].

The second category prediction methods proposed a new

prediction approach according to the feature of workload.

Caron et al. [16] proposed a Pattern Match algorithm to

predict workload taking advantage of the self-similar feature.

Meanwhile, Gong et al. [17] presented a predictive elastic

resource scaling scheme named as PRESS, which monitored

CPU usage of VM. Ghorbani et al. [18] introduced a fractal

operator to account for the time-varying fractal and bursty

properties of the cloud workloads. Although these methods

have good prediction effect in case of some special scenario,

the generality of this kind of methods is weak.

VIII. CONCLUSION

In this paper, we propose a novel technique for online

phase detection and characterization of cloud applications. Our

phase detection method is based on program snapshots while

the phase characterization method is based on performance

counters and machine learning. Our approach is lightweight,

automatic and does not require source code access, therefore

making it quite versatile. We show the effectiveness of our

approach for both C/C++ and Java application at a minimal

overhead (less than 5%). We also show an example use case of

our approach in online anomaly detection on the cloud. Using

our approach, we can automatically detect 18 out of 20 test

case anomalies with zero false negatives. We believe that our

approach will become quite essential for resource prediction of

cloud applications so that provisioning decisions or anomaly

detection can be done.
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