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ABSTRACT

This thesis reflects on the aspects of hardware performance monitoring in
multiprocessors. More specificaliy deals with the hardware designed and
implemented for performance monitoring in the main memory of the
cache-coherent, shared-memory NUMAchine multiproceisalso elabo-

rates on the factors thafedt performances and some of the coitetive
hardware features used in NUMAchine to measure these factors without
intruding on software performance.Hardware monitoring in the memory of
NUMACchine is used to measure performance during peak memory activity
based on the transaction types, to collect statistical data on page accesses
and finally to probe on cache line accesses at a fine or coarse granularity
level. Also described is how these hardware performance measurements
provide insight into various bottlenecks that cause performance degrada-

tion in multiprocessors.
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Chapter 1
Intr oduction

The aim of this thesis is to describe the design and implementation of the hardware moni-
toring system in the NUMAchine main memory module. The NUMAchine project [10] is
currently in final stage of its development at the Universityoobiito. The memory mon-

itor must meet the specifications offdient types of monitoring that provide software
with useful information on the performance of the memory module in the NUMAchine
multiprocessor . Each monitoring transaction is pipelined and has to be completed in no

more than three clock cycles. The logic module[16] operates at 50 MHz.

1.1 Multipr ocessors and Their
Performance

Shared-memory multiprocessors have geéras an especially costesitive way to pro-

vide increased computing power and speed, mainly because they use low-cost micropro-
cessors economically interconnected with shared memory modules. However
microprocessors have improved in speed at a tremendous rate in the last decade and the
performance gap between main memory and microprocessors has widened. As a conse-
guence of this speed discrepancgiche memories have served as an important way to
reduce the average memory access time in uniprocessors. But cache performance in
shared-memory multiprocessors does not show the same kind of result, typically due to
longer paths through the communication network, additional arbitration logic and network

or memory contention.

Cache-coherent multiprocessors provide a simple programming model. Measuring
performance is important for tuning and understanding program behav@runstance,
knowing the number of references that miss in the cache gives the programmer a specific
target to minimize. A variety of software tools exist to assist with performance tuning, but

they can also be too abstract, intrusive, or very.shksvopposed to performance tuning



software, specifically designed hardware can be used to alleviate most of the problems. It
can be noninstrusive and allow applications to run at full speed. Data can also be collected
as fine-grained as required to assist tuning. In addition, events that are unobservable or
inconvenient to measure in software, such peak memory contention or response time to

invoke an interrupt handlecan be achieved in hardware.

Although a hardware performance monitor feature can add to the cost of designing and
implementing a cache-coherent share-memory multiprogegsarse can contribute sub-
stantial value. The primary objectives of the monitoring hardware features are to identify
causes of the software performance loss and aid in multiprocessor research while keeping
cost low and remaining nonintrusiven @iemonstrate its usefulness, the hardware monitor
should collect enough data to obviate the need for some in-depth architectural simulations,
which often run too slowly to collect reliable data. It can also assist machine and workload
characterization for higher level simulation models. It appeals to those software develop-
ers who are involved in software tuning. The objective of the monitoring hardware is not
to supercede software tuning tools, but to provide improvement in instrumentation so that
data collection is done non-instrusively and in real time. In order to better deal with the
true bottleneck, data should be collected at a fine level of granukrnsily it can pro-

vide performance data to a running program.

1.2 Organisation of Thesis

The thesis is partitioned into five chapters. Chapter 2 gives brief description of previous
monitoring systems implemented in recent multiprocesors with a special emphasis on the
hardware monitoring built in the NUMAchine processor card[15]. Chapter 3 analyses the
factors afecting the performance of multiprocessors and optional methods used to
improve it. Chapter 4 concentrates on the design and implementation of the actual hard-
ware monitoring in the NUMAchine memory module. Finally Chapter 5 summarizes the

thesis itself and shows its contribution to the NUMAchine hardware.



Chapter 2
Background

Prior to discussing details of hardware performance monitoring on the NUMAchine
based-station memory module, it is important to provide some background information. It
is imperative to undertake a study of some performance-monitoring systems that have
been constructed recentlgnore particularly on shared-memory multiprocessors. This
study aids in the design and implementation of the hardware performance monitoring in
the memory module of the NUMAchine multiprocesstardware monitoring cases such

as SUPERMON in Hector [4], Stanford DASH [5], theARZcenter 2000 [6], and the

NUMACchine processor monitoring [1] are presented below

2.1 Hardwar e Monitoring in Hector

Hector [9] is shared-memory multiprocessor with a hierarchig@resation. The proto-

type is a 16-processor machine based on the Motorola MC88100 [19] microprotksesor
machine is partitioned into stations which each contains a bus, up to eight Processor Mod-
ules, and a Ring Interface. EaRlocessor Moduléncludes a processaa primary cache,
memory various /O interfaces and a Station Bus Interface. Each processor has 16kB of
instruction and data cache memdyt no cache coherence is performed in hardware. Per-
formance monitoring is done with a plug-in-card that connects to either the instruction or

data cache/memory management unit (CMMU) sockets.

2.1.1 Hector Hardware Monitoring: SUPERMON

SUPERMON has the ability to snoop on all processanemory trdic. It can observe all

cache activityincluding instruction fetches, and as such it can perform, for instance, exact
program counter sampling. Figure 2-1 shows a block diagram of SUPERMON. Data col-
lection is done on two banks of 32k deep by 48-bit wide SRAM to be used as counters or
for trace data storage. In trace mode, the memory is triggered by a programmable state

machine which takes input from the control signals and the virtual address. The trace data

3



contains either the 30-bit address and a 16-bit timestamp or 8-bits afefised state

data and a 40-bit timestamp. The state data is a function of address and control signals.
The logic to control the state machine, control signals, and address trigger is all performed
with additional cascaded SRAMs. Peformance of the cascaded SRAM is maintained by
inserting registers between them and pipelining the design. This approach provides an
advantage overARs due to the good logic capagityredictable performance and ease of

reprogramming of the SRAM.

«» Trace/Histogram
& SRAMand
I Increment
Control = Logic
control : i 4
; +} Signal Timer/Trace
signals 30 Engoder 15 Counter 15 addr _ data
Address State \|
™ Encoder 8 Machine 15 J
address mlp 15
Arithmetic 2 Barrel
Unit 730 Shifter 15
trace data ,
730

FIGURE 2.1. SUPERMON Subsystem Block Diagram.

In histogram mode, the SRAM-based counter banks are interleaved due to speed; read-
ing, incrementing and writing a counter takes 2 cycles.fatefthe histogram counters
can record the time spent in a certain-user defined state (there are 32k possible states)and
count the number of cycles it takes for histogram latency and histogram absolute

addresses.

2.2 Stanford DASH

A study of other performance monitors such the one in Stanford DASH [5] and the MIT

M-Machine [18] also provide a good understanding of the common bottlenecks that



affect hardware performance and the novel approaches taken to improve their perfor-

mance. A brief description of the Stanford Dash monitoring hardware is given below

Dash is a cache-coherent, shared-memory machine. Each station consists of four 33
MHz R3000 processors connected to memory and an interconnected network interface
over a 16 MHz bus. A block diagram of the DASH monitor is illustrated in Figure 2-2.
The monitor consists of two banks of SRAM-based counters, a DRAM-based trace
buffer, and a reprogrammable controllgrdiffers from every from SUPERMON in that is

it allows a read access to the collected data every processor in the machine.

The SRAM-based counters take two cycles to operate: one to fetch and one to incre-
ment and write back. The two banks can be interleaved to count an event that may change
every cycle, or they can be used independently to count less frequent events. Each bank is
16 deep and 32 bits wide, providing approximately four and a half minutes of continuous
operation before overflowing. The counters can be used to count events, where the address
is formed by concatenating tiifent event bits, or as a histogram array where the address

comes from a counter in the programmable conttoller

Besides the counters, a tracefbufprovides a detailed history of bus activitjne
trace bufer DRAM, omganized as 2M by 36 bits, is deep enough to capture information for
over one-half a second; if longer traces are desired, the operating system must suspend all
process activitydump the buér to disk, and resume the processes. A common use of the
trace bufer is to capture read and write requests, including the address and processor
number Another use appends the directory contrdl&ROM address and the time since

the last request to each trace erttnys halving the &ctive bufer size.

The programmable controller is an SRAM-based FPGA, the Xilinx XC3080. T
change the monitoring mode or triggering conditions, the FPGA is reconfigured with a dif-
ferent circuit. For example, the SRAM can count 14 independent events by directly form-
ing the address with the 14 signals. AlternativBiRAM can be used as a histogram array

by implementing counters in the FPGA and using them to form the address. Though this is
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FIGURE 2.2. DASH Performance Monitoring Hardware.
a flexible approach, the drawback is the program cannot frequently change the monitoring

mode as the reconfiguration time is quite high (in the order of 100 ms).

2.3 Monitoring in SPARCcenter 2000

The SRARCcenter 2000 philosophy is to make use of latency hiding techniques such as
multilevel cache hierarchies to yield high performance when applications map well onto
the hierarchy implementations. But performance cafesdfastically when they do not

map. In this system, it is essential that an insight into the actual behaviour of the hardware



implementation is provided otherwise identification and reduction of mismatches between

an application and the memory hierarchy is hard.

2.3.1 Hardware Description

Figure 2-3 below depicts the system architecture of thWdRERenter 2000. Wo packet-
switched XDBuses connect up to 20 processor units, up to 10 memory units and up to 10
I/O units. Each bus can sustain a peak 250 MByte/sec data bandwidth. There are only 2

packet sizes on the bus: 2-cycles and 9-cycles.

Each memory unit consists of two Memory Queue Handlers, or MQHSs, one on each
bus. Memory is interleaved at 256-byte boundaries across the two buses, and it can be fur-
ther interleaved at 64-byte boundaries across 2 or 4 MQHs on the same bus. Each proces-
sor unit has Super8RC processqrcache controller (MXCC) and two Busatthes
(BWSs). The cache controller contains one copy of the cache tags for cache accesses from
the processor and the BW contains a second copy for snooping. Each I/O unit consists of
an SBus interface (SBI) and two 1/O caches (IOCs), one on each XDB bus. The SBus is
provided with four SBus by the I/O unit. The XDBus line size is 64-bytes where as the
cache controller cache line size is 256 bytes with 4 sub-blocks of 64-bytes each. Finally
the coherence protocol allows write-update and write-invalidate to be used at the same

time.

2.3.2 Performance Bottlenecks and Hardwar Counters

With proper utilization, the ¥ RCcenter 200® interleaved memory/O cache, dual

buses and the caches in the processor unit work together to hide the latency of data move-
ment. Howevereach of the subsystems described above is a potential performance bottle-
neck. Hence, programmable event counters are used in each of the subsystems. The cache
controller makes use of a pair of programmable counters to monitor excessive internal and

external cache misses, excessive writes to memory and high bus latency on read misses.

While external cache counters are useful to understand uniprocessor cache perfor-

mance, instrumentation in the Busatthes (BWSs) gives insight into multiprocessor per-
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FIGURE 2.3. SFARCcenter 2000 System Achitecture.

formance problems like excessive or false cache line sharing. EachaBuis Vs a 24-bit
programmable counter to monitor events. Also, the Memory Queue Handler (MQH) can
be a bottleneck when the interleaving strategy fails and memory accesses are not well dis-
tributed over the memory banks. Instrumentation in the MQH aids in detecting such
imbalances. Other bottlenecks monitored by the MQH are bus saturation, identification of
transaction that contributes to total busficatind detection of excessive broadcast writes

and swaps. For this, it makes use of two programmable 24-bit counters for event tracking.



Finally, the I/O cache has also two 24-bit counters to monitor high bulk ddie, pabr 1/

O performance, and excessive high-latency programmed 1/O operations.

Overall the counters in BIRCcenter 2000 provide data on raw cache miss rates and
give insight into the direct map conflict and coherence misses due to false or excessive
sharing. They aid in detecting memory bank conflicts, bus imbalance, programmed 1/O

bottlenecks and poor 1/0O cache performance.

2.4 Hardwar e Monitoring in NUMAchine
Processor Card

A thorough knowledge of how the hardware monitoring features are implemented in the
processor card of the NUMAchine multiprocessor provides insight on how to design and
implement the monitoring features in the station-based memory module. First and fore-
most, a brief summary of the multiprocessor is given hefloNdowed by a description of

its hardware monitoring from the processor point of view

2.4.1 An overview of NUMAchine

NUMAchine is a second generation multiprocessdassified as a shared-memory
machine with Non Uniform Memory Access (NUMA). The average latency for accessing
memory varies depending on where the memory is physically located in the system and
this accounts for its nam&UMAchine. Howeverthis multiprocessor system is only

mildly NUMA, since accesses to remote memory only take about twice as long as
accesses to local memoiyhe machine is divided into a number of stations that are con-
nected by a hierarchy of rings. The key features of NUMAchine are extensive monitoring
support, presently on the processor and memory module, hardware-based cache coherence

and a flexible, yet simple interconnection network.
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FIGURE 2.4. NUMAchine Station.

2.4.2 Station Description

A NUMACchine station makes use of a split-transaction bus to connect up to four 150 MHz
MIPS processors cards, a memory card, and an I/O card and a network interface. A station
is a basic building block of NUMAchine. The Network Interface provides a connection to
the lowest level of rings, called a local ring, in the hierarchy of bit-parallel rings. The net-
work cache is necessary to provide an intermediate node in the coherence protocol, to
accomodate data caching and to reduce networkctiaf combining remote requests.

Figure 2-4 shows a NUMAchine station connected to its local ring.

2.4.3 System Hierachy

To create a system with more than four processors, the Network Interface and ring inter-
connection network must be added. As such the stations are connected by hierarchical bit-
parallel rings. Figure 2-5 shows the two-level ring hierarchy implemented in the prototype
system. Each level in the hierarchy has one highal connection and up to four lower

level connections. For instance, the local ring has one kighelrconnection to the glo-

bal ring, and up to four lowdevel connections to its stations. But the contructed proto-
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FIGURE 2.5. NUMAchine Hierarchy.
type is limited to 64 processors but the architecture is designed to be scalable to a few

hundred.

2.4.4 Monitoring in the Processor Card

The processor card performance monitor is positioned so that it can monitoitdarahd

from the processor in a non-intrusive fashion. It is hence situated on the external agent
bus, between the FIFOs and External Agent. Figure 2-6 shows its position among the
components in the processor card . It supports both word (32-bit) and doubleword (64-bit)
accesses. Wes are allowed to the monitor from other processors by means of the Exter-
nal Agent. The internal ganization of the monitor are shown in Figure 2-7 belbie
diagrams shown here is an updated version from [1] as the Monitoring Controller encom-
passes the functions of the Local Controllee Configuration Controller and the Counters

& Interrupts that used to exist in the older version.

The external agent bus which is 64 bits wide is shrunk into a 32-bit bus going into the
Monitoring Controller with the aid of two bigrs placed along its wayrhe Latency
Timer, Count & Increment, Pipeline Status, and the SRAM all operate with the coopera-
tion of the Monitoring ControllerTransactions on the external agent bus are captured in

latches and placed onto the monitor bus. This monitor relies on two facts for its operation.
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Only the 64-bit address is needed from the transaction for monitoring and the external
agent cannot process more than one transaction every two cycles. This leads to reducing
the width of the bus to only 32 bits by holding the upper half address in a register and
sending it on the bus after the lower half is sent. For doubleword writes to the ptbmitor
upper address bits, which contains network transaction information, can be discarded and

overwritten as the upper data word is written during the second clock cycle.

Secondary
Cache, 1MB
(64K x 128)

addr
data /128 5

MIPS R4400

64 addr/data

External Agent

62 Monitor

adadr data

FIFO
FIFO

64 Local I/0O

Bus Interface

FIGURE 2.6. Processor Card Data Path Organisation.

2.4.5 Monitoring Controller

The Monitoring Controller is the command center of the monitor that controls what is to
be monitored and whether an event being monitored has occurred or not. It also has con-
trol over occurrence of interrrupts when a counter overflows. Additionally it allows read-
ing and writing of the performance data and configuration of the mowitiies may be

used to configure the monitor in one of two way: either a hard or soft configuration. The

former involves changing the FPGA (Field Programmable Gate Arrays) circuitry in the
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FIGURE 2.7. Processor Card Monitoring Hardware Subsystem.
Monitoring Controller (MC) and the latter just writes a new value into the configuration
registers implemented in the MC. It also allows the microcontroller situated on the local 1/
O bus to configure the monitor or access the performance data. Also, a remote workstation
can instrument, analyse and display performance data without intruding upon a running

program.

The Monitoring Controller consists also of important registers whose operations are
vital for performance data collection. Some of them are the PhaselD and PhaselD watch
registers, the Commandat¢h and Command Filter registers, AddresgdVand Address
Filter registers. Their functions are essentially to partition collected performance data, to
restrict counting to only certain types of transactions, and to watch accesses to a certain
region of memory respectivelfhe Monitoring Controller also includes the general-pur-
pose counters found previously in the Counters & Interrupts circuitry to count from a
number of events, and they each have a number fefett operation modes. They are
used essentially for monitoring high-speed or overlapping events such as the pipeline
states. Detailed explanation of their operation can be found in [1]. It also has barrier regis-

ter and two interrupt registers. The latter are necessary for NUMAchine interrupt process-
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ing and the former is an experimental hardware synchronization primitive, but neither are

essential for monitor operation.

The Pipeline Status is used to determine the pipeline status bits produced by the MIPS
R4400. In fact, it is used to count the processor pipeline states. It has a 7-bit control word
which permits a certain degree of flexibility while counting. Detailed functions of the 7

bits are described in [1].

The SRAM Memory is used to store the state forgelmumber of infrequently-used
counters. It has a depth of 64k that idisignt to profile secondary cache accesses using
the ‘secondary cache index’ beif shown in Figure 2-7 above. The width of the SRAM is
32 bits and allows cushioning against overflowing. The Count & Increment, Latency
Timer and the Monitoring Controller govern the function of the SRAM. The Count &
Increment circuit manipulates the data on the SRAM. Its main operation is to fetch a word
from the SRAM, increment it and write it back in two clock cycle. Other purposes are ,for
instance, to count elasped cycles for each basic block to can act as an accumulator for tim-

ing basic blocks.

The function of the Latencyiffer is to time the memory response to a processor read.
It resets when the first part of the transaction is written from the external agent into the
outgoing FIFO and it increments every cycle until there is a response or a buSheror
latter occurs every 4096 cycles and the size of the Lateinegr s determined by this
latency time-out. The timer content is used to create a histogram of the memory access
latency in the SRAM.

2.5Summary

Four diferent hardware monitoring subsytems have been briefly described but with more
emphasis being placed on the NUMAchine processor card performance monitoring hard-
ware. The latter provides detailed information on the monitoring activities in the system

and its properties are important for this thesis. The aim of this study is get a better insight
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to assist the actual design and implementation of the performance monitoring hardware in
the NUMAchine memory module. Hector SUPERMON is a generation before NUMA-
chine and its hardware monitoring subsystem does not have as extensive features as the
NUMAchine processor card monitoring hardware. Like NUMAchine, the Stanford DASH

is also a cache-coherent shared-memory system. Although its hardware monitoring is to
some extent bus-based, its relevance to this thesis is based on that fact it has tracing ability
and histograms. Moreover it uses SRAM counters with the abililty of interleaving its two
banks. The counters will be used in the NUMAchine memory hardware monitoring.
Finally the SRRCcenter 2000, also a shared-bus based multipro¢céssothe particular
features of Bus \atches in the processor unit and the Memory Queue Handlers in the
memory unit. Both of these help in giving insight into multiprocessor performance, partic-

ularly bus imbalance and memory bank conflicts.



Chapter 3

Factors Affecting Hardware
Performance

This chapter provides a description of the factors or bottlenecks that usually hamper the
performance of uniprocessors or shared-memory multiprocessors such as NUMAchine.
The monitoring hardware implemented in the Memory card, described in Chapter 4,, col-

lects statistical performance data that gives insight into various bottlenecks. féhendif

types of cache misses and their latencies, memory contention and memory stalls are all
analysed. Also, the ddrent sources of the performance, loss from both hardware and

software views, are described, with more emphasis on the former

3.1 Performance Losses: Softwar View

Parallel performance isfatted by the amount of extra parallel work, synchronization
latency the choice of algorithm, improperly balanced workloads, andigresft system
software and libraries. Software tools give an indication of where the software perfor-
mance is being hindered, but details about the hardware are often required to fully under-

stand the performance loss.

3.2Hardwar e View of Performance
Losses

The ineficiencies of program can be narrowed to where the program is running slowly by
software, but it does not explain why the latency is occurring. An understanding of the
performance of the underlying hardware can often pinpoint these unknown influential fac-
tors. There are many aspects of performance loss that are invisible to the programmer of
parallel applications. Software tools can provide estimates of some of the sources of loss,

but hardware is in general better suited to the task. For instance, tools such as CProf [21]

16
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and MemSpy [8] can &fctively do memory tuning to gain performance, but their simula-
tion-based property make them slow and cumbersome. Hardware is likely to be faster
more eficient and more accurate. In addition, these software tools cannot model conten-
tion well and they make assumptions about uniform memory speeds thagalg ilzac-

curate for the case of a NUMA machine.

3.3Cache Misses

Cache misses are a significant source of performance degradation for parallel programs
and can easily account for usually as much as 50% of performance loss. One of the meth-
ods to count cache missesriforming memory operations [7fvhich relies on hardware

to feedback useful information to the software to detect a cache miss. Hotheveoft-

ware can also inform the hardware of the current state or phase. In this is@pssible

for the monitoring hardware to have details such as which line of source code, loop itera-
tion or procedure being currently executea implement this, a special purpose hardware
register called a Phase Identifies used and it is under software control. The program, by
writing to it, can indicate what is being executed at a fine or coarse granularity level of col-
lecting information. So when the contents of the register changes, it will be used to select

a different counter when a monitoring event occurs.

3.3.1 Compulsory , Capacity and Conflict Misses

Cache misses can be classified as compulsapacity or conflict misses. Compulsory
misses occur when a memory block is never before referenced within the duration of the
process. They happen quite infrequenbyt they are also hard to measure. Only by
increasing the cache line size, compacting data structures and by trddiompfitation

for memory accesses can a reduction in their occurences be made. Also, measuring capac-
ity or conflict misses is challenging. Capacity misses occur when the data set sga¥ is lar
than cache size and conflict misses are due to data that cannot be placed in the cache with-
out displacing other useful data because there isficiemt associativity There exist

methods to detect them such as a simulation of an associative cache in hardware, remem-
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bering the last few misses and profiling cache activity but these can be costly to imple-

ment.

However it is hard to distinguish between these three types of cache misses. Profile cache
activity is done by counting misses to each line separdikly is useful to identify some

cache conflict misses when perodic sampling is done on the profile. But it does not pin-
point compulsorycapacity or conflict misses diregtiather it just shows active cache

regions that may be experiencing excessive conflict misses.

3.3.2 Invalidation and Ownership Misses

In a multiprocessorata in the cache is sometimes changed by another processor which
also has a cached copfter this event, the stale copy has to be eliminated or invalidated.
Since outside processors are causing these eliminations, they are extagtl invali-

dation hits.However if the invalidated data happens to be subsequently required by the
processqra miss is incurred; the data was removed due to the invalidation. Indeed, exter-
nal invalidation hits occur more frequently than invalidation misses. Cache lines already
marked invalid by the external invalidation hit may never be reused, or it can be replaced
before it is reused. An invalidation miss will result in memory stalls. So performance suf-
fers when there are many such misses. They indicate false sharing of a memory block or
that data is being actively shared by multiple-readers and multiple-writers. False sharing
can be dealt with by placing independent variables feréiit memory blocks, but active

sharing may be ditult to avoid.

The second type of the multiprocessor miss isotlirership misslt is defined as a
write miss that occurs when data to be overwritten is present in the cache but proper own-
ership must first be established, such as obtaining exclusive access to the block, before the
write can proceed. Ownership misses can take place in update- or invalidate-based coher-
ence protocols. This type of cache miss can result in performance loss as well, and perfor-

mance monitoring hardware can measure the misses.
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Cache misses are much more significant when there is contention or when memory
access time is nonuniform as in NUMAchine. In these cases the cache misses have highly
variable service latencysenerally the five types of cache misses described above,espe-
cially the invalidation miss and ownership miss,show why memory performance may be

poor in a cache-coherent shared-memory multiprocessor

3.3.3 Cache Miss Latency

Cache misses in a NUMA system have a highly variable service latdénisyuseful to
measure miss latencies along with the number &rdifit type of misses. The complete
latency of a miss can be divided into basic service time, waiting due to memory and net-
work contention, and latency caused by coherence act®#gic miss latency can be
determined beforehand and the performance monitoring hardware does not need to mea-
sure it. Memory and network contention can be measured by monitoring the status of their
service queues. The former occurs when all processors are trying to access the same phys-
ical memory location simultaneously while the latter arises from requests which are

attempting to access a shared interconnection resource at the same time.

Coherence tréit is generated when a block in memory which is being accessed by a
processor is not in the ideal state.. As a result, there is a need for additional coherence
transactions in order to make the memory block consistent again. The contents of the orig-
inal state of the memory block, called a memory state indicator (MSI) can provide useful
information about data sharing patterns. They are returned to the processor along with the
final response. They also give insight in estimating the amount of coherence activity
required to maintain consistend¢gdeed, processors may experience significant slowdown

if memory latencies are not dealt with properly

3.4Memory Contention

With software tools it would be di€ult to observe the &fct memory contention can have

on the performance on the NUMAchine multiprocesblmwever this is rare in unipro-
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cessors for there are few masters attempting to access memory; most often it is just the
processor and one or two DMA devices. But in shared-memory multiprocessors, every
processor has high priority for memory access. Contention results mainly when all proces-
sors attempt to access the same physical memory location at the same time, especially
after synchronization points. Also in the case where there are simultaneous accesses to dif-
ferent memory locations on the same memory module, long queues will be formed
because the single resource can only service one transaction at a time. Hence, performance

will depend on the service rate of the memory module.

During a busy time, requests must queue up and wait to be served by the . memory
Measuring the performance of the memory resource using the classical queuing theory
metrics can provide information on the total miss late@entralized queue such as those
in the single FIFO bdér make easy it for recording such information.Also for perfor-
mance tuning the proportion of cache miss latency being generated by the memory con-
tention should be explicitly measured. For example, adding the number of transactions in
the queue into an accumulator for every cycle would give the cumulative value of the

cycles spent waiting for previous transactions to complete.

It is important to find the particular region of a program responsible for memory con-
tention. echniques such as informing memory operations and PhaselD are useful.
Informing memory operations can not only trace cache misses but record those misses
generated by external factors such as a full memory queue. By attaching the phaselD con-
tents to all memory transactions, the memory module always has information about the
current phase of a program from each proceS3wse two methods are useful to track

memory contention events to the part of the program causing it.

Once memory contention is found, three techniques can be used to reduce it. Distribu-
tion of data can be made moré@ént by hardware broadcasting. Contention which usu-
ally arises due to multiple requesters accessing the same data is reduced to a single push
with a broadcast. Wh multiple memory modules, simultaneous requests terdiit

memory operations can be serviced in parallel. On the other hand, the software can make
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optimum use of these memory resources by moving data around intelli§étilya com-
bination of hardware multicast and multiple memory modules, the software can be imple-
mented in such a way to reduce memory contention. Fimaliyganizing a program to

spread memory accesses out over time will relieve contention.

3.5Memory Stalls

Memory stalls are the most significant source of hardware perfomance loss in shared-
memory cache-coherent multiprocessors. As such, there is a need for good hardware mon-
itoring features to measure memory stall activibforming memory operations [7], a
PhaselD registeprofiling cache activitycounting the cache misses (mainly the invalida-

tion and ownership misses), measuring queue performance, enhancing the locality of
memory references by separating local and remote misses are some of the most appropri-
ate methods used to gain an insight into the performance loss in multiprocessors. This
relies on the fact that hardware performance monitoring can provide an understanding

behind performance loss absent to software performance monitoring.

3.6 Summary

Software tools provide indicators about the poor performance of a program and influential
factors such as infient algorithms, synchronization and load imbalance, extra parallel
work, and limited parallelism. Howevea hardware view of performance can provide
insight into the causes of performance loss ingelaystem. Such sources include cache
misses, data sharing, and memory or network contention. Memory stalls reiadiypaf-
formance in shared-memory cache-coherent multiprocessors. Ownership and invalidation
misses, two multiprocessor data-sharing cache misses, have been described and their mea-
surements provide insight to improve programs and are used to characterize data sharing

patterns. Also conflict, capacity and compulsory misses were formally presented.



Chapter 4
Hardwar e Implementation

This chapter is built on the concepts introduced in the last two chapters where some recent
hardware monitoring systems have been implemented and how share-memory multipro-
cessors performance idedted from a software and a hardware viewpoint. Monitoring in

the NUMAchine memory is no more challenging than the hardware monitoring in the
NUMACchine processor card [1] except that it meets the specifications that are required to
be achieved. The Monitoring Unit implementation shares the use of a high-capacity Altera
[21] Flex 10K30 FPGA with the Special Functions Unit, another memory card compo-

nent.

This chapter is ganised as follows. The NUMAchine memory subsystem and hierar-
chy are introduced, followed by an overview of the memory card. From there, the Moni-
toring Unit is described in detail. The monitor is designed to record peak memory activity
to collect performance data on page use statistics and to count individual memory block
accesses to assist program tuning. The design also includes a few user configurable regis-
ters which can be set to select the desired activibally, the interaction of the Monitor-

ing Unit with other components on the memory card is briefly described

4.1 Memory Subsystem

The NUMAchine Multiprocessor is a tgg-scale shared-memory multiprocessor compris-

ing a number of processors connected to one another in a tightly-coupled fashion. The
multiprocessor implements a NUMA (Non-Uniform Memory Access time) architecture in
which the memory is physically distributed and the amount of time needed for a particular
processor to access a specific memory module varies. The machine includes multiple lev-
els of cache memory with hardware maintaining data coherence and consistency through-

out the memory hierarchy

22
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Building a multiprocessor such as NUMAchine entails producing a complex memory
system. Since multiple processors can now share data and each processor has cache mem-
ory, it is essential to keep data coherent throughout the sy§taohe cohemceis the
mechanism by which either the hardware, or the software can guarantee that for a given
address there is only one valid data value in the system. The data can be shared among
multiple processors, or owned exclusively by only one processor that is allowed to modify
the data. The hardware cache coherence in NUMAchine is implemented using a directory-
based write-back invalidate scheme implemented at a cache-line granilaeityerm
cache linerefers to a copy of a consecutive block of data in main memwbigh is identi-
cal in size and alignment to one line of data in a processecondary cache. Copies of a
memory block can exist in many f@ifent places throughout the system at any given time
and cache line is always uniquely identified by its home memory address. The memory
maintains a directory that contains information on the processors which have a valid copy
of a given memory block in their caches, and whether that cache line is shared or exclu-
sive.Cache consistenagfers to the order in which éfent processors observe a series

of changes to a memory block.

4.2 Memory Hierar chy

The memory hierarchy consists of four levels with respect to a processor within a station.
The primary on-chip processor cache is the closest level, followed by the external second-
ary SRAM cache on the processor card. The next level consists of the DRAM memory
located in the same station. It includes the memory module for the physical address range
assigned to the station, and the statiametwork cache used as a cache for data whose
home memory is in a remote station. The Network Cache functions as tertiary cache for
processors that access memory locations outside the station. The final level in the memory

hierarchy consists of all the memory modules that are in remote stations.

Four address bits, referred to agation bits are used to indicate the home memory

location on one of the sixteen NUMAchine stations. When there is a request by a proces-
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sor in both the primary and the secondary caches, a request is sent to the staticory

or the network cache. If the station bits correspond to the address of the station in ques-
tion, the memory access is termed to be local and is sent to the memory to be serviced.
However if any other station is specified, the access is considered to be remote and it is
processed by the network cache. The home memory location is responsible for sequencing
all requests to a given cache line which cannot be satisfied directly by one of the three
caches in the hierarchy so as to ensure maintainance of cache coherence and sequential
consistencySuficient state information of each cache-line is kept on the home memory
location. The hardware cache coherence mechanism determines the type of operation to

perform to service memory requests based on the state information.

There are our states that a cache line in memory can have:

* Global \alid (GV)- The cache line is currently in shared mode, and one or more
remote stations, home memory and possibly some local processors have a valid copy
The termlocal is used to refer to entities which are on-station; other stations and enti-
ties on those stations are referred toemsote

* Global Invalid (Gl)- One remote station is currently an exclusive owner of this cache
line. The Network Cache on the remote station is responsible for controlling owner-
ship of this line within its station

* Local \lid (LV)- The cache line is currently valid in the memory and is possibly
shared by one or more of the local processors.

* Local Invalid (LI)- The cache line is currently exclusively owned by one of the local
processors.

Figure 4-1 shows how the memory maintains state information about a memory block
In order to modify any of the states defined above, there is an additional lock bit which is
used to lock or unlock the cache line. Regular coherence requests to a locked cache line
are negatively acknowledged until it is unlocked. The purpose of this bit is to implement
atomic operations at the memory and to ensure sequential consistency for all cache-coher-
ent operations. Wo bit masks are used to locate cache copies of memory in the system
hierarchy Thepmask or more precisely the procesor mask, isfaitmask that identifies
which, if any of the local processors currently has a copy of the cache lindémEis& or
filter mask, on the other hand, is an eight-bit mask that detects which stations have a valid

copies of the cache line.
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FIGURE 4.1. Memory Block State.

4.3NUMAchine Memory Card - An
Overview

In addition to supporting operations on cached coherent data, the memory card also sup-
ports noncoherent, special and uncached operations. Noncoherent requests still involve
data transfers in units of cache lines, but coherence is not enforced by the hardware, and
the directory information need not be valid. Uncached operations involve data transfers in
units less than the cache line size. The memory card also supports a number of special
functions. External manipulation of the directory information is supported to enable sys-
tem software to initialize the directomyr alter its contents in an application-specific man-

ner. Provisions are also made to apply operations on a range of cache lines in the directory
to reduce software overhead. Fina#yplicit broadcasts or multicasts of cache lines may

be initiated to send new data to other stations throughout the system. An updated overview

of the NUMAchine memory card is shown in Figure 4-2 below .

Data and commands enter and leave the memory module through the FIFOs. The Mas-

ter Controller is the main control circuitry supervises reading and writing to the FIFOs
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and other functional blocks in the memory module. The DRAM block contains up to 256
MBytes of memoryThe latter is split into two banks and is fouay interleaved. The
DRAM controller reads and writes memory under the control of the Master Contitoller

is optimized for cache line transfers with the 4-way interleaving. Data from each bank is
128-bits wide and is transferred in units of 64-bit (a double-word). Beside cache line trans-
fers, the controller also supports byte, word, and double-word accesses to méathony
particular unaligned memory accesses. At the request of the Master CqritrelBRAM

controller initiates data transfers using a handshake protocol.

The Hardware Cache Coherence block maintains the cache coherence directories in
the SRAM. DRAM activity and cache cohererence transactions take place in parallel, but
they are synchronized the Master Controller whenever nece3saryCache Coherence
block implements all of the coherence actions and state transitions for cache-line status

bits needed for the cache coherence protocol.

The Special Functions & Interrupts and the Monitoring Unit, both fit into oge lar
Altera FPGA chip. The premium of this change from the older version of the home mem-
ory module is that cost of fe§helf components, specially the dense 10K FPGA family

has dropped drastically and hence implementing both units on one chip is feasible.

The role of the Special Functions & Interrupts Unit is to allow normal memory access
and other operations. For instance, it can perform block transfers of data from DRAM,
block invalidate operations for a range of cache lines, directly write to SRAM and many
others. This block also contains circuitry for forming interrupt packets, so that the memory
module can send an interrrupt to a processor due to an error condition or a signalization
that a special function has completed. The Monitoring Unit is somewhat dependent on the
Special Function & Interrupts Unit which feeds inputs to it. The detailed structure and

explanation of implementation of the Monitoring Unit is given below
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4.4 Monitoring and Special Functions &
Interrupts Units

Before describing the internal circuitry of the Monitoring Unit, it is essential to have an
overview of how this unit relates to its surrounding components in the memory card,
shown in Figure 4.3 belowrhe SF_MON Unit comprises both the Monitoring and Spe-

cial Functions & Interrupts Units.
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FIGURE 4.3. Components Interaction with Monitoring Unit.

The Monitoring Unit is responsible for generating a 16-bit address for the Counter
SRAM, writing to the Block SRAM, and determining when an interesting event to moni-
tor occurs. A 64-bit wide bus is used for both the address and data which are multiplexed
and bufered before being latched in the SF_MON. Also, a 16-bit Cache Coherence (CC)
SRAM state bukr can give state information about the memory block which feeds onto

the bus going to the DRAM. The Block SRAM is addressed using the same bus.
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The SF Control functions as the coordinator between the Monitoring Unit, Counter
SRAM and the Count & Increment Units. Normal control operations of the SF Control
Unit are to increment the counters in the Counter SRAM or allow the Monitoring Unit to

output the dective 16-bit address for the Counter SRAM.

The Counter SRAM contains 32-bit wide counters. The Block SRAM contains tag
values for memory blocks that are used to distinguish betwederedif blocks in memory
without the need for the entire block address. Basically the memory monitor is using two
128k by 9-bit wide SRAMs in series. Hence it is possible to represent memory blocks of

64 bytes or 128 bytes size in the physical memory block onto the Block SRAM.
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FIGURE 4.4. Block SRAM write. FIGURE 4.5. Increment SRAM Countet

During any of the monitoring mode, the Monitoring Unit is always reading from the
Block SRAM by default. But the finite state machine shown in Figure 4-4 is implemented
to control writes to the Block SRAM. kting to it is initiated by the operating system in
order for the Block SRAM to be configured by the software during program initialization.

In the same manneginother finite state machine causes the Counter & Increment circuit to
read and write to the Counter SRAM when the monitor is in any of the three monitoring
modes. The operation lasts at most three clock cycles starting from the idle state (Incre-

ment_Idle) as shown in Figure 4-5. The SF Control unit which works in conjunction with
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the Special Funtion unit, controls external processor accesses to the Counter SRAM, as

well as reading and writing to the counter

4.5 Monitoring Unit

The major function of the monitoring is to generate a 16-bit wide address that will be used
to access the moniter Counter SRAM. The address generated is based on the multiple

inputs tothe Monitoring Unit, as showninFigure 4-6 below
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FIGURE 4.6. An Overview of Inputs and Outputs in Monitoring Unit.

The inputs are broken, selected and routed according to the control signals as they
travel through three pipeline stages. At the end, based on the soft configuration of the
monitor, a valid and unique output address is generated for the Counter SRAM. The mem-

ory card makes use of two fast 64k deep and 16-bit wide SRAMs to act as a 32-bit wide
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counters. The primary function of the Monitoring Unit is to initiate the Count & Increment
circuit on the memory card to modify the contents of the SRAM counters. Addressing the
Counter SRAM requires a 16-bit address which corresponds to the 16-bit tri-stated output
of the Monitoring Unit. The contents of this address is then incremented by the Count &
Increment circuit, which is identical to the one implemented on the processor card. It does
a word fetch, increments it and writes it back in two clock cycles. The write back cycle
can be extended for multiple cycles, during which the counter is incremented on each
cycle and with the latest count continuously written back to the SRAM. The Count &

Increment circuit is implemented in an Altera MAX7032 CPLD.

4.5.1 Main Functions of Monitoring

The Monitoring Unit collects performance data in threded#int modes, namely Flyer

Miles, FIFO Depth Histogram and the Histogram Statistics mamselEct which mode is

active, the MU contains configuration registers that can be written to by software. The
idea behind Flyer Miles monitoring is basically to keep track of accesses to each page-
sized region of memory on the card. The MU records the number of reads and writes to a
page in separate counters for each station originating this access. This information can be
used by the operating systemm to determine whether to perform page replacement, page
migration or replication. Alternativelythe FIFO Depth Histogram mode is used to find
regions of code that might be causing peak memory actiatglo this, it tracks the num-

ber of memory transactions in the memory card. Ideally it is analogous to a centralized
server system where each incoming customer sticks itself into queue waiting to be served.
This monitoring mode can also provide information on total miss lat&ewtion 3.4 of
Chapter three emphasizes the importance of memory contention. The FIFO Depth Histo-
gram mode of monitoring aids in collecting performance data which can provide an
insight into analysing the problem of high-burst memory actiigally, the Histogram
Statistics mode is used for counting cache lines accesses and program tuning. This mode is
subdivided into another four modes of monitoring as described bklpvovides infor-

mation on the state of cache misses, the region of code causing the, aatiditthe
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regions of memory being accessed. This is useful in miss latency analysis and determin-

ing data sharing patterns.

4.5.2 Memory Address Space

Before proceeding to details of thefdient modes of monitoring in the memory card, a

brief description of the memory address space is useful sinesedif set of bits are
needed from the 64-bit wide address bus for the monitoring process. The lower 28 bits of
the address correspond to the normal physical memory addresss range. The rest of the

decomposition of the address space is showaleT4-1 belows.

Label Address Description
Bits
Reserved 31..28 future physical address extension
Magic Bits 35..32 identify one of the 16 addressing functions in 4 encoded
bits
Station Bits 39..36 specify distinctly which station on the system is being
addressed
DST Routing Mask| 47..40 decoded routing masks on destination station
PhaselD 51..48 phase of remote or local procesamed by memory
monitor
SRC Routing Mask 63..56 use to identify source processor station of remote transac-
tions

TABLE 4.1. Decomposition of 64-bit Addess Space.

4.5.3 Flyer Miles Mode

Figure 4-7 below shows the 16-bit register used to address the Counter SRAM in the Flyer
Miles mode. The upper 12 bits correspond to the page number when the page size is 16k.
Although the processor supports pages as small as 4K, the 16k page is chosen for conve-
nience to keep things simple. The lower f&@@ation ldenfiebits are generated using the

SRC routing mask to identify the originating processor station. Basically for each ring that
is identified by the four ring mask bits in the hierarahg station can be located by the

station mask bits associated with that particular riadplél4-2 shows the encoding of the
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8 SRC routing mask bits to four bits which allow to locate the local or remote station . Fig-

Ring Mask Station Mask Encoded Bits
AD[63..60] ADI[59..56] Stationld[3...0]
0001 0001 0000
0001 0010 0001
0001 0100 0010
0001 1000 0oL
1000 0001 100
1000 0010 1o1
1000 0100 110
1000 1000 11

TABLE 4.2. Encoded Station Identifiers.

ure 4-8 shows below the resulting encoding circuitry

Address AD[25..14] Station ID
Page No using 16K page

- -
12 bits 4 bits
-t |

FIGURE 4.7. Flyer Miles Addressing Mode.

When collecting page use statistics, every station access to a page is recorded in the
SRAM memory If however a page is accessed more frequently by a particular remote sta-
tion in the system, that page can be entitled to migrate to that station when it collects
enough ‘flyer miles’. Page replacement and page replication are other types of approaches
that can be considered. Migrating pages has not been implemented in the NUMAchine

operating system yet due to time constraints.



34

64
_}AD[63..0]

AD57
AD59 ;) 0
% 1
AD59
% 2
ADG63
Ep
ADG63

FIGURE 4.8. Generating Stationlds.
4.5.4 Fifo Depth Histogram Mode

[0 "]laluoners

In the Fifo Depth Histogram, SRAM Counter addresses are formed by al6-bit register
holding the information shown in Figure 4-9 beldMhe PhaselD bits attached at the end
are used to locate the portion of the program causing bottlenecks from memory peak

activity. The six preceding ProcessorID bits identity the specific processor that is causing

PhaselD
: ProcessorID
Fifo_depth_count AD[51..48]
6 bits '
- - 4 bits >
- 6 bits >

FIGURE 4.9. FIFO Depth Histogram Mode.

such activity Finally the last 6 bits indicate number of transactions waiting in the memory
card queue which can be up to 64 transactions. The ProcessorID bits are encoded using the
already encoded station identifier bits shown above, together with the processor masking
bits. In the same manner as in Flyer Miles mode of monitoring, the encoding shown in

Table 4-3 is used.

The benefit of this ProcessorID encoding is basically to make it possible to identify

any of the 64 processors in the system by tagging only six bits into the Counter SRAM
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Stationld Procr Mask Encoded Bits
[3..0] ADI[55..52] Processorld[5..0]
0000 0001 000000
0000 0010 000001
0000 0100 000010
0000 1000 00001
n1n 0001 11100
n1n 0010 11101
n1n 0100 11110
n1n 1000 11111

TABLE 4.3. Encoding Piocessor Identifier Bits.

address. The resulting encoding circuitry for the processorID bits are shown in Figure 4-

4 StationID[3..0]

10 below
4
o
64
AD52 Pid[1
Pid[0]
AD53
AD53 j

ProcessorID[5..0f
/6

FIGURE 4.10. Generating PocessorIDs

In the hardware, a 6-bit counteeferred to as the FIFO_Depth_Count bits, is imple-

mented and its output is tagged to the SRAM address. Based on the enabling signal

FIFO_CNT_EN and the direction signal FIFO_CNT_DIR a count up or down can be

done. Both control signals are shown in Figure 4-9 above. On a read of the incoming

FIFO, the counter is decremented and on a write the counter is incremented. The ideal
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case is to keep the number of ‘customers’ in queue as low as possible in order to keep
memory response time lowhe 6-bit counter can count either words or transactions in the
FIFO. In the case of transactions, the data portions of the packets are excluded and hence
the headers are counted omis can be deduced, the FIFO Depth Histogram mode of
monitoring is used to probe into a particular region of a program that is causing high activ-
ity on any of the memory cards. It also keeps track of the number of incoming transactions

happening by means of the FIFO counter

4.5.5 Histogram Statistics Mode

As described in Chapter 3, Cache misses are an obvious source of performance degrada-
tion that is not directly visible to the programmérhe Histogram Statistics monitoring

mode is designed specifically for cache line accesses and for program tuning. The design
includes generating dérent types of histograms depending on the user configuration reg-
isters. Basicallyit is subdivided into four additional modes of monitoring. In each mode,
different 16 bit groups are generated in the circuitry and are used for the Counter SRAM
address. These modesféifonly in their upper 9 bits which contain information about the
addressing of the cache line. The upper bits vary depending on the type of Histogram Sta-
tistics mode selectd by the configuration registewever the remaining or the lower bits

are common to all four subsidiary mode Figureldshows the first mode of the Histo-

gram Statistics. The remaining modes can be referred to in Figure A-2 in Appendix A. .

Over Local . Mapped
Block Label [8..0 Lock Valid pped_
- 18- flow | Global b1 " ™ | emd(2..0]
bit bit
- 9 bits - < 3bits

FIGURE 4.11. Histogram Statistics: Mode 0.

The memory monitor considers the types of commands most commonly used to the
memory card. able 4-4 shows the type of commands being monitored along with their
identifying bits. These commands are identified when the Monitoring Unit is configured in

the Histogram Statistics mode. Basicalhere are three encoded bits representing the pos-
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sible commands shown irafble 4-5 belowThe three encoded bits of the commands are
tagged to the Counter SRAM address. Deriving these bits involves mappingehendif
commands into the three mapped command keétsleT4-5 below shows the mapping of

the monitored commands and Figure 4-12 below shows the mapping circuitry needed.

Command Hex | special Type(7..5) Nack (4) | NS/S (3) Bits from Pi
Name (9) (Reg/Res) (2..0)
Read_Req 008 0 000 0 1

Read_Res 000 0 000 0 0 From

Re Ex Req | 028 0 001 0 1 Processor
Re_Ex_Res 020 0 001 0 0

Wr_Ba_Res 080 0 100 0 0

Inval_Res 0CO 0 10 0 0 X
Update_Res | 0C8 0 10 0 1 X

TABLE 4.4. Command Encoding used in Monitoring Unit.

Commands Bits field Mapped-Command
cmd[7..3]
Read_Req 00001 000
Read_Res 00000 001
Re_Ex_Req 00101 010
Re_Ex_Res 00100 on
W_Ba_Res 10000 1o
Inval_Res 11000 100
Update_Res 11001 101
Nack cmd[4] 11

TABLE 4.5. Encoding of Mapped_Cmd.

Also common to all four subsidiary modes of Histogram Statistics monitoring is the
Valid, Lock, Local/Global and the Overflow bits. Section 4-2 above defiabd &hd
Local/Global bits and they are tagged to the Counter SRAM address to keep track of the
state information about a memory block. The Lock bit is active high for a locked cache
line and low for an unlocked line. For performance histogram analysis, the lock bit shows
when memory requests were negatively acknowleged, hence they incurred greater latency
The Overflow bit is toggled by the Monitoring Unit when any of the counters overflow

Basically the Counter SRAM is 32-bits wide since there are two 16-bit wide SRAMs con-
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nected in parallel. Whenever there is a carry-out signal, the Counter & Increment circuit
generates an overflow signal to the Monitoring Unit and it is valid for only one cycle. By
toggling the Overflow bit, a fresh bank of counters is made available for counting. The

Special Functions & Interrupts can then send an interrupt to a processor to empty the over-
flowd bank of counters

Read Res

cmd[ 7. . 3] Det ect Read Ex_ Req
Conmands

Partial Cnd

Read Ex Res

[0 °ST14) puo

| nval Res

Updat e_Reg

Nack

cnd[ 3

Il>O ) Mapped Crd[ 0

.—T\ Mapped Crd[ 1]

cnd[ 5 ©

. \ Mapped_Cmd[ 2]

crrd[ 6]

NI N

Wite Back Res

FIGURE 4.12. Histogram Statistics: Generating Mapped_Cmd[2..0].

The most complex circuitry to deal with is generating the upper nine bits which con-
tain information about the address of the cache line being accesdse. 46 below
shows the dferent combination of these uppermost nine SRAM address bits fieredif

configuration modes.Wlo configuration register bits are used to denote the four modes.
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Config_Histo_ff[1..0] Histogram_Stats ff[15..7] (9 bits)
Cache lines considerd as a block

00 (Mode 0) Block_Label[8..0]
01 (Mode 1) Block_Label[7..4] Phaseld[3..0] |AD[25]
Block_l_oeibel[3..0]
( select line )
10 (Mode 2) Block_Label[8..1] AD[25]
11 (Mode 3) Block_Label[7..0] ADI6]

TABLE 4.6. Four Different Modes of Histogram Statistics.

The term Block Label is used to denote the values associated with each memory block.
These values are chosen by software. Mulitple memory blocks may have the same Block
Label values, so they may be counted together by the same counter if the other Counter

SRAM address bhits are the same.

Mode 0 directs the logic circuitry implemented to associate a 9-bit label to a memory
block. Hence the Counter SRAM address is generated with information on the state of the
cache line which may be locked or unlocked, the particular transaction associated with it
and a 9-bit Block Label. The second mode of Histogram Statistics is rather peculiar and is
important for program tuning. By selecting between the upper four or lower bits of the
Block Label, it is possible to observe twice the number of memory blocks in the physical
memory The address line AD[25] is acting as the select line and is tagged to the Counter
SRAM address. This allows another doubling of the amount of memory blocks that can be
monitored. This is shown in Figure A-1 of Appendix A. The sargaraent stands for the
case of a 128-byte cache line. Finallye 4-bit phase identifier is also attached to the

Counter SRAM address to distinguish where in the program the accesses are occurring.

The third and fourth mode have some similarities. However in the mode 2 the lower-
most bit (Block Label[0]) of the Block SRAM is ignored and the rest (Block_Label[8..1])
is passed on to the Counter SRAM address. Also, when the two memory boards are
present in a NUMAchine station, some address line shifting is performed to AD[6] and

AD[25] in order to accomodate the cache line interleaving.



Hi st o_Mbde4
O—

Hi st o_Mbde2
o—e -

O

* Group of gates

di rect _addr

Hi st o_Model
O—
Bl ock_Label [ 8

40

H st o_Mbde3

Q
@
(@]
= bl ock_| abel _sel
| @o—————
& o
3 @
] (@]
— =
o I [7..4]
o > 4
- 2 . 4 | =
I ﬁ;
o 3..0] 4 |
o
/\ )
/ \
. ‘4] 4
Higst o I\/bde2._[>C o j
4 | 4 4
v
0
7 * 4
o]
o
|—h
. 4
* |Phasel d[3..0] , *
2 4

Hi st ogram St at s 15]

I

0

o

Q

QD

4 3

@

=l

i st ogram_ o
St at s[ 10. . 7] I
-

o

~

Hi st ogram St at s[ 14. . 11]

FIGURE 4.13. Histogram Statistics Mode: Generating Histogram_Stats[15..7].
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Figure 4-13 above gives the implementation of the logic circuitry to generate the
uppermost nine bits of the Histogram Statistics register before they are selected by the

user configuration register to be the Counter SRAM address.

Data sharing patterns and performance prediction can make use of a memory state hit
table. Bble 4-7 as shown below counts the number of request types that hit a particular
memory block state. For example,darnumber of Read Exclusive requests hitting a LI
state indicates occasional writes to the same memory block fréenedif processors. If
this was caused by false sharing, it could be avoided. By selecting between the modes of
the Histogram Statistics, cache line accesses can be performed at coarse or fine granularity
level. For instance, the first mode is for fine program tuning while the second mode of the
Histogram Statistics belongs to the coarse granularity level since block of cache lines are

being accessed over twice the memory mapping address range.

Read| Read ExclusiveUpgrade|Invalidate | Writeback
State
LV # # # # #
LI # # # # #
GV | # # # # #
Gl # # # # #

TABLE 4.7. Memory Hit State Table.

4.5.6 Selecting Mode of Monitoring

The userby means of a configuration registeain select between the three modes of mon-
itoring, either to monitor page or cache line accesses or record any peak memory activity

Table 4-8 gives detail about the configuration value that selects each mode.

Configuration Registers Mode of Monitoring
Config_Reg_ff[3..2]
00 Flyer Miles
01 Fifo Depth Histogram
10 Histogram Statistics

TABLE 4.8. Monitoring Mode Selection
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Figure 4-14 shows the circuitry involved in selecting the mode. The inputs of any of
the three monitoring modes are latched first into a register to conform to the pipelining
process before they are selected by the configuration re@sigrone mode of monitor-
ing is done at a time. At the end, the selected monitoring mode, is multiplexed with a 16-
bit wide external address. The external address is used to read and write the Counter
SRAM by the processorhis allows initialization of the counters and reading the perfor-
mance data. Also, notice that the SRAM address 0 bit is under separate tri-state control.

This is to allow external control circuits to perform double-word accesses to the SRAM..

Flyer Ml es[15..0] Hi st ogram St at s[ 15. . 0] Fi f o_Dept h[15. . 0]
Flyer _tode Hi st ogram Mbde Fifo_Depth_Mde
16 16 16
*
116
selected_mode

V

16Ext ernal Address[15..0]

Ext er nal _Addr _Enabl e t

Fl exProg_oe_n g SramAddr _oe_n

5

Count er _Sram Addr [ 15. . 1] Count er _Sram Addr [ 0]

FIGURE 4.14. Generating SRAM Address.
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4.6 Summary

The primary objective of this NUMAchine memory monitor is to accomodate hardware
performance monitoring under f#ifent circumstances. It can be seen that the three modes

of memory monitoring, namely Flyer Miles, FIFO Depth Histogram and the Histogram
Statistics can measure page accesses, cache accesses and record peak memory activity
respectivelyassociated with a particular phase of a program. The Flyer Miles mode book-
marks frequently used pages in the home memory where as the FIFO Depth Histogram
mode allows detection burst of transactions caused by a certain region of the program and
then records the number of transactions in a FIFO courtterHistogram Statistics mode

is subdivided into another four tBfent modes for performing hardware monitoring on
cache line accesses. Data performance can be obtained at a fine or coarse granularity based
on the way the user programmable registers are configured to select between the four dif-
ferent modes. Also there are registers to configure between types of monitoring to be per-
formed from the start. The particularity of the Monitoring Unit is that the transactions
have to be pipelined and the resulting 16-bit Counter SRAM address has to be ready at the
tri-stated output pins of the Flex 10K30 FPGA within three clock cycles.

Besides the various monitoring features, the Monitoring Unit has to control the Count
& Increment circuit to read and write the SRAM Coun#dso it can access and initialize
the Block Label SRAM during program setup by the operating system. It is important to
consider that the inputs to thedarand cost-é&fctive FPGA must all propagate through
the Monitoring Unit and the Special Function unit within a time constraint. Firia#y
NUMACchine station provides the flexibility of accomodating two memory modules, hence
doubling the amount of cache lines. This is taken into consideration by the Monitoring
Unit to eficiently address the cache lines in the two memory modules. A key feature of
the Monitoring Unit is that it is implemented in a high capacity programmable device
(FLEX10K FPGA) so the same monitoring circuit can be re-configured to perfden dif
ent functions. This &rs tremendous flexibility as a wide variety of measurements can be

made without incurring excessive cost.
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Chapter 5
Conclusions

NUMACchine includes considerable hardware dedicated to monitoring system performance
in a non-intrusive fashion. In general, monitoring comprises a number of dedicated hard-
ware counters, flexible SRAM-based counters, and configure control circuits. More spe-
cifically, the memory monitor makes use of SRAM-based counters to categorize and
measure events in a table format. In this way transactions can be categorized based upon
the type of transaction and its originatdihis information helps to identify resource
"hogs", or program bottlenecks. Below is brief summary of the contribution of this thesis

to NUMAchine hardware performance monitoring in the home memory module.

5.1 Summary and Contributions

The Monitoring Unit can measure page use statistics and that allows bookmarking the
page for possible migration, replication or replacement if it is accessed too fregliently
also monitors critical resource use such as FIF@ebdepths. This helps to detect peak
memory activity which is the pitfall for performance degradation from memory conten-
tion. Finally it can measure performance statistics at a fine or course granularity by moni-

toring cache line accesses either individually or in groups of cache lines.

The monitor also includes a novel feature, namely the use @iaae identifieregis-
ter, in that information can be correlated with the execution of specific segments of code,
by particular processors. Also, for cache line accesses, this thesis has suggested attaching
a memory state indicator to the Counter SRAM address while taking Histogram Statistics..
The indicator describes the state of the memory block as found by processor requests at
the home memory module. It helps to identify data sharing pattern and to estimate coher-

ence overhead.

The Counter SRAM behaves as a multi-purpose cauhber function of the counters

are to keep track of the occurences of events that can provide software with an indication
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of how memory is being utilized. By measuring the depths of memory FIFOs, which give
the number of transactions to the memory module, the software can recognize bottlenecks.
Also the counters can record the number of invalidates sent out of the memory module and
this leads to an indication that false sharing may be occurring. The monitoring circuits
allow accumulation of statistics concerning memory accesses. The hardware for generat-
ing the histogram tables are of general structure, and can be configured to ctdesitdif
types of information as in the case of the Histogram Statistics mode which is divided into
four subsidiary modes. This type of monitoring is useful for cache line accesses and per-
mits the separation of performance statistics at a fine or coarse level of grartkilzalty,

the Counter SRAM can be considred to be a table collecting information. The table is
divided into two halves: one that is currently collecting generated statistics, and another
that was already overflowed. Howeyviar any entry in the table overflows, an interrupt is
generated and it signals the software that it is time to examine the desired information. But
in the meantime hardware monitoring still continues with the other half.As a whole, the

monitoring hardware in the memory card is a very flexible performance measuring tool.

5.2 Futur e Work

As new multiprocessor prototypes are being built, improvements in computer architecture
will demand new measurements to be made fecebve deployment of resources. FPGAs

are an excellent vehicle to support such future work. Since the costs of high-capacity pro-
grammable logic devices (PLDs) are being reduced drastidailyould be feasible to
implement monitoring hardware elsewhere in the NUMAchine such as in 1/O card and the
network. Bsting of the memory monitoring has not been completed because the hardware
was just recently manufactured. Once this monitoring circuit is fully operational, new
measuring circuits can be created to increase the scope of performance data that can be

collected.
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5.3Final Remarks

The hardware monitoring designed and implemented for the NUMAchine home memory
module meets all the required specifications. Simulation of the design was done in the
Altera Maxplus+2 6.20 environment where all the signals meet the timing requirement of
at most three 20 ns clock cycles from the input to the output. This design is flexible and
can easily be expandable to meet other monitoring specifications. The Altera FLEX10K
FPGA is suficiently lage to accomodate the monitoring circuit and provides room for

more monitoring features if required later on.



Appendix A:Histogram Statistics

In Chapter 4, the notion of the memory block access is discussed. The Histogram Sta-
tistics mode of monitoring deals specifically with the problem of cache misses and.latency
Monitoring on cache lines can be performed iriedént ways based on how finely the
cache line accesses are to be observed. As a result, this thesis has developed on perform-
ing cache line monitoring in four d&rent modes. The four modes are given on the fol-

lowing page, Figure A.1 and Chapter 4 gives a description on their operation.

In the same mode of monitoring, the upper nine bits that correspond to the Block
Label, oginate from the Block SRAM. They are used to facilitate addressing of cache
lines in memory mapped region. Howeuvtie mapping range changes when the number
of Block Label bits are used or the cache line size changes. The variation of the mapping

memory range corresponding these changes is shown in Figure A.1.
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256 M
C. L. => Cache Line
128 MB
128 MB
64 MB 64 MB
64 MB
32 MB 32 MB
32 MB
16 MB
16 MB
Menory Bl ock_Label Bl ock_Label Bl ock_Label Bl ock_Label Bl ock_Label Bl ock_Label
Car d [9 bits] [4 bits] [8 bits] [9 bits] [4 bits] [8 bits]
Capaci t 64- byt e 64- byt e 64- byt e 128- byte 128- byte 128-byte
P Y C. I_y C. I_y C. I_y C. L}/ C. Ly C. Ly
Mode O Mbde 1 Mode 3 Mode O Mode 1 Mode 2

FIGURE A.1. Variation of Observable Memory for Histogram Monitoring Modes.



FIGURE A.2. Histogram Statistics Modes.
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Appendix B: AHDL Code of Hardware Monitoring
Cir cuitry in Memory

| NCLUDE "74161";

| NCLUDE " muxbl ";

| NCLUDE "muxfinal";

I NCLUDE "| pm counter”;

SUBDESI GN nonnem
(
clk .| NPUT;
resetn . INPUT; -- active |ow
mon_start: INPUT; -- activate all first stage latch
AD[ 63..0]: | NPUT;
Ext er nal _Addr[ 15..0]: | NPUT;
Ext er nal _Addr _Enabl e: | NPUT;
Overfl ow | NPUT;
Cnd[ 15..0]: | NPUT;
Valid . | NPUT;
Lock : | NPUT;
Local _d obal : | NPUT;
Bl ock_Label [8..0]: BID R
Config_Register[3..0]: |NPUT;
Fl exProg_oe_n: | NPUT;
Sram Addr0_oe_n: | NPUT;
Cnt _Sram Valid_n: | NPUT;
Fl ex_Lo_W: | NPUT;
Fl ex_Hi _W: | NPUT;
Bl ock_Label _Wite_Data[8..0] : |NPUT;
Wite_Enable : output;
Read Wite Sram QOUTPUT;

-- output pins

Count er _Sram Addr[15..0]: OUTPUT,;
Overfl ow_Mbde: OUTPUT;

BankSel [ 1..0]: QUTPUT;

Flex Wite Sram OUTPUT;

Debug[ 3..0]: OUTPUT;

FI FO_ CNT_EN:. | NPUT; -- enabling the FIFO counter
FIFOCNT_DIR [INPUT; -- Indicating inc or decrenent
--Fifo_User[5..0]: | NPUT;

cache_l| i ne_size: | NPUT;

num nenory_boards: | NPUT;

)

VARI ABLE
gcl k : NODE;
gresetn : NODE;

-- Fifo_Count[5..0]: NODE
Cmd_ff[15..0]: DFFE;

AD ff[63..0]: DFFE;

-- External _Addr_ff[15..0] : DFFE;
Count er _Sram Addr _ff[15..0]: DFF;
Station_ld_ff[3..0] . DFF;
Phase_Id ff[3..0] : DFFE;

51



cones fromthe address
Pid_ff[1..0]: DFFE;
--Proc_ld_ff[1l..0]: DFF;
Fifo_Count _ff[5..0]: DFFE;
Valid_ff: DFFE;

Lock_ff . DFFE;

Local _d obal _ff: DFFE;

Bl ock_Label _ff[8..0]: DFFE;
Overflow ff: DFFE;

Read_Req: NODE;

Read_Res: NODE;

Read_Ex_Req: NODE;
Read_Ex_Res: NODE;

Wite Back Res: NODE;
--Pid[1..0]: node;

Nack : NODE;

I nval _Res: NODE;

Upgr ade_Req: NODE;

Partial _Cmd: NODE;

--Omd_Qut _ff[2..0]: DFF;
--Select_Block _ff[3..0]: DFF;
Lower Upper Bl ockLabel : MJXBL;
Hi stogram Stats_ff[15..0]: DFF;
Flyer_Mles_ff[15..0]: DFF;
Fifo_Depth_Hi sto ff[15..0] : DFF;
Config_Hi sto ff[1..0]: DFF;
Config_ All _ff[1..0]: DFF;
Config _Reg ff[3..0] : DFF;

H st o_Mbdel: NODE; -- 9 bits BL

H st o_Mbde2: NODE; -- nux bl ockl abel

H sto_Mbde3 : NODE;, -- AD6 + 8 lower bits BL
Hi sto _Mbde4: NODE;, -- AD25 + 8 |lower bits BL

Flyer M1 es_Mode: NODE;

Fi f o_Depth_Hi st o_Mbde: NODE;

Hi st ogram St ats_Mdde: NODE;

Fi nal _Address: MJXFI NAL;
BankSel ff[1l..0]: DFF;

Fl exProgAddr[14..0]: TRI;
SramAddr: TRI;

5Bl ockRD: NCDE;

5Bl ockRDE: NODE;

5NBI ockRD:  NODE;

5Bl ockWR: NODE;

5Upgr ade: NODE;

Moni t or _Conmands: NODE;

Signal Wite ff: DFF;

Signal _Address_Wite_ff : DFF;
Bl ock_Label _Wite_Data_ff[8..0] : DFF;
Bl ock_Label _Buf[8..0] . TR
bl ock | abel _sel: NODE;

di rect _addr: NODE;

r eady . node;

FI FO _counter: |pmcounter with (LPMWDTH = 6);

CheckFi foCount: NODE; -- checking if Fifo is full

Hi st ogram Monitor: NODE;, -- check for any histogramstats node

--Fifo_User_ff[5..0]: DFF;

Increment _Sram MACH NE W TH STATES (
I ncrenment _Idl e,



I ncr enent
I ncr enent

)

_Check,

Wite Block_Label : MACHI NE W TH STATES (
wite_idle,

wite
)s
BEG N
DEFAULTS

Flex Wite Sram = G\D,

Wite_ Enable

-- Fifo_Count[5.

END DEFAULTS;

gclk = GLOBAL (

= G\D; -- Gound the enable output to tri- buffer
.0] = GN\D

cl k);

gresetn = GLOBAL( resetn);

-- Fifo_Count[0] =

fifo_cnt_en & fifo_cnt_dir;

Crd_ff[].clk= gclk;

Crd_ff[].clrn =

gresetn;

Crd_ff[].ena = non_start;

Cmd_ff[]= Omd[];

AD ff[].clk= gcl

K;

AD ff[].clrn = gresetn;
AD ff[].ena= non_start;

AD ff[]= AD];

Station_Id ff[].
Station_ld_ff[].
Station_ld_ff[3]
Station_ld_ff[2]
Station_ld_ff[1]
Station_ld_ff[O]

clk = gclk;-- encoded station and ring id.
clrn = gresetn;

AD[ 63] # AD[62];

AD[ 63] # AD[61];

AD[ 59] # AD[58];

AD[ 59] # AD[57];

Phase_Id ff[].clk = gclk;
Phase_Id ff[].clrn = gresetn;
Phase_Id _ff[].ena = non_start;
Phase_Id_ff[] = AD[ 51..48];
Pid_ff[].clk= gclk;
Pid_ff[]l.clrn = gresetn;
Pid_ff[].ena = non_start;

Pid ff[]= AD53.

.52];

--Proc_ld_ff[].clk = gclk;
--Proc_ld ff[].clrn = gresetn;

--Proc_ld_ff[1]
--Proc_ld_ff[O]

Fifo_Count _ff[].
Fifo_Count _ff[].
Fifo_Count _ff[].
Fi fo_Count _ff[]

Pid ff[1] # Pid ff[0];
Pid ff[1] # AD53];

cl k = gclk;
clrn = gresetn;
ena = non_start;

= FIFO counter.q[];--Fifo_Count[];
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Read_Req = (Cnd_ff[7..3] == B"00001");

Read_Res= (Cnd_ff[7..3] == B"00000");

Read_Ex_Req= (Cnd_ff[7..3] == B"00101");

Read_Ex_Res= (Cnd_ff[7..3] == B"00100");
Wite_Back_Res= (Cmd_ff[7..3] == B"10000");

Inval _Res= (Cmd_ff[7..3] == B"11000");

Upgrade_Req= (Cmd_ff[7..3] == B"11001");

Nack = (Ond_ff[7..6] == B"00") & (Cnd_ff[4] == B"1");

Partial _Cmd= Read_Req # Read_Res # Read_Ex_Req # Read_Ex_Res
# I nval _Res # Upgrade_Req;

--Omd_Qut _ff[].clk = gclk;
--Cmd_Qut _ff[].clrn = gresetn;

--Omd_Qut _ff[0] = Partial _Cnd & Cnd_ff[3] # ! Wite_Back_Res # Nack;
--Omd_Qut _ff[1]] = Partial _Cnd & Crd_ff[5] # Wite_Back_Res # Nack;
--Cmd_CQut _ff[2] = partial _OCnd & Cnd_ff[6] # Wite_Back_Res # Nack;

Lock_ff.clk = gclk;

Lock ff.clrn = gresetn;
Lock_ff.ena = non_start;
Lock_ff = Lock;

Valid_ff.clk = gclk;
Valid_ff.clrn = gresetn;
Valid ff.ena = non_start;
Valid_ff = Vvalid;

Local _d obal _ff.clk = gclk;

Local _dobal _ff.clrn = gresetn;
Local _dobal ff.ena = nobn_start;
Local _dobal _ff = Local _d obal;

Bl ock_Label _ff[].clk = gclk;

Bl ock_Label _ff[].clrn = gresetn;
Bl ock_Label _ff[].ena = non_start;
Bl ock_Label _ff[] = Block_Label [];

Overflow ff.clk = gclk;
Overflow ff.clrn = gresetn;
Overflow ff.ena = non_start;
Overflow ff = Overfl ow
Overflow Mode = ! Overflow ff;

-- TABLE

-- (cache_line_size, num menory_boards) => (bl ock_| abel _sel, direct_addr);
-- b" 00" => (AD[ 24],AD 25]); -- 64 byte, 1 nenory board

-- b"01" => (AD 25],AD[26]); -- 64 byte, 2 nenory boards

-- b" 10" => (AD[ 25],AD{26]); -- 128 byte, 1 nenory board

-- b"11" => (AD[26], AD[27]); -- 128 byte, 2 nenory boards

- - END TABLE;

-- SRAM bl ock | abel address conmes from AD:

-- node = (cache_line_size, num nenory_boards)
- - 23..6 for node b"00"

-- 24. .7 for node b"01"

-- 24..7 for node b"10"

-- 25..8 for node b"11"



-- this is conputed externally (probably by mast_in)

I F (cache_line_size, numnmenory_boards) == b"00" then
(bl ock_| abel _sel ,direct _addr) = (AD[ 24], AD[ 25]);
-- 64 byte, 1 nmenory board

ELSI F (cache_line_size, num nmenory_boards) == (b"01" OR B"10") then
(bl ock_I| abel _sel ,direct_addr) = (AD[25], AD[ 26]);

-- 64 byte, 2 nenory boards

-- or 128 byte, 1 menory board

ELSE-- b"11" =>
(bl ock_I| abel _sel , direct_addr) =(AD 26], AQJ 27]);
-- 128 byte, 2 nenory boards

END | F;

--bl ock_l abel _sel = AD[6];

Lower Upper Bl ockLabel . resetn = gresetn;

Lower Upper Bl ockLabel . sel = bl ock_| abel _sel ;

Lower Upper Bl ockLabel . | ower[ 3. . 0] Bl ock_Label ff[3..0];
Lower Upper Bl ockLabel . upper[ 3. . 0] Bl ock_Label _ff[7..4];

--Select_Block _ff[].clk = gclk;
--Select_Block _ff[].clrn = gresetn;
--Sel ect_Block_ff[] = LowerUpperBl ockLabel . sel ect _bl ock[];

--direct_addr = AD[ 25];

Hi stogram Stats_ff[].clk = gclk;

Hi stogram Stats_ff[].clrn = gresetn;

--H stogram Stats_ff[2..0] = Cnd_CQut _ff[2..0];

Hi stogram Stats_ff[0] = Partial _Crd & Cd_ff[3] #
IWite_ Back_Res # Nack;

stogram Stats_ff[1l] = Partial _Cnmd & Cd_ff[5] #
Wite_Back_Res # Nack;

stogram Stats_ff[2] = partial_Crd & Cd_ff[6] #
Wite Back Res # Nack;

Hi

Hi

Hi stogram Stats_ff[3] = Valid_ff;

Hi stogram Stats ff[4] = Lock_ff;

Hi stogram Stats_ff[5] = Local _d obal _ff;
H stogram Stats_ff[6] = Overflow ff;

Hi

stogram Stats_ff[10..7] = ((!'H sto_Mde2 & Block_Label _ff[3..0]) #
(Lower Upper Bl ockLabel . sel ect _bl ock[] & bl ock_I| abel _sel));
-- bl ock_| abel _sel neans |ower 4 bits bl ock | abel

Hi stogram Stats_ff[14..11] = ((!H sto_Mde2 & Bl ock_Label ff[7..4]) #
(H sto_Mde2 & Phase_Id_ff[3..0]));

H stogram Stats_ff[15] = ((Hi sto_Mdel & Bl ock_Label _ff[8]) #
(H sto_Mdde3 & AD[6]) #
((H sto_Mde2 # Histo_Mded) & direct_addr));

Config_Reg_ff[].clk = gclk;
Config_Reg ff[].clrn =gresetn;
Config_Reg ff[] = Config_Register[];

Config Histo ff[].clk = gclk;
Config_Histo_ff[].clrn = gresetn;
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Config_Histo ff[] = Config_Register[1l..0];
Config Al _ff[].clk = gclk;
Config Al _ff[].clrn = gresetn;

Config_All _ff[] = Config_Register[3..2];

-- selecting the nbde within the histogram nmethod

H sto_Mbdel = (Config_Hi sto ff[] == B"00");
H sto_Mbde2 = (Config_Hi sto ff[] == B"01");
H sto_Mbde3 = (Config_H sto ff[] == B"10");
Hi sto_Mdded4 = (Config_Hi sto_ff[] == B"11");

Flyer_Mles ff[].clk = gclk;
Flyer_Mles_ff[].clrn = gresetn;
Flyer Mles ff[3..0] = Station_Id ff[];
Flyer_Mles_ff[15..4] = AD ff[25..14];

Fifo_Depth_Hi sto ff[].clk = gclk;
Fifo_Depth_Histo ff[].clrn = gresetn;
Fifo_Depth_H sto ff[3..0] = Station_ld_ff[];

Fi fo_Depth_Histo_ff[5] Pid_ff[1] # Pid_ff[O];
Fi fo_Dept h_Hi sto_ff[4] Pid_ff[1] # AD 53];
Fifo_Depth_H sto_ff[9..6] = Phase_Id_ff[];
Fifo_Depth_Histo ff[15..10] = Fifo_Count _ff[];

-- selecting the conbinati on node

Hi stogram Stats_Mde = (Config_All _ff[] == B"10");
Fi fo_Dept h_Hi sto_Mde = (Config_All _ff[] == B"01");
Flyer _Mles_Mde = (Config Al _ff[] == B"00");

Counter_Sram Addr _ff[].clk = gclk;

Counter_Sram Addr _ff[].clrn = gresetn;

Counter_Sram Addr _ff[] = ((H stogram Stats_Mde & Hi stogram Stats_ff[])
# (Fifo_Depth_Hi sto_Mde & Fifo_Depth_ Hsto ff[]) # (Flyer_MIles_Mde &
Flyer_ Mles_ff[]));

--External _Addr _ff[].clk = gclk;
--External _Addr_ff[].clrn = gresetn;
--External _Addr_ff[].ena = non_start;
--External _Addr _ff[] = External _Addr[];

Fi nal _Address.resetn = gresetn;

Fi nal _Address. sel = External _Addr_Enabl e;

Fi nal _Addr ess. nbde_address[] = Counter_Sram Addr _ff[];

Fi nal _Address. external _address[] = External _Addr[];
--Counter_Sram Addr[] = Final _Address.effective_address[];

-- generate 2 address bits for the block | abel sram depending
-- on the size of the cacheline and the # nentards in the station

bankSel _ff[].clk = gclk;

BankSel _ff[].clrn = gresetn;

BankSel _ffO = ((!'AD[6] & 'AD[7]) # (AD[7] & 'AD[24]));
BankSel _ff1 = (AD[25] & AD[24]) # ('AD[7] & AD[24]) ;
BankSel [] = BankSel _ff[];

Fl exProgAddr[].in = Final _Address. ef fective_address[15..1];



Fl exProgAddr[].oe = ! Fl exProg_oe_n;
Count er _Sram Addr[15..1] = Fl exProgAddr[];

SramAddr.in Fi nal _Address. effective_address[0];
Sr amAddr . oe 1 Sram Addr 0_oe_n;
Count er _Sram Addr[0] = SramAddr;

5Bl ockRD = (Cmd_ff[7..5] == B"000");

5Bl ockRDE = (Cnd_ff[7..5] == B"001");

5NBl ockRD = (Cnd_ff[7..5] == B"010");

5Bl ockWR = (Cnd_ff[7..5] == B"100");

5Upgrade = (OCnd_ff[7..5] == B"110");

Moni t or _Commands = 5Bl ockRD # 5Bl ockRDE # 5NBl ockRD # 5Bl ockWR
# 5Upgr ade;

Increment _Sramclk = gcl k;
I ncrement _Sramreset = gresetn;

-- Same nunber of dffs as pipe stages for the nonitoring!!!! Kelvin
ready = df f (df f (dff(non_start, gcl k, gresetn,), gclk,,),gclk,,);

-- determine if it is any of the histogram nonitoring node
Hi st ogram Monitor = (Config_Reg_ff[] == B"1000") # (Config_Reg_ff[] ==

B'1001")

# (Config_Reg_ff[] == B"1010") # (Config Reg ff[] == B"1011");
-- check for flyer mles and fifo depth node on the config reg .

Fl yer _Mnitor = (Config_Reg_ff[3..2] == B"00") ;
Fi fo_Depth_Monitor = (Config_Reg_ff[3..2] == B"01");

CASE | ncrenment_Sram | S
VWHEN | ncrenent _Idle =>
I F mon_start THEN
I ncrenment _Sram = | ncrenment _Check;
ELSE
Increment _Sram = I ncrenent _|dle;

END | F;
VWHEN | ncr ement _Check =>
I F (Monitor_Conmands & Hi st ogram Monitor) THEN

I ncrement _Sram = | ncrenent;

ELSE | F (Flyer_Mnitor # Fifo_Depth_Mnitor) THEN
I ncrement _Sram = | ncrenent;

ELSE

Flex_ Wite_Sram = G\D;

Increment _Sram = I ncrenment _Idle;
END | F;

VHEN | ncrenent =>

Flex_Wite_Sram= VCC, -- 2?7?27
I F ready then

Increment _Sram = I ncrenment _Idle;
ELSE

I ncrement _Sram = | ncrenent ;
END | F;
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END CASE;
Witing to the block label Sram (its content)

Signal _Wite_ff.clk = gcLK;
Signal _Wite ff.clrn = gresetn;
Signal _Wite ff = Flex_Lo W # Flex_H _W;

Signal _Address_ Wite ff.clk = gclk;

Si gnal _Address_Wite_ff.clrn = gresetn;

Si gnal _Address_Wite_ff = (AD27..24] == B"1101") &
(AD[ 35..32] == x"4") & CMJ 3] ==b"0";

Bl ock_Label _Wite_Data_ff[].clk = gclk;
Bl ock_Label _Wite Data ff[].clrn = gresetn;
Bl ock_Label _Wite_Data_ff[] = Block_Label _Wite_Datal];

Wite_Bl ock_Label.clk = gclk;
Wite_Bl ock_Label .reset = gresetn;

CASE Wite_Block_Label IS

VWHEN Wite_ldle =>
I F non_start THEN
Wite Block Label = Wite_ Check;
ELSE
Wite_ Bl ock_Label
END | F;

Wite_ldle;

-- reason for adding another state is the non_start signal happen one cycle

-- before the Signal _Address_Wite ff is valid.

WHEN Wite_Check =>
I F (Signal _Address Wite_ff) THEN
Wite_ Bl ock_Label = Wite;
ELSE
Wite Block Label = Wite_ Check;
END | F;

VWHEN Wite =>

Wite_Enable = VCC,
Wite Block Label = Wite Idle;

END CASE;

Read_Wite_Sram = Wite_Enable; -- high means wite to BL sram
Bl ock_Label _Buf[].in = Block_Label _Wite_Data ff[];

Bl ock_Label _Buf[].oe = Wite_Enable;

Bl ock_Label [] = Bl ock_Label _Buf[];

FI FO_counter. (clock, cnt_en,, updown) = (gclk, FIFOCNT_EN,,
FI FO CNT_DIR);

--Fifo_User_ff[].clk = gclk;

--Fifo_User_ff[].clrn = gresetn;

--Fifo_User ffJ[] Fifo_user[];

- - CheckFi f oCount DFF(FI FO_counter.q[] == Fifo_User _ff[5..0], gclKk,
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-- gresetn,);

Debug[3..0] = (non_start, Signal _Address_Wite_ff, Wite, Mnitor_Commands);
END;
FUNCTI ON 21nmux(cl k, select, sram conf)

RETURNS (sa);

TITLE" 2 to 1 mux "

SUBDESI GN 21mrmux

(
cl k: I NPUT;
sel ect: | NPUT;
sram | NPUT;
conf: | NPUT,;
sa : QOUTPUT,
)
VARI ABLE
-- tenp : NODE;
BEG N
sa = ((select & sram) # (!select & conf));
-- sa = DFF( temp, clk, VCC, VCO;
END,

FUNCTI ON 21nuxdata ( select, datal, data2)
RETURNS ( out);
TITLE" 2 to 1 nmux for the state sram data"

SUBDESI GN 21nuxdat a

(
sel ect: | NPUT;
dat al: | NPUT;
data2 : | NPUT;
out : OUTPUT;
)
BEG N
out = ((!select & datal) # ( select & data2));
END;

FUNCTI ON rmuxdat a( resetn, sel , srandatal[3..0], srandata2[3..0])

RETURNS ( StateData[3..0]);
TITLE" Mixing a 2 to 1 for 4 entries "

| NCLUDE " 21nuxdat a"

SUBDESI GN nmuxdat a

(
sel : | NPUT;
resetn: | NPUT;
srandatal[ 3..0]: | NPUT;



sranmdat a2[ 3..0] : | NPUT;
StateData[ 3..0]: QUTPUT;

)

BEG N
St ateDat a0 = 21nuxdat a(sel, srandatal[ 0], srandata2[O0]);
StateDatal = 21nuxdata(sel, srandatal[l], srandata2[1]);
St at eDat a2 = 21nuxdat a(sel, srandatal[?2], srandata2[2]);
St at eDat a3 = 21nuxdat a(sel, srandatal[3], srandata2[3]);
END;

FUNCTI ON rmuxbl (resetn, sel, lower[3..0], upper[3..0])
RETURNS( sel ect _bl ock[3..0]);

TITLE " muxing 2 blocks of 4 bits " ;

SUBDESI GN nmuxbl

(
resetn : I NPUT,;
sel . | NPUT,;
lower[3..0]: |INPUT;
upper[3..0]: | NPUT;
sel ect _bl ock[3..0]: OUTPUT;
)
BEG N
sel ect _blockO = (sel & lower0) # (!sel & upper0);
sel ect _blockl = (sel & lowerl) # (!sel & upperl);
sel ect _block2 = (sel & lower2) # (!sel & upper2);
sel ect _block3 = (sel & lower3) # (!sel & upper3);
END;

FUNCTI ON rmuxad(cl k, resetn, sel, sramAddress[15..0], config[15..0])
RETURNS ( sel ect Address[15..0]);

TITLE " Muxing a 2 to 1 for 16 entries "

I NCLUDE " 21mux";

SUBDESI GN nuxad

(
cl k: | NPUT;
sel : | NPUT;
resetn: | NPUT;
sramAddr ess[ 15. . 0] : | NPUT;
SramCount er [ 15..0]: | NPUT;
sel ect Address[15..0] : QUTPUT;
)
VARI ABLE

csel : DFF;

BEG N



csel.clk
csel sel

cl k;

sel ect Address0 =

sel ect Addressl
sel ect Addr ess2
sel ect Addr ess3
sel ect Addr ess4
sel ect Addr essb
sel ect Addr ess6
sel ect Addr ess?7
sel ect Addr ess8
sel ect Addr ess9
sel ect Addr ess10
sel ect Address11
sel ect Address12
sel ect Address13
sel ect Address14
sel ect Addr ess15

END;

FUNCTI ON nuxfi nal (

RETURNS( ef f ecti ve_address[ 15..0]);

21mux(cl k,
21mux(cl k,
21mux(cl k,
21mux(cl k,
21mux(cl k,
21mux(cl k,
21mux(cl k,
21mux(cl k,
21mux(cl k,
21mux(cl k,

21mux(cl k,
21mux(cl k,
21mux(cl k,
21mux(cl k,
21mux(cl k,
21mux(cl k,

resetn

, sel

sel, sramAddressO, config0);
sel, sramAddressl, configl);
sel, sramAddress2, config2);
sel, sramAddress3, config3);
sel, sramAddress4, config4);
sel, sramAddress5, config5);
sel, sramAddress6, config6);
sel, sramAddress?, config7);
csel, sramAddress8, config8);
csel, sramAddress9, config9);
csel, sramAddressl10, configl0);
csel, sramAddressll, configll);
csel, sramAddressl12, configl2);
csel, sramAddressl13, configl3);
csel, sramAddressl4, configl4);
csel, sramAddressl15, configlh);

, nmode_address[ 15..0],

TITLE " nuxing 2 16 bits address lines ";

SUBDESI GN nuxfi na
(

resetn: | NPUT;

sel : | NPUT;

nmode_addr ess[ 15..0]: | NPUT;

ext ernal _address[15..0] :

ef fective_address[15..0]

)
BEG N

ef fective_addressO = (se
ef fective_addressl = (se
ef fective_address2 = (se
ef fective_address3 = (se
ef fective_address4 = (se
ef fective_address5 = (se
ef fective_address6 = (se
ef fective_address7 = (se
ef fective_address8 = (se
ef fective_address9 = (se
ef fective_address1l0 = (se
ef fective_addressll = (se
ef fective_addressl1l2 = (sel
ef fective_addressl1l3 = (sel
ef fective_addressl4 = (sel
ef fective_addressl5 = (sel

END;

I NPUT;
QUTPUT;
& external _address0Q) #
& external _addressl) #
& external _address2) #
& external _address3) #
& external _address4) #
& external _address5) #
& external _address6) #
& external _address7) #
& external _address8) #
& external _address9) #
& external _address10)
& external _addressl1l)
& external _addressl12)
& external _addressl13)
& external _addressl14)
& external _address1b)

ext ernal _address[15..0] )

R R0 R R RO R R R R R

node_addr ess0) ;
node_addressl);
node_addr ess?2);
node_addr ess3);
node_addr ess4) ;
nmode_addr essb) ;
node_addr ess6) ;
node_addr ess7) ;
node_addr ess8) ;
node_addr ess9) ;
node_addr ess10);
nmode_address1l);
node_addressl12);
node_address13);
node_addr ess14);
node_addr ess15);

R R R R R RO
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