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Abstract—In this paper, we present our tool PReT, which
performs automatic performance regression testing on software.
PReT does non-intrusive profiling based on application snapshots
to learn behaviour for performance regression tests and can
identify any changes in the testing behaviour by comparing
the current behaviour against a learned model. PReT annotates
resource usage profiles with application stacktraces and uses a
variation of k-means to learn the models per regression test
online. On top of that, PReT uses version information of the soft-
ware to identify change(s) that introduce(s) performance issue(s)
if any. We show the usefulness of PReT in correctly identifying
two real world performance bugs in Cassandra database server.
We show that PReT is able to characterize the performance tests
being run for the software with higher accuracy than a purely
resource utilization based characterization technique.

I. INTRODUCTION

Performance regression testing is integrated into traditional

regression testing to reveal performance bottleneck and design

problems early [1]. Traditional regression testing focuses on

verifying the functional correctness of a change [2]. However,

research on large industrial projects shows that the primary

problems observed in the field are often performance re-

lated [3].

Performance regression testing is the process of putting load

on a system to test whether the system is able to support a

specific demand that resembles the field usage intensity [6, 7].

In performance regression testing, a load consists of a mix of

scenarios to be executed and the rates at which each scenario

appears [4].

During the course of the test, various performance data

about the running system is recorded (e.g., CPU, memory

utilizations and I/O). After each test, performance analysts

would use domain-knowledge and prior tests to manually look

for large deviations of metric values between the past test and

the new test. A defect report will be filed if the performance

analyst concludes that the observed deviations represent per-

formance regressions. In a large enterprise system, an analysis

of a performance regression test can take up to a few days.

In this work, we propose an automatic way of performing

regression tests. We use the concept of phases to learn the

behaviour of the software during the particular test. Then we

use a learned model to check whether a significant difference

is there between code changes. Our method is non-intrusive,

lightweight and runs online. To our knowledge, this is the first

work that annotates resource utilization with the stacktraces

of applications to identify the test being run more accurately.

Previous works on detecting workloads (e.g. regression tests)

use only resource utilization information. We show that our

technique is able to achieve more accuracy that existing

techniques.

II. REGRESSION TEST IDENTIFICATION

One of the goals of this paper is to build a model for the

performance of a regression test running for a software. For

achieving that, we need to identify which test is running on

the application. Before characterizing the test it is essential to

differentiate the idle phase (no test being run) from the busy
phase (a regression test is running) of the application. In this

section, we describe how we can differentiate an idle phase of

the application from a busy phase automatically. To achieve

this, we identify boundaries that can identify an idle phase, a

busy phase or micro phases within each of them.

For automatic identification of phase boundaries, we intro-

duce the concept of program snapshots. A program snapshot

s ∈ S at a given time is defined by the following quadruple:

s = {t:c:m:o} | s ∈ S (1)

Here t ∈ T is the thread dump, c is the CPU utilization,

m is the memory utilization and o is the I/O activity of the

program at a given time. A thread-dump essentially captures

the following information from all the threads running during

the test at a given time:

1) The stacktrace of the thread that represents which func-

tion the thread is executing at that moment.

2) The name of the thread.

Given the above definition of snapshot, we define a phase
p ∈ P of the application as the following tuple:

p = {sbegin:send} | sbegin, send ∈ S, p ∈ P (2)

Our goal is to identify phase changes during the application

run using periodically collected snapshots. A phase change is

detected when there is a significant change in two consecu-

tively collected snapshots of a program. For change detection

in program snapshots, we develop a sliding window based

approach.
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Since through our analysis, we are identifying phases in an

application in an online fashion, we collect snapshots for a

sliding window of size w. Each window of w snapshots has

a set of w four dimensional datapoints. The dimensions being

the thread dump, CPU utilization, the memory consumption

and the I/O activity of the given application. To map the

thread-dump of the application to a real number domain so

that it can be used to identify phase changes, we develop the

following metric:

stacksim =
tprev

⋂
tcur

tcur
(3)

The metric stack sim represents how different is the current

thread-dump of the application to the previous thread-dump.

tprev and tcur represent the set of unique functions (their full

stacktrace information) extracted from the thread-dump for

the previous and current snapshots respectively. A stack sim
value of stacksim = 1.0 represents no change while a value

stacksim �= 1.0 represents a change in the contents of the

thread-dump.

After calculating the stacksim value at the current time

quantum, we have a complete representation of the behaviour

of the program at that quantum, with all the dimensions being

in the real number domain. For the detection of a change

in phases, we mathematically determine whether the current

snapshot is an outlier in the window of w last collected

snapshots. We develop a Principal Component Analysis (PCA)

based technique for determining whether the current snapshot

is an outlier.

A. PCA based multidimensional outlier detection

Principal Component Analysis is a well-established tech-

nique for dimensionality reduction and multivariate analysis.

Examples of its many applications include data compression,

image processing, visualization, exploratory data analysis,

pattern recognition, and time series prediction.

PCA is variable-oriented method, with transforms a set

of correlated original variables into a set of uncorrelated

variables, called Principal Components (PC). These principal

components are linear combinations of the original variables.

By carrying out PCA we hope that a few PCs can explain most

of the variation in the original data. We use PCA to identify

a significant change in the snapshot of a program using the

following steps:

1) First we map the w snapshots from their original 3-

dimensional space to k-dimensional subspace (k ≤ 3)

using PCA. This step sorts the dimensions of the snap-

shots in increasing terms of significance for that window.

2) Then we calculate the centroid (μ) of the data points for

that given window.

3) We calculate the variance (λ) of each dimension.

4) We calculate the score of each data point using below

formula

Score(X) =
∑
j

|(X − μ).ej |2
λj

(4)

Where ej represents the eigenvectors.

5) In the last step, we use extreme value analysis to detect

the outliers.

As mentioned previously, if the current snapshot under

analysis falls in the detected set of outliers for the given

window, we flag the snapshot as indicative of a phase change

of the program.

With the identification of phase changes online, we also

store the snapshot boundaries of a phase in a phase database.

Recurrent phases are added only once to the database. The

collection of boundary information of phases helps differen-

tiate between idle and busy phases as well as micro phases

within these phases. Characterization of regression test uses

this boundary information as well as various features within

these discovered boundaries. We describe our regression test

characterization technique in the following section.

III. REGRESSION TEST CHARACTERIZATION

Once we have identified the beginning of a busy phase in

the application using the technique described in the section

above, we need to identify which regression test is currently

being run. In this section we describe our technique for

regression test characterization in details. Similar to phase

boundary identification, we make use of thread-dumps to

annotate raw resource usage data for characterization. Our goal

is to characterize a regression test as early as possible during

its lifetime.

A. Sampling and Training of the Classifier

Our method runs life-long and the model for regression test

characterization is continually updated as new tests are run on

the underlying server. We use samples of the thread dump and

resource utilization to capture the phase behavior within the

regression test.

To accurately capture the behavior of the regression test, just

collecting consecutive snapshots and extracting features from

those snapshots is not enough. A fine grain sampling will give

rise to unusable information due to non-deterministic switch-

ing of the threads. Therefore, a distribution of transitions needs

to be identified rather than individual transitions. For that

purpose, it is essential to aggregate the thread transitions for a

window w of snapshots. We utilize the sliding window that we

use in the phase boundary identification for characterization as

well.

We have a window of w snapshots (Sw) of the regression

test:

Sw = {s1, s2, . . . , sw} (5)

Using the set Sw for the window of snapshots, we aggregate

the snapshots. The snapshot aggregation takes Sw as the input

and generates the following output:

• A consolidated representation of the thread-dumps.

• A q dimensional wavelet representing the resource uti-

lization of the regression test during that time window

(assuming we are sampling q resources).
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Collecting and aggregating a window of snapshots instead

of considering individual snapshots for analysis helps us in

two different ways:

1) Understanding and extracting the distribution of thread

transitions during the window.

2) Capturing the resource usage trend during the time

window.

In the following sections, we describe how we extract

features from these aggregated snapshots so that we can train

a machine learning classifier.

B. Snapshot Aggregation

In the snapshot aggregation step, we extract a consolidated

representation of the thread behavior and their corresponding

resource usage behavior from the w individual snapshots. First

we describe how we aggregate the thread-dumps d from the

snapshots to capture program specific features. We call it

stacktrace behaviour. We describe how we extract features

about the resource usage part of the snapshot in Section III-D.

A stacktrace behavior is composed of an aggregate of the

following two:

1) A set of α functions (their full stacktrace) from the w
thread-dumps corresponding to all the different threads

running during the window.

T = {t1, t2, . . . , tα} (6)

2) A set of α thread-histograms for each stacktrace.

H = {h1, h2, . . . , hα} (7)

Each thread-histogram hj satisfies the following condi-

tion:

n =

k∑
i=1

hi (8)

n = num threadstotal (9)

From Equation 9, the total number of threads n repre-

sents the sum of all threads executing different functions

during the time window. The number of bins k in the

histogram corresponds to the number of functions being

executed during the window. So, each bin represents the

number of threads executing a particular function.

C. Program Specific Features

At the end of the snapshot aggregation step, we have a set

of stacktrace behaviors ρ, one for each regression test. If we

have a total of n regression tests used during training, the set of

stacktrace behaviors is represented by the following equation:

P = {ρ1, ρ2, . . . , ρn} (10)

Each stacktrace behavior ρ is represented as:

ρ = {T,H} (11)

Where T and H represent the unique stacktraces and their

corresponding thread-histogram as described in the previous

section.

During the online data collection, let us assume that at any

given time, we have seen r runs of a regression test. Our

feature extraction from the r stacktrace behaviors for that re-

gression test aims to quantify the behavior repeatability across

multiple runs of that particular test. We use the following

metrics to measure the behavior repeatability of a given test

and we base our features based on those metrics.

1) Stacktrace Similarity: As described in Section II, we

calculate the stacktrace similarity between the two re-

gression tests under consideration.

2) Thread Count Similarity: We also calculate the thread

count similarity between two tests. For the given two

thread histograms Htest and Href , we measure the

Squared-Chord distance [5] of the two histograms given

by the following equation:

ssim =
n∑

i=1

(√
Htest −

√
Href

)2

(12)

The number of bins n for the given histogram is deter-

mined by the number of common stacktraces between

the two histograms under consideration. We calculate

a number of stack similarity and thread-count similarity

values by comparing the stacktrace behaviour of a given

test against that of all the tests seen so far.

D. Resource Utilization Features

On top of the features extracted from the stacktrace be-
haviour of the program, we also use the features extracted

from the resource utilization of the program during the window

w. We use signal processing techniques to extract the resource
utilization behavior from the resource utilization wavelets.

The resource utilization behavior B of a regression test

during the time window w is represented by a q-dimensional

wavelet, where each dimension is representative of a particular

resource utilization.

B ≡ {w1, w2, . . . , wq} (13)

Here q is the number of resources sampled.

Now we need a way to represent a dimension wi so that

it can be fed to a machine learning classifier. Typically we

want a dimension of a wavelet wi to be equivalent to a set of

aggregate metrics f i
j .

wi ≡
{
f i
1, f

i
2, . . . , f

i
n

}
(14)

Our job is to identify the pairwise matching m between the

same dimensions wi and wj of two wavelets.

m = match (wi, wj) (15)

m = match
(〈

f i
1, f

i
2, . . . , f

i
n

〉
,
〈
f j
1 , f

j
2 , . . . , f

j
n

〉)
(16)
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Once we have the aggregate metrics for all the q dimensions,

we have a complete representation of the wavelet. This repre-

sentation aptly represents the resource utilization behavior of

a snapshot window of a particular regression test. We use the

following statistical methods to compute aggregate metrics f i
k

from each wavelet wi.

1) Simple Statistics: For each dimension of the wavelet, we

extract the minimum, maximum, average, standard deviation

of sampled values of the dimensions.

2) Higher Order Statistics: We use a number of higher

order statistics e.g skewness, kurtosis, and auto-regressive

integrated moving average model (ARIMA) features of the

sampled values of the dimensions.

E. Online Clustering

Using the program specific features and the resource utiliza-

tion features, we build a model, similar to k-means clustering

algorithm [6], using the distance between the training data

points. As our method is purely online, the standard offline

kmeans algorithm does not work for us. Also we do not know

the number of clusters to be formed. Therefore we develop an

algorithm of our own based on a modification of Euclidean

distance between the datapoints.

Each datapoint in our training data represents a run of a

workload for a duration of snapshot window w. The datapoint

is represented by a vector, where each element of the vector

is a resource utilization feature. The stacktrace similarity and

thread similarity values for all the unique stacktraces in the

stacktrace set during the very first appearance of the regression

test are initialized to value of 1.

We set a threshold for the Euclidean distance between the

feature vectors of two tests to be considered as the same.

The threshold is calculated empirically. For the very first run

of the very first test, we store the feature vector as well as

the set of unique stacktraces and the corresponding thread

histograms. For the future tests, we calculate the stacktrace

similarity and thread similarity values and append them to the

resource utilization feature vector. Next we calculate the metric

based on Euclidean distance of the current feature vector (xi)

with each of the stored feature vectors (yi) of the previously

run tests:

distance =
1

t

t∑
i=1

1

1 + Euclidean distance(xi, yi)
(17)

The metric gives us a measure of distance in the (0, 1)
range. A regression test is recognized if the minimum of all

the calculated distances is less than the set threshold (0.9). If

more than one match is found, we give equal weights to all

the matching test types. If no match is found, we update our

databases with a new test type.

Our method enables the possibility of starting with zero

training points and updating the stored information on the fly.

The information being stored matures the model as more and

more tests are run on the server.

F. State Machine for Classification

While classifying a regression test in an online fashion, there

has to be a measure of confidence so that the final verdict can

be made about the type of test. We develop a state machine

that can analyze the results of predictions as the test runs and

can reach a decision once the prediction state has reached a

certain confidence level.
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Fig. 1: State machine for online prediction of a workload type.

Figure 1 shows the state machine used in evaluating the

confidence of our online prediction scheme. The prediction p
of a task can be in any state from the set of states S.

S = {initial, weak, stronger, strongest} (18)

During classification, we sample datapoints and extract the

aggregate features for those datapoints during a snapshot

window. Then the model makes a prediction for the window

which is initialized during the first time window. The model

keeps making predictions for subsequent sliding windows and

compares the prediction for the current window with the

prediction for the previous window. A match between the

current and the last prediction improves the confidence level

of the prediction and therefore we move the prediction state

to a stronger state. We use a conservative matching scheme

for prediction of more than one test type. We only consider

a match when all the test types as predicted in the current

window match those of the previous window. After the number

of successful predictions within a number of windows with

upper limit t exceeds a given threshold the transition is made

to the strongest state. When the state of the prediction reaches

the strongest state, we make our final verdict about the type of

the regression test. Inside our feature database, for each test

we store a total of t feature vectors for t consecutive windows,

where we determine empirically the number t to be 8. This

value can be changed according to the variety of the tests that

are being run on a particular software.

G. Finding Performance Regressions

For detecting performance regressions, we use the tech-

niques described above to first detect the regression test being
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run on the software. Once we know the test being run, we

sample the CPU, Memory and I/O usage of the application for

that particular test case. We learn this usage wavelet pattern

from multiple runs of the test using a recurrent neural network

approach [7]. Once we have built a model after a significant

amount of runs of the workload, we use vector co-variance

to measure the percentage similarity between the test wavelet

and trained model. If the similarity is less than 90%, we flag

that as a performance regression.

IV. IMPLEMENTATION

In this section we present the working procedure of PReT.

As we evaluate of PReT for java applications, PReT has a per-

formance monitoring module that continuously monitors the

running java applications in the system. It can automatically

detect whether there is a java process running in the system.

Once it detects a running java process, the monitoring module

of PReT start collecting thread-dumps and resource utilization

samples periodically for all the running java processes in the

system. It stores these samples in a temporary file, along with

the process IDs and timestamps.

The test detection and characterization module of PReT con-

sults the temporary sampling file to first perform test detection.

Once it has identified the beginning of a test, it takes a note

of the beginning timestamp of the test. The characterization

module analyzes the thread dumps and resource utilization

samples of consecutive windows of the detected beginning of

the test to characterize the test.

Once the test characterization is done, the rest of the

sampled resource utilization data until the end of the test or the

end of the java process (in case there is only one phase) is used

to train a model for learning the performance of the regression

test. Once the model is trained, the phase information along

with the learned model is stored in the phase database.

A. Relating to code changes

The anomaly detection module of PReT, once discovers a

phase whose behaviour is learned before, looks for anomalies.

If it finds a performance regression based on Section III-G,

it consults the git repository of the application to identify the

changes and it prepares a report that lists the changes in code

sections and the amount of change in performance.

V. EXPERIMENTAL EVALUATION

For experimental evaluation, we use the popular Cassandra

database due to it being open-source and the existence of

well known performance bugs in it. We use four performance

regression tests for our training and evaluation.

For training, we run the tests a total of 4000 times, and

then we test the performance for 500 runs. As described in

Section IV, we continuously monitor the java processes in

the system and their resource usage. We use this sampled

information to detect the phase changes, characterize the phase

and also detect performance regressions.

As our method runs online, we can detect phases changes

quickly (within 0.5 seconds of the test beginning) 99.5% of

the time. As compared to previous techniques which solely

realizes on resource utilization profiles for characterizing

workloads (e.g. regression tests), our technique achieves upto

13% improvement.

A. Phase Change Identification

In the first set of experiments we show the effectiveness of

our approach in quickly identifying the phase changes in an

online fashion (see Section II). To evaluate this criteria, we

report how much percentage of the detected phase changes

fall within a 0.5 seconds threshold of the actual phase begin

and end. Without a thorough knowledge of the application

internals, it is not easy to identify the actual phase boundaries.

Therefore as the source of ground truth we use the beginning

and end points of idle and busy phases due to test begin and

end. Our technique can detect phase changes very quickly

on an average of 99.5% of the time. For the rest, the worst

time difference between the actual change and detection is 2

seconds.

B. Prediction Accuracy

In this section we present the results for accuracies for both

test characterization and bug detection.

1) Test Characterization: As described in Section III, our

test characterization model is continuously updated as new

tests are being run for the application. To measure the per-

formance of our test characterization algorithm, we run the

training regression tests, each 1000 times to build our model.

We report the percentage of successful characterization for

the tests. In most of the cases (98.6%), we can successfully

characterize the test being run. As we characterize the test

only from the beginning of the test until we have reached the

confidence (Section III-F), there are some mispredictions due

to some tests having similar initial phases.

2) Characterization Comparison: We compare the efficacy

of our test characterization technique as compared to existing

techniques that just looks at the resource usage data for

characterization. Here we show how much data we need to

characterize a test since its beginning as compared to existing

methods.

We measure the prediction accuracy in terms of (100 -

SMAPE) where SMAPE is the popular metric for calculating

percentage error. Figure 2 clearly shows that the SMAPE

from our characterization method gives significantly better

accuracy than existing methods within as early as 1
8 th of the

test lifetime. While the existing methods can only reach about

90% accuracy for test characterization even till the half of

lifetime of the test.

In the next section, we mention the performance bugs we

experiment with and also our accuracy in catching them.

C. Software Bugs

1) Cassandra-6949: This bug [8] in Cassandra cause high

CPU Usage for the same workload as compared to a bug-free

version. This defect occurs when multiple rows are inserted

into Cassandra. Cassandra will check all range tombstones
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Fig. 2: Accuracy improvement for test characterization when

adding phase information on top of resource usage.

during insertion. A tombstone is a flag indicating a row is

deleted from the database. During deletion, rows are not

physically removed from the disk. Instead, Cassandra put flags

on these rows indicating the rows have been removed. These

rows will remain in Cassandra for maintenance purposes. A

range tombstone is a flag indicating multiple rows have been

deleted. When rows are deleted on at a time, a tombstone is

created for each row. However, when multiple rows are deleted

at the same time, only one range tombstone is created. During

insertion, Cassandra will check every range tombstone. If the

number of range tombstone is huge, this process will take long

and cause high CPU Usage (Figure 3a).

2) Cassandra-8559: This software bug [9] causes memory

leak in Cassandra. When selecting a table in Cassandra, it

will scan all live and dead rows. Dead rows are ones with

tombstone and regarded as deleted rows from users’ perspec-

tive. If the number of dead rows is bigger than the threshold,

whose default value 1000, it will log a warning message. In

the warning message, it will show all range tombstones. If the

number of range tombstone is huge, the warning message will

lead to eventually Out of Memory Error (Figure 3b).

D. Detection Accuracy

For a total of 500 test scenarios we are able to achieve a

precision of 98%, a recall of 99% .

VI. CONCLUSION

In this paper, we propose a new technique for automati-

cally identifying performance regressions during the regression

testing of a software. Our online, non-intrusive method is

automatic and depends on application phases. We can automat-

ically identify the phases that can quickly identify when the

tests being run and also can characterize the phase. Based on

the learned performance of the regression test, we can identify

software changes that introduced the performance change. Our

method is able to identify the presence of performance bugs

with 98% accuracy. As a future work, we intend to explore the

(a) High CPU Bug

(b) Memory Leak Bug

various types of bugs that can be discovered by this technique.

Also we want to explore the application of this technique in

other programming languages.
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