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Abstract—Analyzing behavioral patterns of workloads is
critical to understanding Cloud computing environments. How-
ever, until recently, allocation of resources to Virtual Machines
running the workloads were static, based on user specifi-
cations. Cloud providers performed resource consolidation
mostly by packing low priority, best effort workloads with
regular workloads with strict QoS requirements. This paper is
building on recent efforts towards dynamic, on-line resource
consolidation based on workload recognition and resource us-
age prediction. We introduce a new methodology for online VM
consolidation that is based on a combination of resource usage
data and program features for accurate resource prediction
of the running workloads. We show a 15% improvement in
prediction accuracy versus a baseline method using resource
usage alone and an average 30% saving in resources after
online consolidation with around 25% less resource capacity
violations using our method.

Keywords-Workload Characterization, Neural Network, Pro-
gram Snapshots, Sampling

I. INTRODUCTION

The use of Cloud environments is increasingly popular
due to the ability of these environments to elastically scale
provisioned resources, on demand, while at the same time
meeting the expected Quality of Service (QoS) requirements
of their customers. Traditionally, the customer submitted
each workload while specifying the expected resource needs
for that workload. The expected resource usage specification
could be provided, for example, as the configuration param-
eters of the Virtual Machines (VMs) to be used for running
that workload. This tended to result in overprovisioning re-
sources for each particular workload. The Cloud provider, in
its turn, may respect the customer’s explicit specifications for
their allocated VMs, while multiplexing existing resources
across workloads, e.g., by injecting low priority, best effort
jobs into the workload mix.

More recent research into workload modeling and
characterization takes a different approach. By monitoring
historical resource usage for past workloads and recognizing
workload patterns [1], [2], new methodologies derive real-
istic resource usage models for previously seen workloads.
Specifically, even if the workloads submitted by a single user
may vary, it is reasonable to expect that any given job may
be submitted several times by the same user [3]. Workloads
may be repeatable even across users [4]. Moreover, similar
workload phases may repeat during the run of a single

workload, and common open-source platforms, such as,
Cassandra or Spark may be leveraged by many users even
when other aspects of their workloads differ. In all these
cases, repeatability, hence predictability of workload patterns
may be high. It follows that, if the resource usage for a given
workload can be predicted with high confidence, in advance,
e.g., for the next day, or for the next hour, then this can
inform a dynamic resource allocation algorithm for assigning
resources to VMs and their associated workloads, on the
fly. The resulting dynamic resource allocation technique
combines the best of both worlds of efficient resource usage
and high QoS for customers, for Cloud environments, at low
cost.

Unfortunately, as a result of business and confidentiality
concerns, traditionally, there has been a lack of available
data for workload analysis from real Cloud operational en-
vironments. More recently, due to the publication of limited
traces from Google [5], there have been increasing efforts
to provide mechanisms towards workload characterization.
Recent approaches in this area [3], [6], [7], have attempted
to classify the different types of tasks discovered in the data.

In this paper, we build on the existing research on
workload characterization and workload pattern recognition
in Cloud environments. Our solution is based on adding
application contexts to resource usage monitoring informa-
tion for historical workloads. By viewing workloads and
their associated characteristics as an integrated concept, our
workload analysis and modeling benefits from increased
accuracy of workload recognition and prediction of future
resource usage for any given workload. As application
contexts we capture the stack traces of running jobs by doing
periodic snapshots. This information is added on top of the
resource usage monitoring data that is collected at run-time
for all jobs. This semantic-aware monitoring data capture
technique allows for more accurate modeling, recognition
and prediction for repeat job patterns. We model the resource
utilization patterns with Recurrent Neural Networks (RNN).

Opportunities for more accurately characterizing
workload types enable opportunities for predicting resource
usage patterns previously seen for a particular workload. In
turn, this gives us opportunities to quickly make resource
consolidation decisions on the fly. With the assumption that
the resource modeling creates a deterministic profile of a
virtual instance for the future, we show use cases of VM



consolidation using our resource usage prediction model
and a bin packing method. Our method is non-intrusive,
lightweight and does not require access to source code.

In summary, in this paper, we make the following contri-
butions:

• We annotate monitored resource usage data with appli-
cation contexts using program snapshots that help us in
characterizing the workload and predicting its resource
usage with high accuracy. Our method requires no
manual instrumentation and no source code availability.

• We reuse the model of the most similar workload,
as characterized online by their context, and resource
usage data at very low overhead.

• We use the predicted resource usage from a Recurrent
Neural Network model to consolidate the workloads in
an online fashion.

The rest of the paper is organised as follows. In Section II
we show a motivational example to show that resource usage
data is not enough for accurate workload characterization. In
Section III we explain in detail our snapshot based workload
characterization technique. In Section IV we provide our
RNN based resource utilization prediction scheme. In Sec-
tion V we describe our whole framework and in Section VI
we show a 15% improvement in prediction accuracy versus
a baseline method using resource usage alone and an average
30% saving in resources after online consolidation with
around 25% less resource capacity violations using our
method. Section VIII presents the conclusion.

II. MOTIVATIONAL EXAMPLE

To get an accurate prediction about the resource utiliza-
tion of a workload so that consolidation decisions can be
made, the first step is to characterize the workload. Once
the workload type is determined, one can use a machine
learning model trained using the resource usage traces of
the workload to predict future resource usage. Several work
exists on characterizing workloads based on resource us-
age [3], [6], [7]. In this section, we show that characterizing
workloads solely based on their resource usage data, as is
done in most previous works, can give rise to inaccurate
predictions, which, in their turn, may affect the consolidation
decisions. Figure 1 shows the CPU utilization similarities
between workload pair: KMeans and Pagerank, running on a
Spark cluster provided as a Software as a service(SaaS). For
an online characterization of workloads, a sliding window
based approach is used to learn the resource usage behavior
over time and make future prediction. Another approach
is to predict the future behavior by looking at the past
resource usage behavior. In the given examples, however,
during the selected time frames (indicated by curly braces
in the figure), a sliding window based classifier may either
(1) not reach enough confidence to reliably characterize and
recognized the workload if workloads are sufficiently similar

in their resource usage behavior and/or (2) give inaccu-
rate predictions about the future resource usage. Therefore,
consolidation decisions cannot be made correctly due to
these prediction inaccuracies. Worse, a misprediction about
the resource utilization of the workload can lead to erroneous
consolidation decisions period.

0"
200"
400"
600"
800"
1000"
1200"
1400"
1600"
1800"

1" 101" 201" 301" 401" 501" 601" 701"

%
CP

U
%

Every%5%seconds%

Kmeans" Pagerank"

(1)

Figure 1: Difficulty in characterizing workload using just
resource usage data.

We show that adding the application context on top of raw
resource usage data helps characterize the workload quickly
and accurately, which is essential in an online setting. We
show that, just by capturing the context information and
adding it to the resource usage data of the service providing
the software in a SaaS setting, the workload that is being
run on it can be accurately characterized.

III. SNAPSHOT BASED WORKLOAD CHARACTERIZATION

In this section we describe our technique for workload
characterization in details. Our technique uses workload
snapshots to annotate raw resource usage data. Our goal
is to characterize a workload as early as possible during its
lifetime so that better consolidation decisions can be made.

We define a workload snapshot s 2 S at a given time by
the following tuple:

s = (d:c) | s 2 S (1)

Here d 2 D is the thread-dump, c is the resource
utilization of the workload at a given time. Depending on
the number of resources being monitored, c can either be a
set or a single real value.

A. Sampling and Training of the Classifier
Our method runs life-long and the model is continually

updated as new workloads are run on the underlying service
software. We use samples of the thread dump and resource
utilization to capture the workload behavior. A thread-dump
essentially captures the following information from all the
threads running in the workload at a given time:



1) The stacktrace of the thread that represents which
function the thread is executing at that moment.

2) The name of the thread.
3) The state of the thread.
To accurately capture the behavior of the workload,

just collecting consecutive snapshots and extracting features
from those snapshots individually is not enough. A fine
grain sampling will give rise to unusable information due
to non-deterministic switching of the threads. Therefore, a
distribution of transitions needs to be identified rather than
individual transitions. For that purpose, it is essential to
aggregate the thread transitions for a window  of snapshots.

Our first step is to collect a window of  snapshots (S )
of the workload:

S = {s1, s2, . . . , s } (2)

After we have the set S for the window of snapshots,
we aggregate the snapshots. The snapshot aggregation takes
the window of snapshots as the input and generates the
following output:

• A consolidated representation of the thread-dumps.
• A q dimensional wavelet representing the resource

utilization of the workload during that time window
(assuming we are sampling q resources).

Therefore, collecting and aggregating a window of snap-
shots instead of analyzing individual snapshots help us in
two different ways:

1) Understanding and extracting the distribution of thread
transitions during the window

2) Capturing the resource usage trend during the time
window.

In the following sections, we describe how we extract
features from these aggregated snapshots so that we can train
a machine learning classifier.

B. Snapshot Aggregation

In the snapshot aggregation step, we extract a consolidated
representation of the thread behavior and their corresponding
resource usage behavior from the  individual snapshots.
First we describe how we aggregate the thread-dumps d

from the snapshots to capture program specific features. We
describe how we extract features about the resource usage
part of the snapshot in Section III-D.

A stacktrace behavior is composed of an aggregate of the
following two information items:

1) A set of ↵ stacktraces from the  thread-dumps cor-
responding to all the different threads running during
the window.

T = {t1, t2, . . . , t↵} (3)

2) A set of ↵ thread-histograms for each stacktrace.

H = {h1, h2, . . . , h↵} (4)

Each thread-histogram hj satisfies the following con-
dition:

n =
kX

i=1

hi (5)

n = num threadstotal (6)

From Equation 6, the total number of threads n

represents the sum of all threads executing different
functions during the time window. The number of
bins k in the histogram corresponds to the number
of functions being executed during the window. So,
each bin represents the number of threads executing a
particular function.

C. Program Specific Features
At the end of the snapshot aggregation step, we have a

set of stacktrace behaviors ⇢, one for each workload. If
we have a total of n workloads used during training, the
set of stacktrace behaviors is represented by the following
equation:

P = {⇢1, ⇢2, . . . , ⇢n} (7)

Each stacktrace behavior ⇢ is represented as:

⇢ = {T,H} (8)

Where T and H represent the unique stacktraces and their
corresponding thread-histogram.

During the online data collection, let’s assume that at
any given time, we have seen r runs of a workload. Our
feature extraction from the r stacktrace behaviors for that
workload aims to quantify the behavior repeatability across
multiple runs of that particular workload. We develop the
following metrics to measure the behavior repeatability of
a given workload and we base our features based on those
metrics.

1) Stacktrace Similarity: To measure the repeatability
of the distribution of executed functions during a
particular window, we first capture the stacktrace set
Ttest for a running workload.
To measure the stacktrace similarity between the
stacktrace sets of two workloads Ttest and Tref , we
first measure the intersection of the stacktrace sets to
identify the common set of functions:

Tcommon = Ttest

\
Tref (9)

Once we have the set of common functions Tcommon

for a particular window, we define stacktrace similarity
as the following:



tsim =
|Tcommon|
|Ttest|

(10)

This metric essentially captures the fraction of com-
mon functions in the current window in comparison
to all the functions for the same window of the test
workload.

2) Thread Count Similarity: We also calculate the
thread count similarity between a pair of stacktrace
behaviors. For the given two thread histograms Htest

and Href , we measure the Squared-Chord distance [8]
of the two histograms given by the following equation:

ssim =
nX

i=1

⇣p
Htest �

p
Href

⌘2
(11)

The number of bins n for the given histogram is deter-
mined by the number of common stacktraces between
the two histograms under consideration. Similar to
the stacktrace similarity, we calculate a number of
thread-count similarity values by comparing the thread
histogram of a given workload against the thread
histograms of all the workloads seen so far.

D. Resource Utilization Features
On top of the features extracted from the snapshots of

the program, we also use the features extracted from the
resource utilization of the program during the window  .
We use signal processing techniques to extract the resource
utilization behavior from the resource utilization wavelets.

The resource utilization behavior B of a workload during
the time window  is represented by a q-dimensional
wavelet, where each dimension is representative of a par-
ticular resource utilization.

B ⌘ {w1, w2, . . . , wq} (12)

Here q is the number of resources sampled.
Now we need a way to represent a dimension wi so that

it can be fed to a machine learning classifier. Typically we
want a dimension of a wavelet wi to be equivalent to a set
of aggregate metrics f

i
j .

wi ⌘
�
f
i
1, f

i
2, . . . , f

i
n

 
(13)

Our job is to identify the pairwise matching m between
the same dimensions wi and wj of two wavelets.

m = match (wi, wj) (14)

m = match

⇣⌦
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n
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1 , f
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j
n

E⌘
(15)

Once we have the aggregate metrics for all the q dimen-
sions, we have a complete representation of the wavelet.
This representation aptly represents the resource utilization
behavior of a snapshot window of a particular workload. We
use the following statistical methods to compute aggregate
metrics f

i
k from each wavelet wi.

1) Simple Statistics: For each dimension of the wavelet,
we extract the minimum, maximum, average, standard de-
viation of sampled values of the dimensions.

2) Higher Order Statistics: We use a number of higher
order statistics e.g skewness, kurtosis, and auto-regressive
integrated moving average model (ARIMA) features of the
sampled values of the dimensions.

E. Workload Clustering
Using the program specific features and the resource

utilization features, we build a model, similar to k-means
clustering algorithm [9], using the distance between the
training data points. As our method is purely online, the
standard offline kmeans algorithm does not work for us.
Also we do not know the number of clusters to be formed.
Therefore we develop an algorithm of our own based on a
modification of Euclidean distance between the datapoints.

Each datapoint in our training data represents a run of
a workload for a duration of snapshot window  . The
datapoint is represented by a vector, where each element of
the vector is a resource utilization feature. The stacktrace
similarity and thread similarity values for all the unique
stacktraces in the stacktrace set during the very first appear-
ance of the workload are initialized to value of 1.

We set a threshold for the Euclidean distance between
the feature vectors of two workloads to be considered as
the same. The threshold is calculated empirically. For the
very first run of the very first workload, we store the feature
vector as well as the set of unique stacktraces and the
corresponding thread histograms. For the future workloads,
we calculate the stacktrace similarity and thread similarity
values and append them to the resource utilization feature
vector. Next we calculate the metric based on Euclidean
distance of the current feature vector (xi) with each of the
stored feature vectors (yi) of the previously run workloads:

distance =
1

t

tX

i=1

1

1 + Euclidean distance(xi, yi)
(16)

The metric gives us a measure of distance in the (0, 1)
range. Workload is recognized if the minimum of all the
calculated distances is less than the set threshold (0.9). If
more than one match is found, we give equal weights to
all the matching workload types. If no match is found, we
update our databases with a new workload type.

Our method enables the possibility of starting with zero
training points and updating the stored information on the
fly. The information being stored matures the model as more
and more workloads are run on the server.

F. State Machine for Classification
While classifying a workload in an online fashion, there

has to be a measure of confidence so that the final verdict
can be made about the type of workload. We develop a state



machine that can analyze the results of predictions as the
workload runs and can reach a decision once the prediction
state has reached a certain confidence level.
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Figure 2: State machine for online prediction of a workload
type.

Figure 2 shows the state machine used in evaluating the
confidence of our online prediction scheme. The prediction
p of a task can be in any state from the set of states S.

S = {initial, weak, stronger, strongest} (17)

During classification, we sample datapoints and extract
the aggregate features for those datapoints during a snapshot
window. Then the model makes a prediction for the win-
dow which is initialized during the first time window. The
model keeps making predictions for subsequent windows
and compares the prediction for the current window with
the prediction for the previous window. A match between
the current and the last prediction improves the confidence
level of the prediction and therefore we move the prediction
state to a stronger state. We use a conservative matching
scheme for prediction of more than one workload type.
We only consider a match when all the workload types as
predicted in the current window match those of the previous
window. After the number of successful prediction within
a number of windows with upper limit t exceeds a given
threshold the transition is made to the strongest state. When
the state of the prediction reaches the strongest state, we
make our final verdict about the type of the workload. Inside
our feature database, for each workload we store a total
of t feature vectors for t consecutive snapshot windows,
where we determine empirically the number t to be 8 for
our workloads. This value can be changed according to the
variety of the workloads that are being run on a system.

IV. RESOURCE UTILIZATION PREDICTION

After identifying the workload type, we need to predict
the future resource utilization of the workload so that

resource consolidation decision can be made. We propose
a Recurrent Neural Network based approach for future
resource prediction. In this section we describe our method
for online resource prediction. First we describe the overall
steps for our prediction methodology and then we describe
our method in details.

When a consolidation decision has to be made online, first
we collect the resource utilization samples for a snapshot
window of  samples starting at that time. Then, we
calculate the predicted resource utilization of that workload
(given the workload has been already correctly classified
by then, meaning the consolidation decision is being made
after at least t consecutive snapshot windows in the workload
life cycle) using the recurrent Neural Network that we have
already learned. During the training phase, we not only learn
the program specific features and the resource utilization
features, but also we learn the evolution pattern of the
resource utilization over the whole lifetime of the workload.
The learning of the evolution of the resource utilization
characteristics of the workload lets us predict the consequent
resource utilization in the next window for a given window.
We also normalize the resource usage values to account for
variation due to co located workloads in the same virtual
instance. Next we discuss how the Neural Network model
is built.

Starting from the timestamp after the t-th snapshot win-
dow  t(t being the upper limit for the threshold of reaching a
confident state about workload characterization, as described
in Section III-F), we divide the resource utilization time-
series during the whole lifetime of the workload into n

wavelets of window size  . This step generates n wavelets
that satisfies the following equation:

srest � n⇥  (18)

srest = stotal � t⇥  (19)

If the total lifetime of the workload has stotal samples
and the window size is  , then the number of wavelets n

generated in this stage is n  srest
 . This means we discard

any wavelet that does not have  data-points in it.

A. RNN Bases Resource Characteristics Learning

Once we have a sequence of inputs (the n wavelets after
the decomposition in the previous step) for an output yj for
a given resource, we denote the inputs by x

j for the jth input
(j = 1, 2, . . . , n). The corresponding jth output is calculated
via the following equation:

y
j = Wx

j +Wry
j�1 (20)

We have a weight matrix Wr which incorporates the
output at the previous step linearly into the current output.



In most common architectures, there is a hidden layer
which is recurrently connected to itself. Let hj denote the
hidden layer at timestep j. The formulas are then:

h
0 = 0 (21)

h
j = �(W1x

j +Wrh
i�1) (22)

y
j = W2h

j (23)

Where � is a suitable non-linearity/transfer function like
the sigmoid. W1 and W2 are the connecting weights between
the input and the hidden and the hidden and the output layer.
Wr represents the recurrent weights.

The RNN workflow is demonstrated in Figure 3.
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Figure 3: Workflow of RNN.

Running the RNN over the n training wavelets generates
a prediction model for a given workload. Using this model,
we can predict the next window  of the resource utilization
wavelet given the current utilization wavelet. During the
training phase, the trained neural network model for each
workload type is stored in a database.

V. IMPLEMENTATION

In this section we provide a brief description about the
implementation details of our online consolidation system.
Our method for workload characterization is non-intrusive,
does not require access to source code and is deployed on-
the fly. Figure 4 shows our framework.

Workloads run on an underlying SaaS. For our evaluation,
we use Spark, a very popular software used for providing
cloud service. Workloads are run on the servers at random
times. We take periodic snapshots for the underlying ap-
plication (Spark). Then we analyze the snapshots to detect
automatically whether a workload is being run on the
server [10]. Whenever the beginning of a workload is being
detected, the collected consecutive snapshots for a total of t
snapshot windows are utilized to characterize the workload.
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Consolida6on%

Database%of%%
Resource%U6liza6on%
Stacktrace%and%%
State%Histograms%

Workloads%

1%
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Time%

Figure 4: The workflow of our framework for training and
Consolidation.

As described in Sections III-C and III-D, we use both
program specific features and resource utilization features to
identify workload types. At the beginning we do not have
any workload stored in our pattern database (1 in Figure 4).
For the first workload that is detected as being started, we
collect window  of snapshots (Section III-C), the set of
unique stacktraces and the corresponding thread histograms
and resource utilization data. As we consider relatively long
running workloads, we store t consecutive windows and their
respective resource utilization behaviors (Section III-F). The
consecutive windows needs to be collected to identify the
workload types for future runs.

Although we collect the thread histograms and stacktraces
for a number of windows, we need to store the resource
utilization for the whole run of the workload, so that we
can predict the resource utilization for the future runs.
Similar to the beginning of the workload, we can also
detect the end of the run using the methods described by
Bhattacharyya et al [10]. We keep storing this information
about the workloads life-long for the underlying software
(action marked as 2 in Figure 4).

For future workloads, as soon as we identify the beginning
of the workload, we consult the database of snapshots and
resource utilization to characterize workloads. We follow
the state diagram described in Section III-F to identify the
workload on-the-fly. When a consolidation decision has to be
made (action marked as 3 in Figure 4), we consult the neural
network model of the corresponding workload to retrieve the
prediction about the future resource utilization.

VI. EXPERIMENTAL EVALUATION

In this section we present the experimental evaluation.
For generating data, we use a Spark installation [11] and
run various workloads from the HiBench [12] that are quite
popular in evaluating cluster behavior. The intuition behind
using Synthetic data instead of using publicly available real-
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Figure 5: Finding the best window size for snapshotting.

world data [5] comes from the fact that we have access to the
applications running and we can access their snapshots and
resource usage both. All our workloads take approximately
25 minutes to complete.

A. Workload Characterization

1) Effect of Window Size: As described in section III-B,
our workload characterization is built upon aggregation of
program snapshots for a snapshot window of size  . Now
choosing a value of  is important for both accuracy and
latency of online characterization. If we choose a small
window, then we may fail to derive a distribution of the
program behavior and resource utilization behavior that
can aptly represent the workload characteristics. On the
other hand, choosing a bigger window may capture more
data points therefore giving an opportunity for deriving a
distribution that can closely represent the workload behavior,
but in terms of online prediction, a bigger window indicates
taking a longer time to derive a decision about the workload
type therefore missing opportunities for consolidation.

We empirically determine a suitable window size for the
workloads we have experimented with. We choose a window
size that gives the best balance between the SMAPE [13] and
latency (the percentage of the whole lifetime of the workload
within which the state model described in Section III-F
reaches its strongest confidence state. Ideally we want a
small SMAPE with a small latency.

Figure 5 shows the average SMAPE and the average
latency for different window sizes for all the workloads. As
can be seen in the figure, choosing a snapshot window size
45 gives us the best tradeoff between accuracy and speed.

2) Efficiency of Workload Characterization: In this
section, we compare the efficacy of our workload
characterization technique as compare to existing techniques
that just looks at the resource usage data. As described in
Section II, in an online fashion, depending on when the
consolidation is being done, building a model only from
the workload resource usage to characterize it may give
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Figure 6: Accuracy improvement for workload
characterization when adding phase information on
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rise to wrong predictions about the future behavior of the
workload. We randomly pick consolidation times during the
lifetime of our Spark workloads and then we compare the
prediction errors for the future window from our method that
is semantic aware and a method that characterize workloads
solely based on its resource usage.

We measure the prediction accuracy in terms of SMAPE.
Figure 6 clearly shows that the SMAPE from our
characterization method gives significantly better accuracy
than existing methods.

B. Resource Prediction

In this section, we quantify the accuracy for online re-
source prediction using our workload aware resource predic-
tion using the Neural Network model. We train the model for
learning the resource usage pattern for a snapshot window
of size 45 (see Section VI-A1). During test runs, we use the
trained model to give us prediction about the resource usage
in the next window.

We measure the SMAPE between the predicted values for
CPU and memory usage and the actual values at random
times during the workload run. We report the average
SMAPE for a total of 100 test runs. As can be seen in
Figure 7, the average SMAPE for the test runs is low with
the majority of test cases falling between the SMAPE values
of 0-10 percent.

To demonstrate the accuracy of our technique in terms
of the SMAPE values, we show the predicted and actual
CPU usage values for a Random Forest workload in the Fig-
ure 8. We calculate the predicted values over a continuously
moving window over the workload’s lifetime and plot the
actual and predicted values. As can be seen in the figure, the
predicted trend closely matches the actual trend for resource
usage.
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C. Use Cases

1) Violations after consolidation: If there is incorrect
characterization of the workload and/or inaccurate prediction
about the future resource usage behavior, there is a high
possibility that there will be resource capacity violations
after consolidation. To showcase how our snapshot annotated
resource usage based prediction can drastically decrease the
number of violations, we perform the following experiments.
We take one workload out of all the Spark workloads. Next
with the assumption that we have perfect characterization
of the rest of the workloads, for the one workload we
have taken out, we characterize the workload and predict
the resource usage using (i) resource usage only and (ii)
snapshots along with resource usage information.

Next with all the workloads running the system, at random
period during their lifetime we take a consolidation decision
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Figure 9: Reduction in the percentage of violations due to
use of our method.

based on the predicted resource usage from the two methods.
We report the average percentage number of violations out of
10 test cases for each workload, using both characterization
methods.

As seen from Figure 9, the snapshots added to the resource
usage significantly reduce the number of violations. The
violations while using snapshots arise from intra-workload
resource usage similarity. In those cases, during different
time frames within the same workload run, there is similar
resource usage but the future resource usage from that time
frame is significantly different thus giving rise to violations.
Still as seen from the figure, the percentage violation from
our method is considerably low.

2) Savings for provisioning: To show the use case of
our approach for online resource provisioning, we show
how much resource can be saved if we have accurate
prediction about the resource utilization of a task running
in cloud. For the base case of our study, we use a dynamic
resource provisioning algorithm, that relies on user requested
resource requirement of a workload. We assume that the
user requests resources as per the exact maximum required
by his workload (which gives us a strict baseline than a
real world case where the user usually requests more than
maximum required by the workload). During the dynamic
consolidation, the baseline algorithm consolidates based on
the user requested resource requirement for all the running
workloads. While our semantic aware consolidation algo-
rithm performs consolidation based on the predicted resource
usage. We assume servers with 16 CPU cores and 32GB
memory. We report the percentage savings compared to the
baseline algorithm for an average of 10 runs. For packing
them together, we use the Vector Bin Packing algorithm [14].

For showing the savings influenced by each workload,
we apply our semantic aware provisioning algorithm on that
particular workload. For the rest of workloads, we use the
baseline algorithm for provisioning. As can be seen from
Figure 10, on average we achieve 17% better savings when
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Figure 10: Savings from consolidation. Different workload
influences savings differently (higher bar implies less sav-
ings).

using context for predicting resource usage. The best savings
can be achieved for workloads such as NWeight, Bayes
and SVM that has very small fraction of high resource
utilization.

VII. RELATED WORK

The analysis of behavioral patterns and deriving models
for Cloud Computing environments has been addressed
previously [15]–[21]. In this section, the most relevant
approaches are described. Furthermore, their flaws and gaps
are also discussed. Wang, et al. [22] present an approach
to characterize the workloads of Cloud Computing Hadoop
ecosystems, based on an analysis of the first version of the
Google tracelogs. Mishra, et al. [23] describe an approach
to construct Cloud computing workload classifications based
on task resource consumption patterns.

Moving over to higher level management tasks, benefits
of application assistance has been explored in both physical
and virtual systems, in the context of fault tolerance [24],
[25], physical memory management [26], checkpointing
[24], migration [27], QoS adherence [28], memory over-
commitment [29], [30], load balancing [31]. Others have
also explored moving management functionalities into the
application itself [32]. Alternatives to using applications
level knowledge for management tasks have also been
explored via statistical learning and prediction-based ap-
proaches [33]–[35].

A recent work takes the user of the job into account to
characterize the workload [3]. But that information is not
enough for characterizing the workload accurately because
a user may submit many different workloads. Also, many
users may submit similar workloads, therefore characterizing
based on users may give rise to redundant analysis.

VIII. CONCLUSION

In this paper we present a methodology for combin-
ing the resource utilization data of workloads running
on the cloud with the semantics of the underlying ser-
vice. With this semantic-aware annotation, we are able to
achieve significantly higher prediction accuracy early in the
workload lifetime that helps to make better consolidation
decisions. We show a 15% improvement in prediction
accuracy and an average 30% saving in resources after
online consolidation with around 25% less resource ca-
pacity violations using our method. We expect that our
lightweight, non-intrusive workload characterization and re-
source consolidation method will help the SaaS providers to
manage their resources more efficiently.
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