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ABSTRACT
Modern processors contain large last level caches (LLCs)
that consume substantial energy and area yet are impera-
tive for high performance. Cache designs have improved
dramatically by considering reference locality. Data val-
ues are also a source of optimization. Compression and
deduplication exploit data values to use cache storage
more efficiently resulting in smaller caches without sac-
rificing performance. In multi-megabyte LLCs, many
identical or similar values may be cached across multi-
ple blocks simultaneously. This redundancy effectively
wastes cache capacity. We observe that a large fraction
of cache values exhibit approximate similarity. More
specifically, values across cache blocks are not identical
but are similar. Coupled with approximate computing
which observes that some applications can tolerate error
or inexactness, we leverage approximate similarity to de-
sign a novel LLC architecture: the Doppelgänger cache.
The Doppelgänger cache associates the tags of multiple
similar blocks with a single data array entry to reduce
the amount of data stored. Our design achieves 1.55×,
2.55× and 1.41× reductions in LLC area, dynamic en-
ergy and leakage energy without harming performance
nor incurring high application error.

Categories and Subject Descriptors
B.3.2 [Memory Structures]: Design Styles—cache
memories

1. INTRODUCTION
Caches are a fundamental architectural component

to mitigate the long latency and high energy consump-
tion of accessing memory. Modern processors feature
multi-level cache hierarchies with substantial silicon real
estate devoted to the last level cache (LLC). Recent
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architectures contain up to 45 MB (Intel Haswell [14])
and 96 MB (IBM Power8 [11]) of L3 cache. Large server
application working sets and the preponderance of big
data applications signal that performance can be im-
proved through building ever larger caches. However,
area and energy are growing concerns, with such large
caches already taking up 30%-50% of chip area in current
chip multiprocessors (CMPs) [16, 28]. Although large
LLCs are a staple of modern architectures, increasing
LLC effectiveness can reduce cache storage and save area
and energy without hurting performance.

Reference pattern-based solutions and value-based
solutions can increase cache effectiveness. Reference-
based solutions [2,15,17,23,37] exploit reuse behavior to
make placement and replacement decisions about cache
blocks. Prefetching boosts performance by accurately
predicting the reference stream [9]. These reference-
based solutions strive to keep the most useful data in
the cache but do not reduce the amount of data stored.

In contrast, value-based techniques such as cache
compression and data deduplication leverage the pres-
ence of duplicate values and cache blocks to reduce the
amount of data that the cache must store. Deduplica-
tion [5,18,36] eliminates redundant copies allowing more
unique and useful data blocks to reside in the cache
while compression exploits value patterns to reduce the
size of individual cache blocks [1, 6, 13,22,29,30,38].

We take a value-based approach but leverage the novel
insight that multiple approximately similar values ex-
ist across cache blocks and can be stored as a single
data block in the cache. This insight of value similarity
dovetails perfectly with the rise of the approximate com-
puting paradigm. Approximate computing applications
are inherently error tolerant, which allows architects to
trade-off error for energy savings and/or performance
improvements [3, 8, 19,24,26,27,33].

The use of similar values coupled with the inherent
error tolerance of approximate applications make them
a natural fit for our novel Doppelgänger cache.1 Doppel-
gänger more efficiently stores approximate data in the
LLC. Compared to recent work that tolerates errors that

1A doppelgänger refers to a person’s look-alike or double; a
person and their doppelgänger are not identical twins but
are close enough that one can pass for the other. Our cache
stores doppelgänger values; they are not identical but deemed
similar enough for approximate computing.



arise from limited endurance of emerging memories [26]
or from less frequent DRAM refresh [19], we allow small
errors in order to reduce the footprint of data that the
LLC needs to store. The Doppelgänger cache decouples
the tag and approximate data arrays. We identify cache
blocks that are approximately similar and associate their
tags to a single entry in the data array. Multiple blocks
now share a single data entry, which serves as an accept-
able approximation of their values. This approach more
effectively uses storage, which enables a smaller data
array for substantial area and energy savings.

We make the following novel contributions:

• Characterizes the amount of approximately similar
data that exists in the LLC;

• Proposes Doppelgänger, a novel cache architecture
that identifies approximately similar cache blocks
and associates them with a single data array entry.

• Evaluates the Doppelgänger cache, demonstrating
1.55×, 2.55× and 1.41× reductions in LLC area,
dynamic energy and leakage energy with low appli-
cation error and only a 2.3% increase in runtime.

2. APPROXIMATE SIMILARITY
This section explores our key observation that applica-

tions contain many blocks that are approximately similar.
We limit our attention to numerical data: integer and
floating-point values. For the applications studied, these
data types form the bulk of the data footprint that is
approximation tolerant.

Conceptually, two cache blocks are approximately sim-
ilar if replacing the values of one with the other results in
acceptable application output. For the purposes of this
discussion, we use the following definition: two cache
blocks are approximately similar if each and every ele-
ment in one cache block is within a specified threshold
T of its corresponding element in the other cache block.
T is a design parameter. The programmer specifies the
range of all possible values for an element. T is defined
as a percentage of this range; for example, if each ele-
ment contains a value between 0 and 30, then setting
T to 10% implies that two elements are similar if their
values differ by no more than 3. The memory hierarchy
can exploit this approximate similarity by allocating
data storage to only one copy of blocks that are similar,
reducing energy and area.

Consider the example image in Fig. 1a. To determine
whether two cache blocks are approximately similar, we
pair-wise compare each element in the two blocks. T
of 0% indicates that all corresponding elements across
two cache blocks must be identical to share the same
data representation. Considering a sample of data in
Fig. 1b, none of the cache blocks hold identical data.
Between blocks 1 and 2, only one pair of elements (131)
is identical. If we relax T to 1% or higher, blocks 1 and
2 are identified as approximately similar since each pair
of elements are within 1% of each other. Storage for
only one data block is sufficient as the data of one of
the blocks is an acceptable approximation of the other.

1	  
2	  

3	  

(a) Example image. Many pixel values are similar. Boxes
indicate regions of data in the example. Source: wikipedia.
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R	   G	   B	   R	   G	   B	  

92	   131	   183	   91	   132	   186	  

90	   131	   185	   93	   133	   184	  

35	   31	   29	   43	   38	   37	  

(b) RGB pixel values in cache blocks corresponding to boxes
in image (assuming each cache block holds two pixels).

Figure 1: Example of approximate similarity in an image.
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Figure 2: Storage savings for approximate data blocks,
as we relax the similarity threshold T.

To measure how many blocks are similar, we instru-
ment applications from PARSEC [4] and AxBench [8]
using Pin [20] and measure the average fraction of blocks
residing in the LLC that are approximately similar. Pro-
grammer annotations provide two pieces of information:
1) what data can be approximated and 2) what range
of values the approximate data can take. For example,
if approximating RGB values of pixels, the range of
each element is 0-255. Sec. 4 provides the details of our
annotations and methodology.

Fig. 2 shows the average fraction of storage saved
when only a single data block is used to store approxi-
mately similar blocks, as a function of T. These results
assume a 2 MB shared LLC and only consider cache
storage occupied by approximate data. For example,
if there are four approximate data blocks in the cache,
and all of them are approximately similar, the storage
savings is 75% since all four can be stored as a single
block. For seven workloads, virtually no storage is saved
when T is 0%, which corresponds to cache values being
represented precisely. Blackscholes and swaptions are
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Figure 3: Doppelgänger overview. Tags of approximately
similar blocks are associated with the same data entry.

exceptions since there is a lot of exact redundancy in
the parameters used for computing prices (e.g., common
interest rates). As we increase our tolerance by relaxing
T, more blocks are considered similar which reduces the
number of unique blocks that the cache must store, pro-
viding opportunities for energy and area savings. For a
few applications like inversek2j and jmeint, finding simi-
larity is difficult since only one pair of elements needs
to exceed the threshold T to deem the entire block not
similiar. Sec. 3.7 explains how Doppelgänger extracts
approximate similarity at a block granularity using hash
functions of the block values.

3. DOPPELGÄNGER CACHE
In this section, we present the Doppelgänger cache,

a cache designed to identify and exploit approximate
similarity in order to reduce the LLC size and energy
without hurting performance. The Doppelgänger cache
consists of a tag array and an approximate data array.
Fig. 3 illustrates a conceptual view of the design. Doppel-
gänger receives requests from the upper level cache (i.e.,
L2 in our system) and stores data blocks from memory.
If the values contained in two blocks are approximately
similar, we associate their tags with the same data array
entry. This enables Doppelgänger to store approximate
data in a significantly smaller data array.

As Sec. 4 explains, the programmer must annotate the
regions of the address space amenable to approximation.
In this section, we focus on a split LLC organization
with a separate precise conventional cache and a Doppel-
gänger cache.2 Precise data is handled in the same way
as a traditional LLC and approximate data is directed
to the Doppelgänger cache. In Sec. 3.8, we describe
a unified design (uniDoppelgänger) where precise and
approximate data reside in the same cache.

3.1 Doppelgänger Cache Architecture
Given multiple similar blocks, Doppelgänger exploits

their similarity by storing the data of only one of these
blocks in the approximate data array. Multiple tag
array entries then point to a single data array entry. We

2In our experiments, we implement an LLC with a 1 MB
precise cache and a 1 MB Doppelgänger cache, compared
against a baseline 2 MB conventional LLC.

decouple the tag and data arrays to allow more tags than
data blocks. Fig. 4 depicts the organization of the tag
and approximate data arrays. Each tag entry contains
the address tag, the line’s state, two tag pointers (prev
and next), and a map value, which is used to index into
the data array. Each data array entry contains a map
tag, a tag pointer and the data block. The map tags
are implemented as a separate array: MTag array. As
a result, the entire approximate data array is nearly
identical to a conventional data cache (with separate
tags and data subarrays), except it is indexed by the
map value as opposed to the physical address.

The map value is our means of identifying approx-
imately similar blocks. For each cache block, a hash
function of the data values within the block generates
the map. We design the hash function to map similar
blocks to the same map value, which associates them all
with the same entry in the data array. Sec. 3.7 describes
map generation. The following sections describe how
the Doppelgänger cache operates.

3.2 Lookups
This section discusses how a physical address probes

the Doppelgänger cache. We focus on reads.
Step 1: Matching the Address in the Tag Array.
Given a request from the L2 cache, its address A indexes
the tag array similar to indexing a conventional cache.
The tag field is compared with the tag portion of incom-
ing address A. If no match is found, the access is a miss;
Sec. 3.3 explains how a miss is handled. If a match is
found, the access is a hit, and the map field is used to
locate the corresponding data block, as shown in Fig. 4.
Step 2: Locating the Corresponding Data Block.
Having found a matching tag, we use its map value to
index into MTag array. The lower portion of the map is
an index and the upper part is a tag to compare against
the map tag fields, as in a conventional tag array. All
MTag ways are accessed in parallel. One of the tags
is guaranteed to match. The corresponding data way
provides the data. This is a hit. A hit in the Doppel-
gänger cache requires two sequential tag lookups, one in
the tag array followed by one in the MTag array. This
has the potential to increase the hit latency compared
to a conventional cache. Although tag lookup latency
increases, the data array latency decreases since Doppel-
gänger allows for a considerably smaller data array. As
shown in Table 3 and further explained in Sec. 5.6, for
a Doppelgänger cache with an approximate data array
with 4× fewer entries than the tag array, the combined
MTag and data access latencies are lower than the data
access latency of the baseline conventional cache.

3.3 Insertions
Having found no matching tag in the tag array, a

request is forwarded to main memory where it awaits
the arrival of data, identical to a conventional cache.
Once the data arrives, we forward it to the L2 cache
so that processing can proceed. In the meantime and
off the critical path, we must decide whether a similar
data block currently exists in the data array. We use the
block’s values to calculate its map, which is then used
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Figure 4: Doppelgänger cache architecture.

to index the MTag array. As before, the lower portion
of the map serves as the set index, and the upper part
is compared against all the map tag values stored in
the indexed set. If a match is found, then there is a
similar data block and we can reuse it. Otherwise, no
similar block exists and we must allocate a new one.
The following discussion details these cases.
Similar Data Block Exists. In this scenario an in-
coming block with address A finds that there is a similar
block S in the approximate data array. A tag entry
is allocated for the block using the block’s address A.
The tag entry’s tag field is set to the tag portion of
the address A as it would be in a conventional cache.
The tag entry’s map field is set to the map of the block
values. This effectively links the tag entry with the data
array block. The tag entry of A is then inserted as the
head into a doubly-linked list of tag entries that share
the data array block S as shown in Fig. 5. The use
of doubly-linked lists simplifies replacements (Sec. 3.5).
The insertion is done by updating the prev and next
fields of the tag entries in the linked list. The tag pointer
field in S’s data array entry is then updated to point to
A, which is now the new head of the list.
Similar Data Block Does Not Exist. If no similar
data block exists, the incoming block picks an existing
data block D to replace. D’s tag pointer is used to scan
the linked list of tag entries that share D. Since D will
be evicted, all these tags need to be invalidated. Their
dirty bits generate writebacks to memory as required. In
addition, if the LLC is inclusive, copies of these blocks
that exist in private caches must also be invalidated.
Sec. 3.5 discusses this process and implications in more
detail. Once all relevant tag entries are cleared, the data
block is inserted into the data array; the prev and next
pointers of the tag are set to null as there is currently
only a single tag associated with the new block. The
map field of the tag is set to the map value.

3.4 Writes
On a write to a block in the Doppelgänger cache, we

must recompute the map given the new cache block

tags

A

B

C

Data

Figure 5: Linked list of tags associated with a single data
block. The data block has a pointer to the head of the
tag list and each tag contains a pointer to the data block.

values. If the new map is identical to the previous map,
the dirty bit in the corresponding tag entry is set and
no further action is needed; this write is either a silent
store or changes a value so slightly that the new block is
approximately similar to the original block. If the new
map (map′) differs from the previous one, we check to
see if a block with map′ already exists. If not, the newly
written block is inserted into the approximate data array,
and the tag entry is updated accordingly. If a block with
map′ already exists, we remove the tag of the newly
written block from the current linked list and place it in
the linked list corresponding to the data block associated
with map′. This process is the same as handling a miss
(see Sec. 3.3). The dirty bit of the corresponding tag
entry is set. Since this tag is now associated with an
existing block in the data array, the modifications to
the newly written block are effectively ignored. This is
not a problem. Dirty bits are maintained on a per-tag
basis, not per data block entry, as shown in Fig. 4; it
is possible for dirty and clean tags to both map to the
same entry in the data array. This simply means that
the modifications to the newly written block have now
made it similar to another block already in the cache.

3.5 Replacements
We consider tag eviction and data eviction separately.

If a tag is evicted, the data is also evicted if there is
only one tag associated with the data block. The tag
pointers are nulled and any privately cached copies of
this block are invalidated. If a tag is evicted and there



are multiple tags associated with the data block, the data
block remains in the cache and the linked list is updated.
When evicting a data block, all tags associated with it
must be evicted. For an inclusive LLC, this may trigger
a large number of back invalidations across the private
caches. Some of these blocks may require a writeback
to memory. The state of the block and the dirty bit are
associated with the tags and not with the data. Since a
single replacement may trigger multiple DRAM writes,
we must wait for all of them to be queued into the
LLC’s writeback buffer before releasing the data block.
In our experiments, we find that this is not a problem;
on average 4.4 tags map to a single data entry, and only
5.1% of evicted blocks are dirty upon a replacement; we
faithfully model the impact of these multiple evictions
in simulation.

The fact that the tag and approximate data arrays
are decoupled allows distinct replacement policies for
each of them. In this work, we use an LRU replacement
policy in both arrays. A more specialized replacement
algorithm could take into account additional aspects
of the Doppelgänger cache (e.g., the number of tags
associated to a data entry), but the study of such variants
of the replacement policy is left for future work.

3.6 Coherence
The Doppelgänger cache serves as the LLC of a chip

multiprocessor. Coherence is maintained using a direc-
tory at the LLC. Coherence state is maintained on a
per-tag basis; tag entries associated with the same data
block entry do not have to share coherence state because
our architecture decouples the tag and approximate
data arrays. Private cache requests to the Doppelgänger
cache to obtain read or write permissions are handled
in the same fashion as the baseline protocol. When a
processor requests read or write permission to a block
in the Doppelgänger cache that is in a modified state
in another processor’s private cache, the remote copy
is written back to the LLC. This writeback uses the
procedure described in Sec. 3.4.

3.7 Approximate Similarity Maps
The Doppelgänger cache strives to keep only a sin-

gle copy of similar blocks to save cache space. This
presents two challenges. The first is quickly determining
whether a similar cache block exists prior to inserting
an incoming block. A value-based data array cannot
simply be indexed using the physical address. With a
näıve approach, a request would have to search through
all existing blocks and check for similarity with each,
an impractical task. The second challenge is perform-
ing the similarity check cheaply without hurting energy
consumption or adding costly hardware modules to the
cache. Pair-wise element comparisons and relative error
calculations would be expensive to implement in hard-
ware and would take several cycles to calculate while
consuming additional energy. Doppelgänger uses a prac-
tical approach of map values to address these challenges.
We compute maps for each block using a hash function
of data element values; the hash function is chosen such
that similar blocks generate the same maps. Fig. 6a

data block A 
A[0] A[1] A[n] 

hash function 

mapping 

hash 

map 

(a) Doppelgänger map gener-
ation

max 

min 

2M - 1 

0 

hash space 

map 
space approximately 

similar 

(b) Mapping step in map gen-
eration

Figure 6: Hashing and map generation

illustrates map generation, which is a two-step process.
Step 1: Hash Function. The data elements A[0] to
A[n] in the block are input into a hash function, which
generates hash. When a programmer annotates their
code to specify approximate data, they declare 1) the
data type of each element, 2) the minimum value they
expect (min), and 3) the maximum value they expect
(max ).3 For example, a program that processes human
body temperature readings might specify floating-point
elements, with min of 25.0◦ C and max of 45.0◦ C. We
choose the hash function such that min ≤ hash ≤ max,
to perform the mapping in the next step.
Step 2: Mapping. The mapping converts hash to an
M-bit integer value: map, where 0 ≤ map < 2M . This
is a linear mapping from the application’s hash space
to Doppelgänger’s M-bit map space; min converts to
a map of 0 while max converts to a map of 2M−1, as
shown in Fig. 6b. The number of possible values in the
map space is typically much less than that of the hash
space. Thus the linear mapping effectively divides the
hash space into 2M equally-spaced bins. This is how
we capture approximate similarity: hash values that are
close to each other likely convert to the same map.

We define M at design time and it represents the size of
the map space. This determines the level of approximate
similarity that Doppelgänger accepts. For example, a
map space where M equals 0 means every single block
generates the same map and thus indexes to the same
entry in the data array, effectively considering every
block similar to every other. With a smaller map space,
more blocks are deemed similar, allowing for reductions
in energy and area. However, this trades off with an
increase in application output error since the mapping
of similar blocks becomes more relaxed. The map space
provides a design knob for controlling energy and area
savings while maintaining low application error. We
explore this in more detail in Sec. 5.

Note that if M is greater than the number of bits of
the element’s data type (e.g., 8 bits for single-channel
pixels), performing the mapping will result in the least
significant bits of map always being zero, resulting in set

3We assume that the data type is passed in with each memory
instruction while the min and max values are sent to and
buffered at the Doppelgänger cache when the application
begins. More details can be found in Sec. 4.



conflicts and underutilization in the approximate data
array. To avoid this, we simply omit the mapping step
and set map to be equal to hash in this case.
Implementation. We employ two hash functions:
1) the average of the element values in the block, and
2) the range of the element values (i.e., the largest value
in the block minus the smallest value). This generates
two map values per block which we concatenate together
to form a single map: the lower bits are the average map
while the upper bits are the range map.4 In the example
in Fig. 1b, our implementation generates the same map
for blocks 1 and 2: both blocks produce an average of 136
with a range of 95, but block 3 produces a different map.
This matches our intuition of approximate similarity –
as one can see from Fig. 1a – that the values in boxes 1
and 2 are almost identical and yet quite distinct from the
values in box 3. Thus using maps in this way produces a
constructive form of aliasing; intelligently selecting our
hash functions and the size of the map space results in
similar blocks generating the same map values. Though
we use the average and range, other hash functions are
possible; we leave this to future work.

We compute the map value only upon insertions into
the Doppelgänger cache and writebacks from the L2
cache. This computation is done in hardware. Although
it takes several cycles to compute the hash function, this
action is off of the critical path of the processor. An
insertion occurs when a data block has arrived from main
memory in response to a miss. At this point, the data
block is immediately pushed to the private caches and
processor cores, allowing them to continue execution
without waiting for the map generation to complete.
For this reason, and because writebacks are generally
latency-insensitive, generating the map is off the critical
path and can safely take multiple cycles.

3.8 uniDoppelgänger Cache
Using separate precise and Doppelgänger caches for

the LLC may hurt the performance of applications with
little or no approximate data. The resulting precise
cache is smaller than the baseline LLC. Without suffi-
cient approximate data, the Doppelgänger cache may
be underutilized while a larger precise working set puts
pressure on the smaller precise cache. As a result, we
also propose a unified Doppelgänger design (uniDop-
pelgänger) that combines these structures, allowing for
precise and approximate blocks to reside in the same
data array. The uniDoppelgänger cache is similar to
the Doppelgänger architecture described in the previous
sections. One bit is added to each entry in both the
tag and MTag arrays to distinguish between precise and
approximate blocks. For precise blocks, the hash compu-
tation is forgone; the map value simply uses the physical
block address as a pointer to a unique entry in the data
array. Precise tag entries always have their prev and
next pointers nullified, since precise tags cannot share
data blocks. Thus uniDoppelgänger provides flexibility
in systems where applications can vary from very high
to very low approximate footprints.

4We only use the dM/2e higher order bits of the range map.

Simulation Configuration
Processor 4 IA-32 cores, 1 GHz,

4-wide OoO, 80-entry ROB
Private L1 cache 16KB, 4-way, LRU, 1-cycle latency, 64B blks
Private L2 cache 128KB, 8-way, LRU, 3-cycle latency

Shared LLC 2 MB, 1-bank, 16-way, LRU,
inclusive, 6-cycle latency

Main memory 1 GB, 160-cycle latency
Cache coherence MSI protocol
Technology node 32 nm

LLC Configuration with Doppelgänger
Precise cache 1 MB, 16-way,

LRU, 6-cycle latency
Doppelgänger 1 MB tag-equivalent (16 K tags),

tag array 16-way, LRU
Doppelgänger 256 KB (1/4 capacity),

data array 16-way, LRU
Doppelgänger 6-cycle latency
access latency

Map space 14-bit

LLC Configuration with uniDoppelgänger
uniDoppelgänger 2 MB tag-equivalent (32 K tags),

tag array 16-way, LRU
uniDoppelgänger 1 MB (1/2 capacity),

data array 16-way, LRU
uniDoppelgänger 6-cycle latency

access latency
Map space 14-bit

Table 1: Configuration parameters used in evaluation.

4. METHODOLOGY
For our evaluation, we assume a 4-core CMP, con-

figured as in Table 1. Our baseline LLC is 2 MB. In
our design, we use an LLC with a 1 MB precise cache
and a 1 MB Doppelgänger cache as in Table 1. We
also evaluate an LLC with a 2 MB uniDoppelgänger
cache as in Table 1. Full-system performance is eval-
uated using FeS2, a cycle-level x86 simulator [21]. All
applications execute no more than one billion user-mode
instructions. We use CACTI [35] to measure area and
energy consumption. To account for the overheads of
map generation, we assume eight floating-point multiply-
add units, each with an area of 0.01 mm2 and energy
consumption of 8 pJ/op [12]. These units are used to
compute the average and range of values in each block
(at most 16 floating-point elements per 64-byte block);
although this incurs additional latency, map generation
is off the critical path as discussed in Sec. 3.7. We use
Pin [20] to evaluate the error introduced by the Dop-
pelgänger cache; using a lightweight Pin tool allows us
to execute the full application to determine the output
error. All error results pertain to the application’s final
output, not the individual error from each memory ac-
cess or cache block. In approximate computing, output
error below 10% is generally acceptable [26,34].

4.1 Benchmarks
We use benchmarks from the PARSEC suite [4]

(simmedium inputs) and leverage error metrics from
prior work [27, 32]. We also use custom parallelized
versions of benchmarks and their proposed error met-
rics from AxBench, an approximate computing bench-
mark suite [8]. We use programmer annotations, a
well-established technique to identify data that can be



blackscholes 61.8% canneal 38.0% ferret 45.9%
fluidanimate 3.6% inversek2j 99.7% jmeint 94.7%

jpeg 98.4% kmeans 59.6% swaptions 1.5%

Table 2: Percentage of LLC blocks that are approximate.

approximated [25]. Our benchmarks are hand-annotated;
Table 2 shows the average LLC footprint of approximate
data. We select a diverse set of applications, with very
low to very high approximate footprints, to allow for a
fair evaluation of our Doppelgänger cache. We focus on
applications in PARSEC that are amenable to approxi-
mate computing. For some benchmarks like swaptions,
the footprint is low since we focus our annotations only
on the input data set for simplicity, though much of the
LLC is occupied by temporary arrays and buffers for
intermediate data, which can also be approximated.

These program annotations specify the data type of
each approximate element. Within a single application,
the programmer may annotate elements with different
data types, though we find that this is not necessary
for our benchmarks. The programmer also specifies the
expected range of values that approximate data can
take on (e.g., with pixel data, this range would be from
0 to 255). For simplicity, a single range is specified
for all data elements of a given data type in the ap-
plication (e.g., we specify the same expected range of
values for all approximate float elements). Though this
may cause some inaccuracies when elements are used for
different purposes (as we show later with swaptions in
Section 5.2), for most of our applications, we find that
this is sufficient to minimize complexity. The program-
mer should have a good idea of the legal possibilities to
provide a conservative estimate of the range to hardware.
Any runtime values that go outside the range are simply
clamped to the specified minimum/maximum.

We assume ISA support to identify load and store
operations on approximate data to the hardware [7].
This information, along with the data type, is encoded
into the LLC request message; approximate loads and
stores are automatically directed to the Doppelgänger
cache, while all others go to the precise cache. We
assume that range information is passed to the hardware
once in the beginning of the benchmark and stored in a
small buffer at the LLC. Doppelgänger can be used with
multiprogrammed workloads by storing this information
per application; this would require a small set of registers
with negligible energy and area overhead.

5. EVALUATION
We evaluate performance, application output error,

area and energy consumption for the Doppelgänger cache.
We first characterize how much data storage is saved
based on the approximate similarity captured by Dop-
pelgänger’s map space (Sec. 5.1). We compare these
storage savings against two cache optimizations: 1) exact
deduplication [36] which eliminates redundant (identi-
cal) copies of data blocks, and 2) base-delta-immediate
(B∆I) compression [22] which compresses blocks based
on differences from a common base value. In Sec. 5.2,
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Figure 7: Approximate data storage savings with varying
Doppelgänger map space sizes.

we measure error and runtime, exploring the effects of
varying the sizes of the map space and the approximate
data array. We then evaluate energy (Sec. 5.3) and
area (Sec. 5.4) savings. Finally, we evaluate the uniDop-
pelgänger design (Sec. 5.5) and discuss the hardware
overheads of our architecture (Sec. 5.6).

5.1 Approximate Similarity
This section evaluates Doppelgänger’s ability to save

storage by exploiting approximate similarity. We explore
the impact of varying the map space size and compare
against cache compression and deduplication.
Map Space. As discussed in Sec. 3.7, the size of
Doppelgänger’s map space defines the amount of ap-
proximate similarity that it captures. The more ap-
proximately similar blocks there are in the cache, the
greater the potential for storage savings. Fig. 7 shows
the approximate data storage savings in the baseline
2 MB LLC, while varying the map space size. These
results only look at approximate blocks residing in the
LLC and show the fraction of them that can be removed
if similar blocks (i.e., blocks with the same map values)
share a single data entry. Doppelgänger captures a large
amount of approximate similarity, saving 37.9% and
65.2% of the data storage with 14-bit and 12-bit map
spaces. Even inversek2j and jmeint provide significant
opportunity for storage savings, despite having a low
amount of element-wise similarity as discussed in Sec. 2.
By using hash functions that aggregate the values of
elements within a block, Doppelgänger extracts more
similarity at a block granularity.
Compression and Deduplication. We compare
Doppelgänger against two techniques that reduce cache
storage: exact deduplication and B∆I compression.
Fig. 8 shows the approximate data storage savings in the
baseline 2 MB LLC. With a 14-bit map space, Doppel-
gänger saves 37.9% of storage, compared to only 5.3%
and 20.9% for exact deduplication and B∆I compression.
Existing deduplication techniques require data blocks
to be identical to save storage. Similarly, existing cache
compression techniques are lossless; decompressing a
block must return its original values. By exploiting
applications’ tolerance to approximation, we relax the
notion of similarity and achieve greater savings.
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Figure 8: Comparing approximate data storage savings
in Doppelgänger against base-delta-immediate compres-
sion (B∆I) and exact deduplication.

Our work targets data that can approximated as anno-
tated by the programmer. In our applications’ approxi-
mate data sets, it is difficult to find exact similarity. B∆I
is very effective with integer values (e.g., canneal and
jpeg), but is less effective with the floating-point values
in the other benchmarks. Despite having floating-point
values, blackscholes and swaptions benefit significantly
from exact deduplication since many pricing values are
exactly redundant, as discussed in Sec. 2. Though these
results are only for approximate data, B∆I and exact
deduplication can be applied to precise data as well.
Since precise and approximate data are separated in
hardware, these techniques can be used simultaneously
with Doppelgänger in the LLC. Furthermore, most cache
compression techniques perform intra-block compression
while Doppelgänger is inter-block. Thus their benefits
are orthogonal; compression can be used in conjunction
with Doppelgänger to further save space in the data
array. Specifically, employing B∆I with Doppelgänger
improves the storage savings to 43.9%.

5.2 Performance and Error
In this section, we assume the base Doppelgänger

configuration in Table 1 and evaluate application runtime
and output error when varying the sizes of the map space
and the approximate data array.
Map Space. Doppelgänger’s map space size is a design
trade-off between the amount of approximate similarity
and application output error. Fig. 9 varies the map
space size and shows output error and runtime; runtime
is normalized to the baseline 2 MB LLC. Error decreases
with a larger map space since fewer blocks are considered
similar. With the exception of ferret and swaptions, the
output error stays well below 10%. As noted by San
Miguel et al. [27], the error metric used for ferret is
pessimistic since it assumes that the baseline precise
execution returns the only acceptable image results per
query, even though other acceptable images may exist in
the database. In swaptions, floating-point elements are
used for different purposes (e.g., prices, interest rates,
time intervals). Since all elements of a given data type
share the same expected range of values (as discussed in
Sec. 4.1), elements with relatively smaller values (e.g.,
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(a) Application output error.
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(b) Normalized runtime.

Figure 9: Doppelgänger with varying map space sizes.

interest rates) become overly susceptible to approximate
similarity, leading to some inaccuracy. Other similarity
functions can be used that account for different ranges
or different uses of the same data type; this exploration
is left for future work. Despite these cases, with a 14-bit
map space, Doppelgänger keeps error at a tolerable level,
nearly 10% or lower.

As shown in Fig. 7, larger map spaces yield fewer ap-
proximately similar blocks and decrease the data storage
savings. Runtime also increases (Fig. 9); the greater the
ratio between map space size and data array size, the
more misses in the data array. Despite this, the increase
in runtime is low, less than 1% on average between the
12- and 14-bit map spaces. Varying the map space size
has minimal impact on performance. Our base Doppel-
gänger configuration (Table 1) opts for a 14-bit map
space, since it yields the lowest application error while
still capturing a high amount of approximate similarity,
offering 37.9% savings in approximate data storage.
Approximate Data Array. To achieve energy and
area savings, we reduce the size of the approximate data
array. As Sec. 5.1 demonstrates substantial opportunity
for storage savings, we evaluate the impact of smaller
data arrays on output error and performance. This is
shown in Fig. 10. The data array size is represented
as a fraction of the effective tag capacity; since the
Doppelgänger tag array contains 16K entries (equivalent
to a 1MB cache), a 1/4 data array contains 4K blocks
(256KB of data). As the approximate data array shrinks,
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(a) Application output error.
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Figure 10: Doppelgänger with varying approximate data
array sizes (the size is given as the number of data array
blocks relative to the number of tag array entries).

runtime increases slightly. Though the tag array size
is fixed, the number of LLC misses increases when the
data array gets too small. This performance loss is
most evident in canneal, which is the most sensitive to
LLC misses (12.2 LLC misses per thousand instructions)
due to its random memory access behaviour. Despite
this, Doppelgänger performance is very similar to the
baseline, with only a 2.3% increase in runtime with a
1/4 approximate data array.

Unlike conventional caches, Doppelgänger embraces
value reuse (via approximate similarity) as opposed to
data reuse; more value reuse allows for storage savings
while data reuse is less desirable since it sends more
approximate values to the upper level caches. As a
smaller data array will have more misses, this results in
less data reuse and thus lower error as the approximate
data array shrinks. Our base Doppelgänger configuration
(Table 1) opts for a 1/4 data array, which yields a good
trade-off between performance and error.

5.3 Energy Consumption
Fig. 11 shows the reduction in LLC dynamic and

leakage energy relative to the baseline 2 MB LLC when
using Doppelgänger with varying approximate data array
sizes. These results account for the energy consumption
of both the precise and Doppelgänger caches. With
a 1/4 data array, Doppelgänger achieves 2.55× and
1.41× reductions in LLC dynamic and leakage energy.
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Figure 11: Doppelgänger reduction in LLC energy (in-
cludes both precise and Doppelgänger caches) relative
to baseline.
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Figure 12: Doppelgänger off-chip memory traffic nor-
malized to baseline.

These yield 1.19× and 1.28× reductions in dynamic
and leakage energy for the total on-chip cache hierarchy.
Energy savings increase with smaller data array sizes.
The only exception is canneal, which sees an increase
in dynamic energy. As discussed in Sec. 5.2, canneal
exhibits a significant increase in LLC misses due to
smaller data arrays, resulting in more cache activity.
Since Doppelgänger risks an increase in LLC misses,
we also measure the amount of off-chip memory traffic
normalized to the baseline 2 MB LLC (Fig. 12). We
find that on average, Doppelgänger introduces minimal
impact in off-chip memory traffic: only 3.4% and 1.1%
increases with a 1/4 and 1/2 data array.
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Figure 13: Reduction in LLC area for Doppelgänger
(including both the precise and Doppelgänger caches)
and uniDoppelgänger, with varying data array sizes.

5.4 Area
Along with energy consumption, Doppelgänger allows

for significant savings in area. Fig. 13 shows the reduc-
tion in LLC area, which consists of both the precise and
Doppelgänger caches, relative to the baseline 2 MB LLC.
More LLC area is saved as the approximate data array
shrinks. Doppelgänger is able to achieve 1.36×, 1.55×
and 1.70× reductions in LLC area with 1/2, 1/4 and 1/8
data arrays respectively. These result in 1.25×, 1.36×
and 1.44× area reductions in the total cache hierarchy.

5.5 uniDoppelgänger Cache
As described in Sec. 3.8, uniDoppelgänger is a variant

of our design that allows precise and approximate blocks
to reside in the same cache. By unifying the blocks,
uniDoppelgänger offers more flexibility in the presence
of varying precise and approximate footprints, as can
be seen in our applications (Table 2). Fig. 14 shows
output error, runtime and LLC energy with a 2MB
uniDoppelgänger cache relative to the baseline 2MB
LLC, configured as in Table 1. We vary the size of
the data array; this is represented as a fraction of the
baseline LLC. The 3/4 data array contains the same
cache storage as the 1/2 data array in the non-unified
design; however, this uniDoppelgänger configuration
allows more flexibility for precise data and results in
lower MPKI for some benchmarks. This flexibility comes
at the cost of additional overhead; however, the 3/4 data
array still offers modest area and energy savings. As in
the non-unified Doppelgänger design, decreasing the size
of the data array trades off a slight increase in runtime
for energy and area savings. With a 1/4 data array
(512KB), uniDoppelgänger reduces LLC dynamic energy
and leakage energy by 2.45× and 2.60×. As shown in
Fig. 13, this configuration reduces LLC area by 3.15×.
Thus by unifying the precise and approximate storage,
we can achieve significant savings while maintaining
comparable output error and performance to the non-
unified Doppelgänger design (Fig. 10).

5.6 Hardware Overhead
Doppelgänger’s decoupled tag and data arrays require

additional meta-data to track blocks and associate mul-
tiple tags with the same data entry. The size of the tag
and data arrays is given in Table 3. We assume a 32-bit
address space with the system configuration in Table 1,
namely a 2MB baseline LLC, a 1MB precise cache and
a 1MB Doppelgänger cache with a 256KB approximate
data array. Table 3 also shows the hardware cost of a

2MB uniDoppelgänger cache with a 1 MB data array.
Each entry in the Doppelgänger tag array includes the
tag, previous and next tag pointers, a map value and
state bits. This results in 77 bits per tag-entry. Each
entry in the MTag array includes a map tag, replace-
ment bits and a tag pointer to the head of the linked
list associated with this data entry. These three extra
fields add an additional 38 bits per 64B cache block.
Even with this additional meta-data, overall storage
requirements are reduced by 1.43×. This smaller Dop-
pelgänger cache design leads to a more energy-efficient
architecture. With at most 16 floating-point elements
per 64-byte cache block, we conservatively assume that
map generation (i.e., computing the average, computing
the range and performing the mapping step) consists
of 21 floating-point multiply-add operations. Assuming
8 pJ/op (Sec. 4), we estimate 168 pJ for each map gen-
eration. All of these overheads are faithfully modeled
in the energy and area results in Sec. 5.

Table 3 also provides the access latency and energy
for each structure as calculated by CACTI [35]. Though
Doppelgänger introduces an additional step in the lookup
latency (i.e., sequential lookup in the tag array followed
by the MTag array), the approximate data array is much
smaller. This results in a data access latency (i.e., MTag
array access followed by data block access) that is 1.31×
lower than that of the baseline LLC.

5.7 Summary
Our Doppelgänger architecture is designed to save

energy and area by exploiting approximate similarity.
Compared to two existing cache optimizations – exact
deduplication and B∆I compression – Doppelgänger
takes advantage of applications’ tolerance to approx-
imation to yield more data storage savings. With a
14-bit map space and a 1/4 approximate data array, the
runtime is kept within 2.3% of the baseline and appli-
cation error remains low (nearly 10% or lower). With
this configuration, Doppelgänger achieves substantial
reductions in LLC area (1.55×), dynamic energy (2.55×)
and leakage energy (1.41×). We achieve greater area
and energy savings by unifying precise and approximate
storage with the uniDoppelgänger cache.

6. RELATED WORK
In this section, we briefly present related work in the

area of cache design and approximate storage.
Cache Optimizations. A large body of literature
looks at improving cache performance and efficiency.
Both reference- and value-based optimizations improve
effective cache capacity; in this section, we focus mainly
on value-based techniques as they are most related to
our Doppelgänger cache design.

Previous work explores amount of redundant data
stored in caches [5, 18, 31, 36]. Reducing redundant data
uses caches more effectively and can either boost per-
formance or improve energy-efficiency through smaller
LLCs. CATCH [18] identifies redundancy in the instruc-
tion cache due to programming constructs and compiler
transformations. They identify redundant instruction
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Figure 14: Error, performance and energy with uniDoppelgänger.

Component Baseline Precise Doppelgänger Doppelgänger uniDoppelgänger uniDoppelgänger
LLC cache tag array data array tag array data array

2 MB 1 MB (equivalent 1MB) 256 KB (equivalent 2MB) 1 MB

Total entries 32 K 16 K 16 K 4 K 32 K 16 K

Tag 15 16 16 20 15 18
Coherence 4 4 4 - 4 -

Full-map vector 4 4 4 - 4 -
Replacement 4 4 4 4 4 4
Tag pointers - - 2×14 14 2×15 15

Map - - 21 - 21 -
Precise/approximate - - - - 1 1

Tag entry (bits) 27 28 77 38 79 38

Data entry (bits) 512 512 - 512 - 512

Total size (KBytes) 2156 1080 154 275 316 1100
Area (mm2) 4.12 1.91 0.19 0.47 0.40 1.95

Access latency
tag (ns)/data (ns) 0.61 / 1.27 0.45 / 1.07 0.48 / - 0.30 / 0.67 0.74 / - 0.51 / 1.07

Access energy
tag (pJ)/data (pJ) 24.8 / 667.4 13.5 / 322.7 30.8 / - 6.3 / 80.3 61.3 / - 18.7 / 322.7

Table 3: Hardware cost and access latency and energy.

cache blocks through a hardware hashing mechanism.
For instructions, an exact match is needed so this is or-
thogonal to our approach. Multi-execution [5] observes
that when multiple instances of the same program are
run, similar data is often used. They propose a merge-
able cache that identifies cache block duplicates based
on the virtual address. Address Correlation [31] finds
correlations among addresses that access the same data
value; a large fraction of misses can be satisfied by values
already in the cache. Last-level cache deduplication [36]
uses a hashing mechanism to identify and eliminate re-
dundant data from the cache. For their scheme to see
benefit, entire cache blocks much match each other ex-
actly. Alternatively, we look at relaxing this requirement
leading to a novel hardware design and greater benefits.

Cache compression is a widely researched technique to
increase the effective cache capacity [1,6,13,22,29,30,38].
Frequent value compression [38] and frequent pattern
compression [1] leverage properties of the cache values
to achieve effective compression. Base-delta-immediate
(B∆I) compression [22] exploits the observation that the
dynamic range of values in the cache is typically small to
produce an effective encoding. However, as discussed in
Sec. 5.1, B∆I is less effective when compressing floating-
point values. Cache compression generally targets intra-
block storage; this is orthogonal to Doppelgänger, which
exploits inter-block approximate similarity.
Approximate Data Storage. There has been sig-
nificant research on storing approximate data more ef-

ficiently. In approximate storage research, the general
approach is to tolerate errors while still storing the full
footprint of data. Lifetime and performance in phase
change memory can be improved by reusing failed cells
and reducing write precision [26]. Drowsy caches [10]
introduce the possibility of bit failures as they reduce the
supply voltage of SRAM cells to save power. Techniques
such as drowsy caches do not alter the footprint of data
stored in the cache. Refreshing approximate data at
lower rates saves DRAM refresh energy but increases
the likelihood of data corruption [19]. Doppelgänger
takes an alternative approach; we allow small tolerable
errors in values to reduce the amount of data stored in
the LLC. By doing so, we can reduce the LLC size to save
energy and area with minimal impact on performance.

7. CONCLUSION
We identify the phenomenon of approximate value

similarity across cache blocks in approximate computing
applications. If we simply look for two cache blocks
containing identical values, there is little opportunity
to reduce the overall cache footprint. If we relax our
definition of similarity, a single data array entry can
represent a large fraction of cache blocks. To exploit
this phenomenon, we introduce the Doppelgänger cache
architecture. This cache architecture uses decoupled
tag and approximate data arrays to identify approxi-
mately similar blocks and allow multiple tags to point



to the same data array entry. The approximate data
array requires substantially less storage without nega-
tively impacting performance. With a 1.55× LLC area
reduction, we see dynamic and leakage energy savings of
2.55× and 1.41× with low impact on performance and
application error. Our Doppelgänger design provides
strong evidence of the benefits of a cache architecture
that exploits approximate similarity.
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