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Abstract

Trace-BasedOptimization for Precomputation and Prefetching

Madhusudan Raman
Master of Applied Science
Graduate Departmert of Computer Engineering
University of Toronto

2006

Memory latency is an important barrier to performancein computing applications. With
the advent of SimultaneousMultithreading, it is now possibleto useidle thread corntexts
to executecode that prefetchesdata, thereby reducing cade missesand improving per-
formance. TOPP is a systemthat completely automatesthe processof detecting delin-
guert loads, generating prefetch slicesand executing prefetch slicesin a syndronized
manner to achieve speedupby data prefetching. We presen a detailed description of
the components of TOPP and their interactions. We identify tradeo s and signi cant
overheadsassaiated with TOPP and the processof prefetching. We evaluate TOPP on
memory-irtensive bendimarks and demonstratedrastic reductionsin cade missesin all
tested bendimarks, leadingto signi cant speedupsin somecasesand negligible bene ts

in others.
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Chapter 1

In tro duction

Memory latency is now a dominating factor in many real-world applications. For this
reason,cadie missesare an important bottlened in performance-orieted computing [1].
Recen advancesn simultaneousmultithreading (SMT, alsoknown ashyperthreading[2])
have brought parallel processingcapabilities into the desktop PC (Fig. 1.1). Howe\er,
the vast majority of modern applications are not designedto take advantage of SMT or

any sort of parallel processing.

Logical Logical
CPU CPU
1 2
A A A A
SHARED
CACHE

Figure 1.1: HyperthreadedCPU
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In this thesis, we dewelop and implemert a systemthat addresseshe cade miss
bottlenedk while making use of existing, but underutilized capabilities of SMT CPUs.
TOPP (Trace-basedOptimization for Precomputation and Prefetching) is a runtime
optimization system that dynamically pro les programs, and generatesand executes
prefetching sliceswith the purposeof reducing cathe missesand speedingup a single-

threadedtarget program.

1.1 Functional Overview of TOPP

TOPP Target
Source Source
COMPILE
4
Combined
Binary

Execute on Profile
Logical CPU
1 IDENTIFIED
$MISSING
LOAD
v
Generate

Prefetch Slice

Y

Execute on
Logical CPU
2

Figure 1.2: TOPP Functional Overview

The fundamenal working of TOPP is as follows: TOPP functionality is compiled
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into the target program binary. As the target executes,TOPP usesperformancemoni-
toring hardware along with statistical sampling to idertify load instructions with many
cathe misses. Once sudh a load has beenidentied, TOPP generatesa prefetch slice
which cortains just enoughcode to compute future memory accessesor the load. As
hyperthreaded CPUs have two thread cortexts, the prefetc sliceis executedon the idle
thread cortext.

As the prefetd sliceruns, it executeduture iterations of the loop cortaining the target
load and prefetches data into the cate. Sincethe cade is sharedon a hyperthreaded
CPU, the target program will not experiencecate miss latency while accessinglready
prefetdhed data. This results in a reduced cate miss rate and consequetly, faster
program execution. Fig. 1.2 descrikesthe functionality of TOPP.

Although existing researti (Section 2.4) details numerousvaried approadesto ad-
dressingcade miss latency with multiple threads, ours is the only approad to combine
the aspects of dynamic cadie miss monitoring, slice generation and prefetching using

hyperthreaded CPUs.

1.2 Comp onents of TOPP

TOPP is built as an extensionto Strata [3], which is a software dynamic translator
(Section2.1). Strata helpsTOPP take cortrol of the target program, interrupt it whena
load causingmarny cade missesis iderti ed, and usethe basicblocks around the load to
build a prefetching slice. Thus, Strata can be consideredthe baseof TOPP. We alsouse
somelibrary API functionality from DynamoRio [4], which is another software dynamic
translator.

To generatea prefetd slice, rst a frequertly missingload hasto be iderti ed. For
this, we make useof the Intel Xeon's performancemonitoring hardware. We implemert

functionality in the Linux kernel which allows us to monitor the target program and
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obtain samplesof instructions causingcade misses. This allows us to keep courts of
cade missescausedby speci ¢ instructions.

Once suth a load has beenidenti ed, we use our extensionsto Strata to compute
the trace that it is on. This trace is usually a loop or set of loopsthat are involved in
computing the load address. We then usethe Dynamorio API to generatethe prefetch
sliceitself. Although Dynamorio is also a software dynamic translator, we only useits
powerful library for translating and working with madine-le\el instructions. We usethe

library API of Dynamorio to prune the trace and generatea minimal prefetc slice.

1.3 TOPP Contributions

In this thesis, we make the following cortributions:

We presen the designand implemertation of TOPP, a transparert software-only
dynamic optimizer that usesruntime pro ling to perform cade prefetching at run-

time.

We show our implemertation of a runtime pro ler usingexisting performancemon-

itoring hardware on Intel CPUs.

We demonstrate a novel approat to prefetdh slice generation at runtime using

Software Dynamic Translators.

We presen performanceresults of TOPP and shaw that it can be quite bene cial

to cade performanceof real-world bendymarks.

1.4 Overview of Thesis

We presen a badkground and descrilte underlying tools in Chapter 2. In Chapter 3,

we descrike the processof dynamic pro ling and statistical sampling to identify loads
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with many cade misses. We then presen the processof generatinga prefetc slice in
Chapter 4. In Chapter 5, we explain how a prefetch slice is executedand coordinated
soit can carry out its task of prefetching. Chapter 6 is a description of our evaluation
methodology and results. We concludein Chapter 7, providing a summary of our work

and touching upon future researb directions.



Chapter 2

Background and Related Work

In this chapter, we intro duce systemsand algorithms that are usedto make TOPP work.
We discussStrata and DynamoRio and touch upon functionality that is usedby TOPP.
We then descrile Intel's performancemonitoring systemand descrilke how we useit for
our purposes.In the related work section,we discussrelated researb and cortrast TOPP

with other existing approadesto data prefetding.

2.1 Strata

Strata is a Software Dynamic Translator. It functions similar to a virtual macine in
that it examinesand translatesinstructions beforeallowing them to executeon the host
CPU [3]. Strata's basicfunction is to enablecode cortrol and on-the-y modi cation. It
accomplisheghis by not allowing the target programto executenatively. Instead, native
code is copiedinto Strata's code cade. Only code in the code cate is actually executed
on the host CPU. This allows usto take cortrol of executingprogramswheneer needed,

and alsoallows us to modify code that is about to execute.
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DIRECTLY
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Figure 2.1: Strata Code Generationand Execution Flow

2.1.1 Strata Fragment Builder

Strata uses\fragments” to group cortiguously executinginstructions. A fragmernt is the
Strata equivalert of a basicblock in that cortrol ow can only erter a fragmert at the

rst instruction, and canonly leave the fragmert at the last instruction.

Strata's fragmernt builder is invoked by explicit function calls from the target C pro-
gram (i.e., the program that is to be cortrolled by Strata). Oncethe fragmert builder
hasbeeninvoked, it fetchesand partially decalesmadine code instructions of the target
program. Strata only decalesenoughof an instruction to computeits length (so that it
canfetch the next instruction) and to distinguish betweennormal instructions and those

a ecting cortrol ow.

Strata does not interpret or execute single native instructions, instead it natively
executescompletefragments only. Therefore, Strata must be able to identify the bound-
aries of fragmerts before executingthem. To build a fragmen, the native instructions
to be executedare inspectedin sequence Any instruction that is not a cortrol transfer

instruction (CTI) is simply appendedto the end of the fragmert currertly being built.
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When a CTI is encounered, one of the following actionsis performed:

1. If the CTI is an unconditional jump, Strata cortinues fetching from the target
program courter address(PC). Instructions cortinue to be addedto the current

fragmert.

2. If the CTI is a conditional jump, Strata endsthe fragmert and insertsa trampoline

(Section 2.1.2).

3. If the CTI is a function call, Strata cortinuesfetching instructions from the callee

function and adding them to the current fragmert.

4. If Strata encourers a return instruction, it endsthe fragmert at that point.

Once a fragmert is generated,it is stored in Strata's own code cade, called the
fragmert cade. At the end of the fragmert, Strata inserts code that calls the fragmen
builder with the addressof the next native code instruction. Oncethe fragmert is stored,
it is executed. Once executionreahesthe end of the fragmert, the fragmert builder is
automatically called and begins generating the next fragmert, and so on. Figure 2.1

elaborateson this process.

2.1.2 Strata Tramp olines

At the time a fragmert is being generatedby Strata, it has not beenexecutedyet. In
addition, sinceStrata doesnot interpret macdine code, there is no easyway of deducing
whether a conditional jump will be taken or not. Therefore, when Strata encourers a
conditional jump, it hasno way of knowing whetherto fetch subsequeninstructions from
the taken PC or the not taken PC (x86 conditional jumps can only branch two ways).
Strata solwesthis issueby using trampolinesand patches.

A trampoline is a sectionof code (one to three instructions) that mediatesa condi-

tional jump and a target. A conditional jump rst jumps to a trampoline, which then
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decideswhereexecutionwill cortinueto. Sinceconditional jumps have two possibleout-
comes,there are two trampolinesper conditional jump. The conditional jump obviously
hasto be retargeted(i.e., its target addressshould be setto the trampoline PC) sothat
whenit is taken, it jumps to the taken trampoline. The not taken trampoline hasto be
in the fallthrough portion of the conditional jump. SinceStrata doesnot modify native
code, the trampoline only existsin the Strata-generatedfragmert.
0x20000 mov ecx -> eax
0x20000 mov ecx -> eax

0x10000 movecx -> eax 0x20003 dec eax
0x20003 dec eax

0x10003 dec eax 0x20005 jnz 20013

0x20005 jnz 20013
0x10005 jnz 11000 0x20009 push 0x10009

0x20009 push 0x10009
0x10009 mov eax,ebx 0x2000d call <strata>

0x2000d call <strata>
0x20013 push 0x11000

0x20013 jmp 21000
0x20017 call <strata>

a) Native code b) Unpatched Fragmert c) Patched Fragmert

Figure 2.2: An exampleof trampolines

The function of a Strata trampoline is asfollows. When a fragmert is generated,both
taken and not taken trampolinesconsistof the samecode - A push of the original (native
code) addressto start generatingfrom, and a call to the fragmert builder. When the
fragmert is executedand executionreadeseither trampoline, Strata beginsto generate
the missingfragmert. Oncethe fragmern is generated,the push and call trampoline is
replacedby adirect jump to the newly generatedfragmert. The next time the trampoline
is encourtered, executiongoesdirectly to the appropriate fragmert.

An exampleof the aboveis shovn in Fig. 2.2. In this example,Strata starts processing
native code from addressOx10000(Fig. 2.2a). The rst Strata fragmert is shown in
Fig. 2.2b. We seethe two trampolinesthat call the fragmert builder with the appropriate

address.In this example,we assumethat oncethe fragmert is executed,the conditional
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jump at 0x20005is taken. Therefore, we needthe fragmert correspnding to address
0x11000. This is the secondfragmert generatedby Strata, and for the purposesof this
example,we give it a starting addressof 0x21000(fragmert not shown). In Fig. 2.2c,we
seehow the taken trampoline is patched with a jump to the newly generatedfragmert.
By using trampolinesand patching, Strata is able to link fragmerts together asthey
are generated. This act of patching jumps so that execution ows directly from one

fragmert to another is called fragmert linking.

2.2 DynamoRIO

The DynamoRio padkageis similar to Strata in that it is alsoa Software Dynamic Trans-
lator - it alsohasa code cadein which it executescopiedcode. In addition, DynamoRio
collectsand generatestraces (Sequence®f \hot" basicblocks which repeatedly execute
more than a minimum number of times), thus reducing the overhead of decaling and
translating code [4]. Howewer, due to the fact that DynamoRio is not open-source we
wereunableto useits software translation capabilitiesfor our purposes.This wasbecause
TOPP requiresmajor modi cations to the basicSDT infrastructure. While DynamoRio
provided an API for cortrolling and instrumenting trace generation,it was not general
enoughfor our needs.We therefore had to usethe open-sourceStrata framework.
DynamoRio hasan excellen API that lets us manipulate instructions and instruction
lists. The API has many capabilities, sud as changing instruction operands, creating
instruction lists and encaling them into real madine code instructions into memory,
etc. We useDynamoRio asa library for disasserbly and instruction manipulation. On
the other hand, Strata allows for modi cation of fragmerts, but doesnot provide any
support for dissassefly or instruction manipulation. Strata fragmerts are represeted
aslow-level binary code. For this reason,we make extensiwe useof the DynamoRio API

to perform taskssud as manipulating lists of instructions, computing dependenciesetc.
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PEBS Buffer PEBS Sample
PEBS Buffer
Management Area Sample 1 eflags
— / eu:; e(‘I):ZC)
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Index ebx
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Counter ebp
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Reset Value Last Sample p
a) b) c)

Figure 2.3: PEBS Bu er and assaiated data structures

2.3 Intel Performance Monitoring

We usethe Intel Pertium IV Xeon's existing performancemonitoring hardware to dy-
namically pro le the program under analysis. Intel provides a medanism called Precise
Evert-Based Sampling (PEBS) [5] to preciselyidertify the instruction that causesa par-
ticular evert. We can usethis to court cade missesand identify instructions that cause

them. The following describeshow we use PEBS for our purposes:

1. We initialize a set of registerson the CPU to enableL2 cade miss courting and

PEBS.

2. We declarethe PEBS bu er (Fig. 2.3b) in kernel memory space. This is where

PEBS sampleswill be stored.

3. Weinitialize the PEBS bu er managemenharea(Fig. 2.3a). This cortains informa-
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Normal Overflow Interrupt PEBS Interrupt Handler
Execution Handler (CPU) (Kernel)
ﬁ.a(:he counter PERBeSng 1 | PEBS buffe PrOéJE'SS rEBS |
ISSes overflow ample overflow amples
h
y PERS Ruffer Reset PEBS
countar++ Index++ Buffer
3 v v
a) b) c)

Figure 2.4: PEBS in action

tion on the location and sizeof the PEBS bu er, and other data sud asinterrupt

threshold and courter resetvalue.

Performing the above stepswill setthings up sothat PEBS samplescanbe generated.
A PEBS sample(Fig. 2.3c) consistsof a snapshotof ten registersthat descrike the state
of the CPU at the time of an evert. Theseare the eight generalpurposeregisters,the
ags register and the program courter.

Once the initial setup (steps 1-3, above) is done, PEBS samplesare collected and
stored in the PEBS bu er automatically by the underlying hardware. This process
happensasfollows: aswe run the program, instructions causecade misses.Eac cade
miss causesthe courter register to increment (Fig. 2.4a). When the courter register
over ows, the CPU looks at the taggedinstruction that causedthe cade miss. The ten-
register PEBS sampleis saved to the PEBS bu er (Fig. 2.4b). A pointer in the bu er
managemenhareais updated to re ect the position of the latest sample. After the sample

is saved, the courter is reinitialized and the CPU resumesnormal execution.

2.3.1 PEBS Interrupts

The PEBS Bu er is a limited-size kernel bu er. In our case,it can store a maximum

of 100 samples. Since PEBS samplesfrom real-world programs would Il this bu er



Chapter 2. Background and Related Work 13

marny times over, it is necessaryto periodically processthe samples. The PEBS Bu er

Managemen Area (Fig. 2.3a)includesentries for PEBS Interrupt Threshold, PEBS Index
and PEBS Absolute Maximum. The PEBS Index denotesthe location of the latest PEBS
sample. This is automatically incremeried when a sampleis addedto the PEBS bu er.

The PEBS Interrupt Threshold is initialized, in the beginning,to be an address,which
is closeto the end of the bu er. When the PEBS Index equalsthe Interrupt Threshold,
a PEBS interrupt is generated. In other words, whenthe PEBS Bu er is almost full, a
PEBS interrupt is generatedand a user-de ned interrupt handler is called. The above
medanism has been implemerted by Intel as part of the Pertium IV Xeon's PEBS
medanism. We simply have to de ne the parametersfor interrupt threshold, bu er size,
etc.

In experimerts performedwhile evaluating TOPP, the PEBS interrupt is setto trigger
whenthe PEBS bu er is 80%full. This calls a kernel-le\el routine, which processesll
the samplesin the PEBS Bu er. The working of the PEBS interrupt handleris described
in Figure 2.4c. At the time of initialization, an interrupt handling medanismis set up.
This setsthe interrupt handler for a PEBS interrupt to point to our interrupt handler.
Ead time a PEBS bu er readesthe threshold, a PEBS interrupt is generated,and the
interrupt handler is called.

In this way, we use Intel's performancemonitoring hardware to generatestatistical

samplesand dynamically pro le the target program. (Section 3.2).

2.4 Related Work

Although our approad is unique, many overlapping areashave beencoveredin recen
researb.

SimultaneousMultithreading (SMT), or Hyperthreading, was rst studied by IBM in
1968[6]. SMT researt perked up in the 1990s,with Tullsen et al simulating an SMT
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processor[7]. Sincethen, many approadesto prefetching with SMT processorshave

beenresearbed.

Collins et al intro ducethe conceptof speculative precomputationfor prefetding delin-
quert loadsusingstatic pro ling information with SMT [1]. They de ne the conceptof a
\delinquent load" asstatic loadsthat causethe moststalls. Other approatesusinghelper
threadsare foundin [8], and [9]. Roth and Sohipresen a very ne-grained, instruction-
level prefetching approad to reducecadie missesin [10]. Liao et al [11] automate the
processof prefetch slice generationusing pro ling information on an already-compiled
binary. Kim and Yeung[12], on the other hand, implemert program slicing on source

code, thus \impro ving portabilit y".

Using the rst mainstream SMT processor,the Intel Pertium 4, Kim et al provide
results from \the rst physical experimertation of prefetching using SMT" [13]. In this
paper, the authors presem a systemto generateand execute helper threads for data
cade prefetching. They usea pro ling tool to idertify delinquent loads. Oncedelinquert
loadshave beenidenti ed, loopsaround the delinquert load are selectedfor slicing. The
decision of loop selection depth is made using loop courts gathered during pro ling.
The loops are then sliced using program slicing on sourcecode and code for the assist
thread is generated.In addition to the above, this paper also demonstratesthe concept
of throttling badk (i.e., not invoking assist threads for certain periods, depending on
dynamic monitoring of sharedresourceuse, cadie missesobsened, etc. Although this
work diers from oursin that the authors perform all DL detection and slicing before
compilingthe nal sourcecode,the conceptofthrottling the assistthread onan as-needed

basiscould be an optimization that would enhanceour work.

Moshovos et al [14] presen slice processors which completely automate the process
of dynamic DL detection and slice generation, all in hardware. The authors add DL
identi cation capabilites to a simulation model of an execution pipeline. Small slices

upto 16 instructions long are generatedfrom a bu er of recerlly committed instructions
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using a dynamically generateddependencegraph. Typically, these slicesare triggered
eadt time a DL is encourered, and executefor the equivalert of a few loop iterations or
less. Although the authors do not assumeSMT capability, somekind of parallel thread
capability is implicit in their test CPU.

In [15], Collins et al prese an approad that is similar in purposeto [14]. Delinquert
loads are tracked and identi ed in harware, and prefetdh slicesgeneratedon demand.
The authors also presen chaining slices,an approad similar to TOPP, whereslicesare
themselhesloops. Syndironization issuesand cross-lmp dependenciesare alsotaken into

accourt in this work.

Smith introducesa form of prefetding in [16]. The author proposesa CPU architec-
ture with two separate,but interacting processors oneto accessmemory, and another
to executeinstructions and perform calculations. One intention of this architecture is
to allow the accessprocessorto \run ahead" of the executeprocessor,thereby aciev-
ing data prefetching. The proposedarchitecture, although not ertirely transparert to

compilers,allows for signi cant useof \known compiler and proramming techniques".

Another hardware-basedapproad is Chou and Shen's\Instruction Path Coproces-
sors" [17]. In this paper, the authors descrike a programmable hardware-only engine
which has capabilities sud as trace collection and optimization, and stride and linked
data structure prefetching. In their implemenation, the prefetchers are only invoked

when stride or linked data structures are explicitly recognizedby specializedhardware.

In contrast to the abovemerioned hardware-basedapproades, TOPP is a software-
only approad that attempts to reproducethe functionality of wholly self-cornained and
transparert sliceprocessorsvith real silicon. Ro and Gaudiot descrile a hybrid compiler
and hardware-driven prefetching medanism [18].

[19]by Lu et al is a similar work to oursin that it is a software-only approad usinga
runtime optimizer to detectdelinquent loadsand prefetch for them. A dynamic optimizer

is usedto detect phasesin programs and build traces for stable phases. Performance
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monitoring hardware is usedto detectdelinquert loadsfor the currertly executingtrace.
A prefetdh instruction is then generatedbasedon the nature of the DL instruction and
the prefetch is inserted into the trace. Their work focuseson using a single thread to
perform DL detection and prefetching. Although dependenciesare calculated for the
purposeof generatingthe prefetch, no prefetch slicesare generatedin their approad.

Brown et al descrike a system for prefetching using chip multipro cessors(CMPS)
in [20], using a simulation environment. Another work with considerableoverlap with
oursis Lu et al's [21]. In this work, a dynamic optimizer is usedwith a CMP to detect
phases,generatetraces and detect DLs on loops. The authors alsoimplemen prefetch
slice generationand syndironization of main and helper threads. This work di ers from
TOPP in that somepro ling information (for example,brand hints) is used. Further-
more, the target CPU for this paper is a CMP, which considerablyreducesthe overheads
of dynamic optimization and prefetch thread executionas comparedto an SMT CPU.
Another distinguishing di erence is their test processoris a RISC Sun UltraSparc CPU
whereaswe focuson the CISC Intel Pentium Xeon, which hasuniqueissueswith dynamic
optimization.

Having reviewed existing researt in this area, it is our opinion that oursis the only
approad sofar to combine the conceptsof dynamic DL detection, runtime prefetd slice

generationand prefetching using hyperthreading.
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lden tifying Delinquen t Loads

3.1 Overview of DL Identication System
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Figure 3.1: TOPP Componert Overview

In most programs,a small number of loadsare responsiblefor most stalls dueto cade
misses.Theseare de ned as\delinquent loads" [1]. In our implemertation of TOPP, we
are not able to perform statistical sampling by measuringstalls causedby instructions.

Howewer, we are able to count cade missescausedby instructions. Therefore, for the

17
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purposesof our work, delinquert loads are consideredto be thosethat causea number
of cade misses,above a presetthreshold. In this chapter, we describe how we idertify
sud loads.

The delinquert load (DL) iderti er isthe rst module in our system(Fig. 3.1). The
purpose of this module is to dynamically pro le the main program and keep court of
instructions that causethe most cace misses. We make extensiwe use of the Pertium
Xeon'sperformancemonitoring hardwareto performdynamicpro ling. Kernel-lewel data
structures are usedto store samplecourts, and a signal is sernt to userspacevhenewer a
delinquert load is iderti ed.

In the following sectionswe rst descrike how we useexisting performancemonitoring
hardware to dynamically collectpro ling information. Then, we descrile how we usethis
information to identify delinquert loads. We then discussthe action taken to interrupt
the user-lewel processwhen a delinquert load is iderti ed. We also discussparameters

a ecting overheadand accuracyof the dynamic pro ling process.

3.2 Kernel Support for Identifying DLs

This sectiondescribesthe kernel-lewel support implemenation for processingPEBS sam-
ples and using them to idertify delinquert loads. As descriked in Section2.3, we setup
and uselntel's performancemonitoring hardware to collect PEBS samplesand generate
interrupts when a number (80, in our implemertation) of sampleshave been collected.
We have implemerted a kernel-lewel interrupt handler to processPEBS samples. This

interrupt handler processe$EBS samplesin the following way:

1. Each sample'sprogram courter value (Fig. 2.3c)is read and an erntry createdin a
hashtable. The purposeof the hashtable is to keepcourt of how many sampleswe
have seenwith a particular program courter address(i.e., a particular instruction).

Thus, if the entry existsin the hashtable, its court is incremeried. All samplesin
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the bu er are processedn this manner.

2. The bu er isreset,i.e., the PEBS Index is resetbadk to the base.

3. Once an enry's court reades a certain threshold, the assaiated instruction is

deemedto be a delinquen load.

Oncethe kernel-lewel handleridenti es a delinquert load, a signalis sert to the user-leel
processto interrupt it. The program courter addressof the delinquert load instruction

is made available to userspacesothat a prefetding slice can be generatedfor it.

3.3 Coordinating with the User-Lev el Thread

As adelinquert loadis identi ed by the kernel-level module, this hasto be comnunicated
to the user-lexel program. The user-lexel program needsto be interrupted so that a
prefetch slice can be generatedand started up. This is done as follows: Earlier on, as
part of the PEBS initialization processa customsignalis de ned and a user-le\el signal
handler is set up to wait for this signal. In the kernel-lexel module, when a delinquert
load is iderti ed, a signalis sern to the user-leel process(Fig. 2.4c). The user-leel

processwhen interrupted, runs a signal handler.

The signal handler usesa system call to get the program courter addressof the
delinquert load (Fig. 3.3). The purposeof the signal handler is to ensurethat the main
program is interrupted and the prefetdh slice generatoris called. We have chosento
accomplishthis by overwriting an instruction at or near the delinquert load with a call
instruction that calls the Strata fragmert builder. Figure 3.2 is an exampleof how code

around the DL is changedto insert escag code.
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mayv QX =2> eCX mov eax =-» ecCxX

mov [ecx+8] -> eax (DL) call <strata build main>

ORIGINAL PATCHED

Escape code example — assembly code

89 D1 89 DI
8B 41 08 (DL) E8 XX XX XX XX

74 14

ORIGINAL PATCHED

Escape code example — machine code

Figure 3.2: Overwriting a DL Instruction With Escape Code

3.4 DL Identication Latency

DL Identi cation Latency refersto the delay betweena load becoming delinquert and the
point at which it is identi e d. This latency exists becausethe PEBS bu er storesa few
tens of samplesbefore processingthem, thus, execution could have moved on from the
loop in which the delinquert load was. Overwriting the delinquert load instruction is still
correct becauseexecutionmight (and, in our experience,does)return to the delinquert
load loop, at which point our prefetch slicecangetinto action. Howewer, asa precaution,
we cortinue performancemonitoring and DL iderti cation ewen after we overwrite the
DL instruction with esca code. This is donesothat, if executiondoesmove on from
this DL loop, other DLs in other loopshave a chanceto beidenti ed. If that happens,the
newly iderti ed DL is marked for processingthe old overwritten instruction is restored,
and the new DL instruction is overwritten with escag code. Figure 3.3 descrikes this

procedure.

Another issue causedby DL iderti cation latency is that sometimes,the curren

program courter is too closeto the delinquert load. The call instruction we use to
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Figure 3.3: Coordination of User-Leel and Kernel-Lewel Functions
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esca is Vv e bytes long. If, for example,the delinquert load instruction is three bytes
long, and the program courter is at the next instruction, overwriting the DL instruction
will, in fact,overwrite the instruction about to be executed,and causean error. We avoid
this by cheding the return addressof the signal handler. Thus, if there is not enough
room betweenthe DL and the return address,we overwrite the return addressitself. As,
by de nition, this is very closeto the DL instruction, we are guararteed, in practice, that
executionwill remain on the delinquert load loop.

After overwriting the appropriate instruction, the signal handleris allowed to return.
The next time execution reades our overwritten code, the Strata fragmert builder is
invoked. The overwritten code is immediately restored by the fragment builder, which

then commencegshe task of prefetd slice generation(Chapter 4).

3.5 Overheads and Tradeo s

In our designof DL iderti cation, there are three di erent variable parameters, eat

with its own e ects:



Chapter

DL Latency Difference

4.00%

3.50%

w
1<}
=}
=

N
@
=
7

N
o
=]
=

o
=]
3

1.00%

0.50%

0.00%

3.

Identifying

Delinquent

10 100
PEBS Buffer Size

a) mcf

1000 10000

Lo ads

70.00%
60.00%
50.00%
40.00%
30.00%

20.00%

DL Latency Difference

10.00%

0.00%

-10.00%

23

o

/

i gy
= T

10 =7 100

1000

10

00

PEBS Buffer Size

b) list

Figure 3.5: Impact on PEBS bu er sizeon DL Latency

Counter reset value - This is the number of cadhe missesfor which the evert courter
will over ow, generatinga PEBS sample. The higher this number, the fewer PEBS
sampleswe have, and consequetly, the lower \resolution" we have. On the other
hand, the lower the number, the more PEBS samplesare generatedper unit time,
and the higher the performancemonitoring overheadis. Fig. 3.4 shows the per-
formancemonitoring overheadfor di erent valuesof courter resetas measuredon
our test systemusing the mcf bendimark. Overheadis calculated as percenage
slovndown seenin runs with performancemonitoring turned on versusthose with
performancemonitoring turned o .

PEBS Buer size - This a ects the number of samplesstoredin the bu er beforethey

are processed.Increasingthis number reducesthe frequencyof calls to the kernel-

level PEBS sample processingfunctions. Howeer, increasingthe bu er size also

a ects whena delinquent load is caugh. For example,if the bu er is too large, we

may have an unnecessarilylong wait betweenthe time a delinquen load becomes

\hot" and the time it is identi ed. In other words, a large bu er sizeincreaseghe

latency betweenthe time a load crosseghe threshold of becomingdelinquernt and

the time it is identied assud. Experimertation hasshown that in somecases,



Chapter 3. Identifying Delinquent Loads 24

4.0%
3.5% $\\
3.0%
2.5% \\
2.0%

1.5% \ﬁ

1.0%
0.5%

0.0% |
10 100 1000

PEBS Buffer Size

Performance Monitoring
Overhead

Figure 3.6: Impact of PEBS bu er sizeon performancemonitoring overhead

the program actually runs past the end of the loop cortaining the delinquert load,

and only then is the DL iderti ed assud.

Long DL latency has an e ect on the e cacy of the DL iderti cation systemas
prefetdh slicegeneration,and by extension,prefetcing, aredirectly triggeredby DL
identi cation. For this reason,the sconera DL is identi ed, the earlier TOPP can
start the assistthread to prefetch for it. We ran experimerts on two bendmarks
- mcf and list, varying PEBS Bu er sizewhile keepingthe courter resetvalue and
DL threshold constart. We normalizelatency calculationswith respectto readings
from the smallest PEBS Bu er sizeof 10 ertries. From Fig. 3.5aand Fig. 3.5b,
we seethat increasingPEBS bu er sizegenerallycausesan increasein DL latency,
although the impact of this can vary considerablyacrossbendmarks. Figure 3.6

shows that PEBS overheadmostly decreasess PEBS Bu er sizeis increased.

DL threshold - This is a parameterthat appliesto the kernel-le\el hashtable courts
(Section 3.2). The lower the DL threshold, the sooner an instruction is identi ed

as a delinquent load. Howeer, too low a threshold causestoo many loadsto be
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identied asdelinquen. This leadsusto generateprefetding slicesfor many traces
that do not executelong enoughto amortize the asseiated overhead. Limiting slice
generationand prefetciing to loadsthat have high samplecourts thus makessense.
Fig. 3.7 shows the number of DL samplesmeasuredin a bendimark above various

thresholds.

From the above analysis, we are able to chooseconcretevaluesfor the parameters.
We choosea courter resetvalue of 10000asit resultsin quite low overhead,alongwith a
reasonableDL latency. For the samereason,we choosea PEBS bu er sizeof 100ertries.
We choosea DL threshold sizeof 500to keepthe number of di erent slicesgeneratedto

a manageableamourt.

3.6 DL Identication Summary

In this chapter, we have descrited how a delinquent loadisiderti ed. We haveintroduced
performancemonitoring and PreciseEvernt-Based Sampling, and have described how we

usethem to identify delinquent loads. We have shovn how the DL identi cation module
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interacts with the running program and how it triggers prefetd slice generation. We
have alsodiscussedssuesrelating to the overheadand e ciency of DL iderti cation. In
the next chapter, we will descrike the processof prefetch slicegenerationthat is triggered

by DL identi cation.
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Generating the Prefetc h Slice

4.1 Overview of Prefetc h Slice Generation

Profile Main Thread

Identify DL
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Figure 4.1: TOPP Componert Overview

Generating the prefetch slice given only the delinquert load addressis a multi-step
processthat is at the coreof TOPP. It consistsof two steps- rst, the trace of execution
that cortains the delinquert load is computed. Second,this trace is pruned to generate

a slice,which is the smallestset of instructions su cien t to prefetd the delinquen load.

27
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In this chapter, thesetwo processesnd assaiated tasks are described in detail.

4.1.1 Prefetc h Slice Requiremen ts

The objective of a prefetching slice is to prefetch for the main thread. To e ectively
prefetdh, the slice needsto run alongsideand slightly ahead of the main thread. Since
delinquert loadsare found in loops, the prefetd slicemust exit its versionof loop at the
sametime the main thread exits. To successfullyprefetc, the slicemust cortain enough
instructions to completely and correctly compute successig delinquert load addresses.

The above are criteria for a correct prefetch slice. In addition, a prefetc slice should
run for at leasta minimum amourt of time. This is becauseof the overheadassiated
with invoking the prefetdh slice - if there are too many invokes over the courseof a
program, we may loseany bene t gainedfrom prefetching. To this end, the prefetd slice
must cortain, if necessarysomeauxiliary fragmerts that are not necessaryto compute
the delinquent load, but a ect whether execution\falls o " the slice.

In the remainder of this chapter, we will descrite how we generatea prefetd slice

that satis es the above criteria.

4.2 Connected Traces

We de ne a \connectedtrace" (CT) to be a set of execution paths that the delinquen

load lies on. A delinquent load, is executedrepeatedly (sinceit has multiple cade miss
samples),thereforeit must lie on a loop. Howeer, depending on the circumstancesthe
delinquen load may lie on an inner nestedloop and may have complicatedcorntrol ow
aroundit. Although many executionpaths may cortain the delinquert load, a connected
trace is computed sud that it includesfrequerily taken executionpaths. Thus, the CT

neednot include all executionpaths that the DL may lie on.

In other words, a CT may be de ned as basic blocks comprising a set of frequently
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Figure 4.2: ConnectedTrace example- BB's 1,2,4,5,6form the CT

occuring execution paths that contain the DL, constituting at least one loop around the

DL.

We build the connectedtrace rst, to obtain the setof fragmerts aroundthe DL, after
which we construct the prefetch slice. In Section4.1.1, we determined that a prefetch
slice must run for a minimum amourt of time. It is with this requiremen in mind that
we generatea \connected trace” rather than a singletrace or loop. Thus, a connected
trace is the setof fragmerts that includesthe delinquen load, and is expectedto execute
for a signi cant amourt of time. We will de ne \signi cant" in section4.4. Figure 4.2is

an exampleof a connectedtrace.

Our methodology for generatinga CT is asfollows: First, we generatethe main loop
that cortains the delinquert load. Then, if necessarywe expandthe CT, onefragmert at

atime, in an iterativ e process(Fig. 4.3). The following sectionsdescrile this procedure.
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Figure 4.3: CT generationand expansion

4.3 Generating the Primary DL Loop

The primary loop is generatedas soon as we idertify the delinquert load. The strata
fragmert builder is called by the user-spacesignal handler (Section 3.3). At this point,
the delinquert load addressand the addressof the last executedinstruction are made
available to the fragmert builder.

Oncethe fragmen builder hasbeencalled with a delinquert load, its objective is to
storeloop fragmernts in a\trace cade", just like Strata storesfragmerts in the fragmernt
cade. Fragmerns in the trace cade (tcache) correspnd to fragmerts in the fragmert
cade (fcadche) analogousto how fragmerts in the fragmert cade correspnd to native
code. Becauseof the analogy we are able reusethe fragmen builder to build CTs.

To generatethe rst fragmen, giventhe DL, we look up the fcade fragmert that
contains the DL. We then allocate a region of memory for the trace cade. The Strata
fetch/decode/translate loop is then executed. This loop copiesover instructions from the
fcadhe to the tcache, stopping at a conditional jump or return instruction (essetially,
from where control ow cannot be predicted without executing the fragmert). This
ends generation of the rst trace fragmert. As the fragmert is generated, when we
encourter the last executedfcade instruction (the oneafter which we jumped into trace
generation),we note its correspndingtcacheinstruction address.After the rst fragmen

is generated,we resumeexecutionin the trace cate starting at this particular address.
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This step maintains program correctnessand ensuresthat instructions are executedin
the correct sequence.In this way, we seamlesslytransfer program execution from the
fragmert cade to the trace cade.

The rst CT fragmert endswith two \tramp olines" (Section 2.1.2) becauseno other
fragmerts have yet beencopiedfrom the fragmert cade into the trace cade. The func-
tion of the trampoline is to call the fragmert builder with the starting addressof the
fragmert to be executednext, thereby starting the processof fragmert linking (Sec-
tion 2.1.2) Unlike normal strata execution howewer, we only link fragmerts that are on
the sameCT, and explicitly avoid creating inter-CT links. This helpsus keeptrack of
whether executionstays on a particular CT.

We cortinue generatingand linking fragmerts until we nd ajump instruction whose
target addressis the beginningof the rst fragmen. At this point, the primary DL loop
is complete (Fig. 4.4). The prefetch slice can now be generatedand started. In some
cases,the primary DL loop represets the ertire connectedtrace. Howewer, in many
casesmore fragmerns needto be addedto form a \complete” CT. This is descriked in

the following section. In somerare cases,a required fragmert is not in the fragmert
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cade - i.e., it hasnot beentranslated by Strata yet. In this case,CT generationmust
abort and return to normal fcache mode, as CT generationin its currert form can only
operate on fragmerts that are already in the fragmert cade.

Oncethe CT has beengenerated,the prefetd slice is built (Section 4.6). At this
point, the prefetch sliceis executedasthe assistthread, and the CT asthe main thread.
Executingthe CT asthe main thread presenescorrectnesssinceCT fragmerts are exact
copiesof Strata fcache fragmerns. Sincethe CT only hasalimited number of fragmerts, it
ewertually encourers anunlinkedtrampoline-i.e., cortrol ow needsto goto afragmern
that is not part of the CT. At this point, executionreerters the fragment builder. This
constitutes going\o trace”, at which point the prefetc sliceis also stopped and normal
mode is reertered.

When a CT goeso trace, we court the number of times the DL has beenexecuted
using previously inserted instrumenrtation. If this court is above a certain threshold,
the CT is deemedto be run long enough,and the CT is \committed" - i.e., it and its
fragmerts are agged as having run long enough. Committing a CT fragmert protects
it from being discardedin the future (Section 4.5). On the other hand, if the cournt is
below the threshold, the CT is too short, and needsto be expanded. CT expansionis

discussedn the following section.

4.4 Connected Trace Expansion

Expansion of the trace is a simple procedure. We generateonly the fragmen that was
missingand link it with the CT, by patching the trampoline. We then generatea new
prefetch slice and executeit. If we needto expand again, we repeat the above stepsas
long asis needed.Traceexpansionis thus an iterativ e process.In practice, no morethan
a few expansionsare requiredto generatea CT that executesthe DL thousandsof times

and satis es our amortization requiremerts.
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Once a CT executesabove the threshold of iterations, it does not needto expand
any more. It and all its constituert fragmerts are agged as \committed”. Howe\er,
this doesnot preclude future expansion. If future invocations of the CT do not execute
su cien tly long enough,the CT will be expandedagain.

Ead time the CT is expanded,we generatea new prefetcth slicefor the expandedCT.
Execution of the prefetd slicefollows immediately. If further expansionsare neededthe

processis repeated.

45 Aborting CT Generation

Sometimes,we needto abort generatinga CT. For example, we might not completea
loop after adding hundredsof fragmerts. In expansionmode, we may read the end of a
function, and processa return fragmert. Or, we may encourer a fragmert that hasn't
beentranslated by Strata from native code yet (i.e., The fragmert doesnot even exist in

Strata's fragmernt cade). At instanceslike these,we needto abort CT generation,either
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partially or completely

Aborting a CT, howewer, is not completely straightforward. In many cases,part of
the CT is valid, and doesnot have to be thrown away, whereasother parts needto be
thrown away. For example,if we commit a DL loop, but run acrossan aborting condition
in expansionmode, we do not want to discard the ertire CT, just the fragmerts added
in expansionmode.

When a trace is aborted, all uncommitted fragmerts are deleted. In addition, all
patchesusedto link fragmernts are recordedin the processof trace generation. At the
time of aborting, this information is usedto undo the trampoline links from committed
fragmerts to fragmerts that areto be deleted. Thus, all fragmerts in the CT look exactly
like they did at the time of the last commit. If we are aborting an ertirely uncommitted
CT (i.e., anew CT), we also delete its correspnding prefetdh slice and remove other
related information about it sothat we can start from a cleanslate the next time the DL
is encounered.

As a nal step, to resumenormal operation, we set the builder mode to regular

fragmert generation,resumeDL detectionand beginexecutingfragmerns from the fcace.

4.6 Generating the Prefetc h Slice from a CT

Oncea CT hasbeencompleted,we generatethe prefetc slice using a processof slicing.
We usethe dynamorio suite (Section 2.2) to work with instructions, modify operands,
and encale the prefetch slicein memory In the following subsections,we descrike the

stepsinvolved in generatingthe prefetd slice.

4.6.1 Finding secondary DLs

In someCTs, we have found that more than one instruction shows a large number of

cade misses.Due to the fact that we usea threshold systemto detect cadhe misses.we
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only have one\primary" delinquert load for a CT. We have implemerted a systemfor
identifying \secondary" delinquen loads.

A secondaryDL hastwo characteristics- it is on the sameCT asthe primary DL,
and it hasa signi cant number of cade misses.Sincewe usesamplingto identify DLS,
the secondcharacteristic reducesto a requiremen for a signi cant number of samplesin
the kernel-lewel hashtable (Section3.2). We introducea secondaryDL threshold, which
is a fraction (usually half) of the primary DL threshold.

Just after generatingthe CT with the primary DL, but beforebeginningthe process
of slicing, a systemcall is made. A list of instructions in the CT is passedto the kernel,

in the form of fragmert cade addressesThe kernel-leel function looks up ead address
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in the DL samplehashtable, and prunesthe list, leaving only thoseaddresseshat have
samplecourts greaterthan the secondarythreshold. It then copiesover the pruned list
bad to userspace.This provides us with a listing of primary and secondaryDLSs.

Badk in userspacethe instruction addressesare translated from fragmert cade to
trace cathe addressesiisinga 1-to-1 mapping (which is generatedby the fragmert builder
during CT generation). This list of delinquen loadsis then passedalongfor slicing. The
slicing processmakesno distinction betweenprimary and secondaryDLs, and generates
a slice which prefetchesfor all DLs.

There are somefactors in choosing an appropriate secondarythreshold. Too high a
threshold causestoo few secondaryDLs to be identi ed, thus missingsomeDLs. Too
low a threshold could include too many DLs, thus bloating the prefetch slice and possi-
bly slowing it down so much that it cannot run aheadof the main thread. In addition,
someload instructions are related (e.g., Instructions operating on di erent elds of a
singledata structure), and prefetching for one also prefetcdhesfor the other. In casedike
this, prefetching too many DLs could possibly be redundart. We have selecteda sec-
ondary threshold of 50%o0f the primary DL threshold basedon experimertal obsenations

(Section6.5.3).

4.6.2 Generating the Basic Blo ck List

This isthe rst stepofthe slicing process.DynamoRiohasits own format for instructions,
instruction lists, etc. To usedynamorio on a CT that hasbeengeneratedby Strata, the
CT hasto be translated into DynamoRio's instruction format. To this end, we usea
customdata structure that corresppndsto eat CT fragmert. Eacd basic block structure

storesthe following information:
Starting and ending PC of the CT fragmert that correspndsto the basicblock

A list of all the instructions that belongto the basicblock.
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Other data structures that help in data ow and cortrol ow analysis- e.g., A list

of successorgpredecessorghe reading de nitions in-set, etc.

For eath CT fragmert, we \decode" ead instruction into dynamorio's Instr format
and add it to the basicblock - speci c instruction list. If we comeacrossa delinquert
load address,we note its location by using a pointer to the Instr. Normal instruction
processingcortinues until we read a trampoline. If the trampoline is patched (i.e., it
is a jump to the target fragmert), we processand add it, and then skip to the next
trampoline, if it exists. If, on the other hand, we encourer an unpatched trampoline,
it meansthat the target fragmern is not part of the CT. In this case,we add a dummy
jump to the instruction list to denotean o trace condition.

Onceall fragmerts have beenprocessedye have a list of basicblock structures, eah

containing a list of instructions in dynamorio format.

464EAQ077 mov edx,[ecx+0x10] 0x464ea077mov  0x10(%ecx) -> %edx
464EAOQ7A test edx,edx Ox464ea07atest %edx%edx
464EA07C mov ecx,edx Ox464ea07cmov  %edx-> %ecx
464EAQ7E jnz 0x464ea094 0x464eal7ejnz $0x464ea094
464EA080 mov dword [0x8160d1c],0x0 0x00000000 jmp instr_ptr

464EAO08A push dword 0x4000d27b TARGEDFCTI:  0x00000000 nop
464EA08F jmp 0x805eafa 0x464ea094 jmp $0x464ea0a8

464EA094 jmp 0x464eala8
a. Input fragmert b. BB Instruction List

Figure 4.7: An exampleof decaling a fragmert

In Fig 4.7, the CT fragmert is shovn on the left. As we can see,the conditional
branch (at Ox464ea07E)eadsto a trampoline. The fallthough part of the trampoline
(Ox464ea080-0x464ea0dfasnot beenpatched, thusit isano trace condition. The taken

part (at Ox464ea094hasbeenpatched, and jumps to the next CT fragmert. When the
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fragmert is decaled into a basicblock instruction list in dynamorio, the o trace part is

replacedby a jump to a dummy instruction.

4.6.3 Finding Basic Blo ck Successors and Predecessors

Oncewe have generatedthe basicblock list, we needto deducecortrol o w information
before proceedingfurther with data ow analysis. Speci cally, eat basicblock needsto
be \connected", i.e., its predecessorand successorsieedto be found. We implemert
this by rst generatinga cortrol ow graph, and then usingit to populate the basicblock
list with predecessorand successors.

To generatethe cortrol ow graph, we rst add empty basic block data structures
represeting the ertry and exit basic blocks. We then iterate through ead basic block
to nd its successobasicblocks. Becauseof the nature of strata trampolines, and the
way we processthem (Section 4.6.2), the last one or two instructions in a basic block
are the jumps that tell us where cortrol is transferredto. Thus,to nd the basicblock
that correspndsto a particular jump, we simply look for the basicblock whosestarting
PC is the target addressof the jump in question. In this way, we are able to generate
the edgesof the control ow graph. Somejumps may represeh o trace conditions. We
denotetheseby adding an edgewith the exit basicblock asthe target.

Thus, we now have a cortrol o w graph, with serial numbers correspnding to ead
basic block asthe nodes, and directed edgesrepreseting jumps between basic blocks.
We then iterate through all the edgesand add predecessorand successorto ead basic
block structure. At the end of this process,eat basic block has a list of predecessors

and a list of successors.

4.6.4 Basic-Blo ck-Specic Reaching De nitions Analysis

We perform two reading de nitions analysesto nd dependern instructions so we can

generatethe prefetdh slice. The rst is a global, basic-blak-at-a-time analysis. The
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secondis a local, instruction-speci ¢ analysis, which builds on the global readiing de -
nitions result to generateinstruction-speci ¢ reading de nition lists. In this section,we

descrike the stepsinvolved in performing the global analysis.

The rst step in a reading de nitions analysisis generating gen and kill sets for
eat basic block. Here, our approat di ers from a standard compiler-lewel reading
de nitions analysisin that we work with registersand memory operandsrather than the

usual variablesand constarts.

We populate gen setsone basicblock at a time. We iterate through the instruction
list of a BB, adding ead destination operandto a global list of de nitions (GDL). Any
register or memory operand that is written to is considereda de nition and included in
the GDL. At the sametime, we add the de nition to the BB genset. Howewer, some
de nitions computedin this way overlap. For example,a register may be written to by
two di erent instructions within a singleBB. To accourn for casedike these,all de nitions
are given unique ertries in the global de nitions list, howewer only the de nition that
makesit out of the basicblock is retainedin the genset. Thus, the gensetendsup being

the set of de nitions that are valid at the exit of the basic block.

After all basicblocks have beenconsidered,the GDL cortains a list of all operands
that arede ned in the CT, andall gensetshave beencomputed. At this time, BB-speci ¢
kill setsare computedin the following manner: We iterate through ead de nition in the
gen set of the basic block and compareit to ead de nition in the GDL. If the genset
de nition \kills" the GDL de nition (Section4.6.5),the GDL de nition is addedto the

BB kill set. In this way, we generatekill setsfor eat basicblock in the CT.

Oncewe have BB-speci ¢ genand kill sets,we apply the standardreading de nitions

algorithm [22]to nd the reading de nition in-sets(RDins) for all basicblocks.
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4.6.5 Criteria for Killing De nitions

At many stagesof our slicing algorithm, we needto test for whether an operand a ects
the value of another. This is similar to the problem of deciding whether one de nition
kills another. We thereforede ne a set of criteria we useto decidewhether an operand

(or de nition) a ects another.

A de nition a is consideredto kill a de nition b if they are both idertical registers
or memory references.In addition, a is consideredto kill b if b is a memory reference,
and a is a register,and b dependson a . This is becausethe act of writing a causes to

change.

The above criteria work well, exceptin the caseof aliasing. They do not detect
the casein which two memory operandshave di erent baseregistersand operands, but
the samee ective address. In our work, it is important for the prefetch sliceto be as
small as possiblesoit canrun aheadof the main thread. For this reason,we choosean
aggressie approad and ignore the possibility of aliasing soasto minimize the number
of instructions addedto the slice. Although there might be casesin which this is not
the correct approad, the speculative nature of the assistthread ensuresthat program
correctnesds maintained newertheless.In the worst-casescenario,the assistthread may

not prefetch at all, or may prefetch a wrong addressand possibly pollute the cade.

As a future optimization, aliasing may be handled. In fact, since ours is a wholly
runtime system,we may be able to useruntime program information to resole aliasing,
and may not have to be too consenative in our approad. At presei, oneof our bend-
marks (mcf) experiencesproblemsdue to uncaugh aliasing. In this case,we chooseto
ignore the basic blocks which causethis and construct our CT and slice without them.
We still maintain program correctness,and our prefetc slicesstill run long enoughto

perform useful prefetcing.
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4.6.6 Generating the Slice

We use the results of the global reating de nitions analysisto perform slicing. Our
slicing algorithm is basedon delinquert load instructions. The nal sliceis to consist
of: the delinquen loads,all instructions that are involved in computing the value of the
delinquert load, and all cortrol ow instructions that a ect computation of delinquen
loads. By extension,instructions that a ect cortrol ow by setting ags (e.g., compare
instructions, etc.) alsoneedto be addedto the slice. Finally, instructions that causethe
sliceto go o trace alsoneedto be included. Our slicing algorithm has beendesignedto

accourt for all the above requiremers.

/" Slicing Algorithm
START

v
Init curr_set to
array of DLs

Compute new
dependencies - new_set

y
Tag newly
essential BB's

Add new test

instrs to
new_set
Set
- _new_set.
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empty?
new_set R © 5

[,
Yes

. v
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\_ COMPLETE

Figure 4.8: Slicer Loop
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The slicing algorithm is iterativ e - ead iteration starts with a setof instructions that
needto be addedto the slice,curr_set Ead instruction in this setis addedto the slice.
If this is the rst time an instruction is being processedjnstructions it dependson are
addedto newset If the instruction hasbeenprocessedefore(i.e., the instruction, and
by consequenceinstructions it dependson, have already beenaddedto the slice), it is
ignored. This way, after all instructions in curr_sethave beenprocessednew.set cortains
a set of instructions that will be processedn the next iteration of the slicing algorithm.

Ead iteration, we processcortrol o w instructions and instructions that a ect ags
(i.e., instructions that indirectly a ect cortrol ow). In this manner, we slice for data
ow aswell ascortrol ow.

Finally, at the end of the iteration, we set curr_set to newset and begin the next
iteration. We stop slicing when no new instructions have beenadded,i.e., when new set
is empty. At this point, the prefetdh slice has beengenerated. Howeer, it still needs

further processing.

Computing Instruction Dep endencies

Computing instruction dependenciesefersto the processof nding all instructions which
a ect the result of an instruction (targ) that we are interestedin. Ead sourceoperand
of targ is analyzed. Immediate operandsare ignored becauseno instruction can a ect
them. Oncewe have decidedthat a sourceoperand needsto be processedthe reading
de nition in-set for targ (instrRDin) is computed.

We needto nd the instrRDin becausehe global, basic-blak-speci ¢ reading de -
nitions analysisis insu cien t. This is becauseanstructions in the samebasicblock, but
executing before the instruction under consideration, may generateor overwrite (Kkill)
de nitions. We usethe results of the global analysisand local genand kill information
to generatean instrRDin on an as-neededasisfor ead requestedinstruction.

A completeinstrRDin cortains the set of all operand de nitions that read targ. We
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compareead sourceoperand of targ to the de nitions in instrRDin, and useour criteria
(Section 4.6.5) to seeif any de nitions a ect the sourceoperandsof targ. Since eath
de nition is generatedby a speci ¢ instruction, it is now a simple matter to compute
the set of all instructions that a ect targ. We have thus computed dependenciedor the

instruction in question.

Tagging Essential Control Flow Instructions

Essemial cortrol ow instructions (CFI's) are those which select between paths that
could alter delinquert load computations. A basic block X cortains essetial CFls if
there is any sliceinstruction | betweenit and its immediate postdominator. Although X
may not compute any valuesfor the slice, it is essetial becauset choosesbetweenits
successorsyhich could a ect whether or not | is executedor not, thus changingthe DL
addresscomputation. For this reason,the test instruction in BB X (the last instruction
in the BB that a ects the e ags register) needsto be addedto the slice, along with
the BB-ending jump instruction(s). We therefore tag essetial BBs, and add the test
instructions of taggedBBs to the slice (along with dependencies).The jump instructions

are handled separately(Section4.6.8)

For example,in Fig. 4.9a,the BB is essethal becauseone of its successorgortains
an essetial instruction. Howewer, in Fig. 4.9b, the BB is not essehal becauseall its

successorsipto its postdominator do not cortain an essetal instruction.

Essemial BBs are computed as follows: As instructions are addedto the slice, their
respective BBs are tagged as essetial. We then recursiwely traverseall paths between
the basicblock X and its immediate postdominator X . If any path cortains an essetial
BB, then BB X is alsotaggedasessetial. We repeat this tagging processead iteration
of the slicer, sincewe may have added more slice instructions (and thus, more directly

essetial BBs).
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Figure 4.9: An exampleof essetial BBs

4.6.7 Memory Write Redirection

The assistthread is a speculative thread that hasa subsetof the codein the main thread.
In addition, the assistthread is intendedto \run ahead"of the main thread. Therefore, it
is essetial to ensurethat the assistthread doesnot make any modi cations to memory,
asthat may aect correctnessof the main program. For this reason,the prefetch slice
must not cortain any writes to the memory spaceof the main thread.

We allocate a \scratchspace"which the assistthread can write to. Oncethe prefetc
slicehasbeengeneratedwe iterate through it and seard for any memorywrites. Memory
writes are redirectedto the scratdispacein the following manner: First, a new memory
operand with a unique scratdhspaceaddressis generated. Then, the original memory
write operand is replacedwith the new operand. Both original and new operandsare
saved in a structure that keepstrack of memory write redirections.

Sincewe have redirected memory writes, we alsoneedto patch certain memoryreads
to read from the scratthspacerather than from main memory To accomplishthis, we

again iterate through the slice, seartiing for any readsfrom memory that depend on
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redirected writes. The respective read operands are then replaced with scratchspace
operands.

Sometimes replacingmemory readsand writes may causecorrectnesgssues.For ex-
ample, whenthe assistthread runs, a patched read may be executedbeforeits respective
patched write. In this case,the redirectedlocation hasincorrect data. To prevert this,
we prime the scratchspacebeforeinvoking the assistthread - we copy data from original
memorylocationsto their equivalent scratchspacelocationsbeforeexecutingthe prefetc
slice.

As a further optimization, and to minimize casesvhereboth main and assistthreads
accesghe samememory location, we redirect invariant memory readsin the slice. An
invariant memory read is one whosee ective addressdoes not change throughout the
duration of the slice. This could be a static memory read or a base-indexedead whose
baseregisteris not written to anywherein the slice. Weiterate through the slicesearting
for invariant reads,and replacethem with readsfrom the scratchspace.We keeptrack of
invariant readsthat are being replacedwith scratthspacereads,sothat the scratthspace

can be primed beforethe prefetcth sliceis executed.

4.6.8 Tracking Jumps

Most jump instructions encale the target addressin their opcode. The fragmerts we
useto generatethe prefetch slice are part of the connectedtrace. For this reason,jump
instructions in the prefetd slicestill target PCsin the trace cade. We needto retarget
any jump instruction in the slice sothat it points to the appropriate instruction in the
slice itself.

We retarget jumps in two stages. The rst stage occurs after the slice has been
generated.We iterate through the list of basicblocks, and for ead essetial basicblock,
we add its terminal jump trampoline (which is a set of three jump instructions) to the

nal slice. In the processof adding the jumps, we encale the \note" (which is a user-
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customizable eld attached to ead dynamorio Instr data structure) to re ect the fact
that the instruction is a jump and alsoencale the serial number of the target instruction
in the note eld. This note will be usedin a subsequenstep. We handle o trace jumps
by encaling the note with a special number that denotesa jump to exit. The nal

encaling of the note eld of any instruction cortains:

The instruction's own unigue serial number.

Information asto whether the instruction is a jump or not.

For jumps to other instructions in the slice, the serialnumber of the target instruc-

tion.

For o trace jumps, a unique number denoting a jump to exit.

In addition to encaling jumps, we alsotry to perform a simple optimization here. As
we have seenin section2.1.2,an artifact of Strata is that it converts all conditional jumps
to three-jump trampolines. In our slice, we do not needthe exibilit y of a trampoline.
Therefore, in simple caseswhere a basic block successois the next basic block in the
list, we try to eliminate the trampoline and just leave a single conditional jump. At this
time, we do not perform non-trivial optimizations which may involve changing the sign

of conditional jumps. This would reduceslice sizefurther.

The secondstageof jump retargeting occursjust beforethe prefetc sliceis encaled
in memory (Section 5.3). We iterate through the ertire slice and decale the note eld
of ead instruction. For all jump instructions, we usea DynamoRio function to set the
target to the appropriate target instruction. Once we have set the targets, DynamoRio

automatically setsjump opcodeswhenit encalesthe sliceinto macine code.
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4.7 Prefetc h Slice Generation Summary

In this section,we have descriked the processof generatinga connectedtrace. We have
introduced the criteria for deciding what constitutes a CT and descrited how a CT
can be expanded. We have also erumerated the stepsinvolved in generatinga prefetc
sliceusinga CT. We have introduced someissuesthat arise during slice generationand
presered our solutions. In the next chapter, we will shov how a prefetdc sliceis invoked

and executed.
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Figure 5.1: TOPP working o wchart

5.1 Overview of Assist Thread Coordination

In the previoustwo chapters, we have descrilked our techniquesto generatea prefetd slice
for a particular delinquert load. In this chapter, we descrilke ancillary proceduresthat
are not directly involved in generatingthe prefetc slice, but are necessaryto properly

executeand coordinate the assistthread.

48
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We discusssyndironization of the assistthread and the main thread and idertify
relevant issues. We then discusshow an assistthread is executed using a generated
prefetch slice. We presen optimizations sud as reusing previously generatedprefetch

slices(Fig. 5.1).

5.2 Synchronization of the Assist Thread

Syndronization of the assistthread is a very important issue. The utilit y of the assist
thread is in its function of prefetching. Therefore,it is necessaryo ensurethat the assist
thread always runs aheadof the main thread. We do this by slicing, to pare the assist
thread down to the minimum number of necessarynstructions. Howeer, sincethe assist
thread is expectedto run faster, it needsto be kept only a few iterations aheadof the
main thread.

If the assistthread is too far ahead,prefetched data could beginto evict cade blocks
that are still neededby the main thread [13. For this reason,the prefetd slice needsto
constartly ched whereits executionis, in relation to the main thread, and accordingly
wait whenit is too far ahead.

Our current implemertation of TOPP doesnot handlethe casewherethe assistthread
is too far behind. Sud a caseis, in fact, quite unexpected, consideringthat the prefetch
sliceis usually much smallerthan the equivalert codein CT.

We implemert syndironization the following way. While generatingthe connected
trace, when we are generatingthe primary DL, we add an instruction to incremen a
courter, the main thread iteration courter. This courter courts the number of times
the primary DL instruction is executed. Similarly, in the the prefetch slice, we insert
code just after the instruction that correspndsto the primary DL. to incremert an
assistcourter that correspndsto the number of times the prefetch slice has executed

the primary DL. Comparing the valuesof the main and assistcourters helps maintain
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syndronization.

Howewer, chedking for syndironization has its own overhead, especially as shared
variables(the courters) are being constartly changedand read by di erent threads. To
minimize overhead, we implemen chunk prefetching. We only comparethe main and
assist courters when the assist courter's last byte is zero. In other words, we only
perform syndironization cheds ewvery 256incremeris of the assistcourter. We chosethe
number on the basisof experimertal timing measuremets, and alsobecausat provides
atolerabletradeo betweenaccuracyand overhead. It must be kept in mind that chunk
prefetching doesnot a ect correctness.i.e., the prefetch slice will go o trace and exit
whenit is supposedto, evenif that happensin the middle of a chunk. Chunk prefetding
only a ects the syndironization ched itself.

Therefore,the prefetdh slice chedks syndironization as follows:

1. Executeprimary DL prefetch instruction
2. Incremen assistcourter
3. If last 8 bits of assistcourter are all zero, syndironization ched is needed

4. Syndronization chedk: Comparelocal and global courter. If too far ahead,pause

and reche. If not, cortinue executingslice code.

There are two syndironization parametersthat are variable. They are:

Slak: This is the number of iterations that the assistthread is allowed to run ahead
of the main thread. If this valueis too low, the assistthread will constartly start-
stop, ead time cheding the main thread courter. This is not desirableasit causes
excessie syndironization overhead. If the sladk is too much, the assistthread could
Il up lower levels of cadhe and evict blocks that the main thread hasn't read yet.

This is obviously courterproductive and must be avoided.
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Pause Duration and Type: The assistthread needsto be pausedwhen it is too far
ahead. There are two ways to do this - using the usleep() call or using a number
of pauseinstructions. We found that the usleep() call hasa minimum sleepperiod
of one OS \tic k". Howewer, its advantage is that it it completely deactivates the
logical CPU of the assistthread, thus causing no overhead on the logical CPU
of the main thread. On our test system, one OS tick equatesto a minimum of
20 milliseconds. Becausewe require pausetimes of a few hundred cycles,we are
unableto make useof usleep(). The secondway to pausea thread is to us a pause
instruction [23]. We usea number of consecutie pauseinstructions to pausethe
assistthread. Unfortunately, the logical CPU executing the pauseinstruction is

constartly active, and has someimpact on the performanceof the main thread.

In Section 6.5.3, we presen experimertal results, shoving the e ect of parameters
sudh as slak and pauseduration on TOPP's performance. We chooseour parameters

basedon theseresults.

5.3 Completing the Prefetc h Slice

As discussedin Chapter 4, a prefetch slice consistsof a set of instructions that are
necessaryo computeand prefetch delinquen loads. Howeer, in addition to simply gen-
erating the prefetc slice,additional instructions needto be addedto get a self-conained,
fully functioning prefetch slice. The code addedis consideredhousekeeping” code asit
is not directly involved in prefetdiing, yet it is necessaryto ensurethat the prefetc slice
can actually executeproperly. The code described in this sectionis executedwhen the

prefetdh sliceis invoked. The following stepsare involved in adding houseleepingcode:

1. The sliceis analyzedto nd two registersthat are not accessedn any part of the
slice. Theseregisterswill be usedto keeptrack of the assistcourter and syndiro-

nization. Under the currert implemertation, if no \safe" registersare found, slice
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generationis aborted and normal fragmert cade executionresumes.Fortunately,
our test bendimarks do not encourter this issuedue to the fact that the stadk
pointer and frame pointer are unchangedexceptacrossfunction calls, which we do
not encourer in slicesgeneratedfrom our test bendamarks. A slightly slover but
safer alternative would be to use memory locations or register spilling instead of

looking for saferegisters.

2. Weinsert instructions to save registersand ags, and copy the appropriate register
and ag valuesfrom the main thread. This ensuresthat the prefetd slice starts

with the samecortext that the main thread had at the time of DL identi cation.

3. Weinsert code to prime the scratchspace(SeeSection4.6.7).

4. After the code to prime the scratthspace,we insert an indirect jump instruction.
The purposeof this jump instruction is to start the prefetch slice at a point for

which its initial cortext is valid. Section5.4.1explainsthis conceptin detail.

5. After the indirect jump comesthe actual prefetdhing slice code. We insert syn-
chronization code, including the pauseloop, immediately after the primary DL
instruction in the slice. Along with the syndronization code, we insert an o trace
ched - to exit the assistthread as soon as the main thread goeso trace. This is
not a common occurrencesincethe prefetc slice usually runs ahead of the main

thread; it usually goeso trace and exits beforethe main thread.

6. We append exit instructions at the end of the prefetch sliceto restorethe original
context of the assistthread, and a return instruction. In this way, the ertire
prefetdhing slice, including houseleeping code, can be invoked using a function

call, using a function pointer.

7. As an aside,sincewe have information about the exit basicblock, we perform jump

retargeting (Section4.6.8) at this point.
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while(1)
{
pthread_cond_wait();
slice_fptr(); //IPrefetch  slice function

/[End of prefetch slice, loop back

Figure 5.3: Assist thread invoke loop, runs on the secondlogical CPU

The above stepscompletethe prefetch slice,and make it a self-conained ertity that
coordinates and prefetcheswithout further intervertion. Howewer, it is still in the form
of a DynamoRio instruction list. We useDynamoRio's encale facility to encale the list
into machine code in memory The starting addressof the memory block is thus the
starting addressof the prefetching slice. To invoke the prefetc slice, a function pointer

is setto the starting addressand called.

5.4 Invoking Prefetc h Slices

In our implemertation of prefetd slicegeneration,the CT and slice are generatedwhile
the main thread is interrupted. The prefetdh sliceis intendedto be executedon the same
physical CPU, by a di erent thread.

When the program is started, we create and start the assistthread using pthreads.
Howewer, we keepthe assistthread waiting for a conditional signal. After the prefetch
slice is completed, the main thread sets a function pointer to the starting addressof
the newly generatedprefetd slice. It then signalsthe assistthread. The assistthread
immediately executesa function call to the function pointer, which, in e ect, starts
executing the prefetdh slice on the samelogical CPU as the assistthread. The main

thread proceedsto executefragmerts within the CT.
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When the prefetd slicecompletesby goingo trace, the assistthread resumeswaiting
for another signal. When the main thread goeso trace, TOPP exits prefetching mode
and reerters strata mode (i.e., fragmert cade fragmerts are now executed). This ap-
proach alsolets us repeat the processas many times asdesired,letting us reuseprefetch

slices.Fig. 5.3 and Fig. 5.1 descrike this process.

5.4.1 Prefetc h Slice Start Points

As discussedn Section3.3,any DL may initiate prefetdiing. Sincecortext (registersand
ags) areonly valid at a particular intersection, we needa mappingthat descritkeswhere
to jump to in aslicefor agivenDL. We implemert this by generatinga mapping between
tcache addressedor the CT and prefetch slice addressest the sametime the prefetch
sliceis generated.Ead time a prefetdh sliceis invoked, the mappingis usedto nd the
appropriate start point in the slice. We load a memory location with the appropriate
start point address.As discussedn section5.3, an indirect jump in the beginningof the

completedprefetch slice makesthe slice executionstart from the correct point.

5.5 Reusing Prefetc h Slices

In most real-world programs,there isn't just oneloop - there are nestedloops, functions
called repeatedly, etc. For this reason,connectedtracesare usually invoked repeatedly,
and consequetly, the prefetch slice needsto be started and stopped repeatedly In
addition, programshave di erent CTs which may executein turn, alsorepeatedly For
the above reasonsjt hasbeennecessaryto implemen support for reusingprefetd slices
and connectedtraces.

We use a hashtable to keeptrack of CT's and slicesfor reusing. Each time a slice
is generated,an ertry is madein the hashtable for the primary DL. In addition, ertries

are also createdfor secondaryDLs. Sincethere is somesharedand commoninformation
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betweenprimary and secondaryDLs, we usea two-structure approad:

di_struct: The rst data structure is the hashtable entry itself. There is one of these
for every DL, primary or secondary This cortains just the fragmert cade DL address,
the location of the DL in the CT (the trace cade DL address,in other words), and a
pointer to a trace_struct.

trace_struct: The seconddata structure is specic to eadh trace. All dl_structs be-
longing to a trace have a link to the appropriate trace_struct. The trace_struct cortains

the following information:

The starting addressof the prefetd slice.

A list of all the trace cade fragmerts that make up the connectedtrace

A list of all the primary and secondaryDLs in the CT.

A list of all possiblestartpoints and their correspnding startpoint addressesn the

slice.

Using the above hashtable structure, we are able to reuseCTs and slices. When we
identify a DL, we do a hashtable lookup basedon its fragment cade PC. If we nd it,
we load the correspnding prefetch sliceinto the function pointer (Section5.4). We then
usethe startpoint array for the CT to calculatethe appropriate assiststartpoint and set
the indirect jump variable accordingly We then reset the main iteration courter and
start o the sliceand start executingfragmerts from the CT.

Using the above method, we can repeatedly reuseslicesand traces without having
to regeneratethem. We can also expandslicesand CTs (Section 4.4) after a number of
reuses,as our hashtable structures store all the information neededto expanda CT at

any time.
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5.5.1 DL Patching

As we have complexcortrol ow in real-world programs,we needa method to idertify if
we are badk on a DL-containing trace. Oncewe have generateda CT and slice, we need
a way to ensurethat we re-idertify the DL and reusethe slice at the correcttime. We
do this asfollows:

After a CT and slice are successfullygenerated, we patch the fragment cade DL
instruction by code that calls the Strata fragmert builder. Each time executionreades
that point, we immediately erter prefetching mode and reusethe trace and slice. This
provides perfect coverageof the delinquert load trace. Howeer, there is oneshortcoming
of this approad in that we do not detectdelinquert loadson the CT any more. Thus, we
are not able to detect any new loadsthat may take longerto beidenti ed asdelinquert
and cortinue prefetdhing for only the original set of DLs. Becauseof this, we may miss

someDLs for the ertire executionof the program.

5.6 Summary of Assist Thread Coordination

In this chapter, we have descriked how the piecesof our architecture t together. We
have introducedthe conceptof assistthread syndironization and discussedur approadt
to it. We have presened how we completea prefetch slice and prepareit for execution.
We have also discussedthe issuesconcerninginvoking a prefetch slice with the proper
context and preserted our solutionsto them. Finally, we have discussedssuesconcerning
real-world bendimarks and our approadesto e cien tly dealingwith multiple tracesand

slices.
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Metho dology and Results

6.1 Overview of Metho dology and Results

In this chapter, we describe our experimertation and evaluation procedureson TOPP.
We rst introduce our test system and its characteristics. We then touch upon the
parameterswe useto ewvaluate TOPP. We descrile the di erent bendimarks we useto
analyzethe performanceof TOPP. We presen the performanceresults of TOPP, and
discusshow it is in uenced by external overheadsand internal parameters. We conclude

with suggestiondor future optimizations to TOPP.

6.2 Test System

Our test systemis a Dell PowerEdge 6600sener. It hasfour Intel Pertium IV Xeon
CPUs running at 1.6 Ghz, ead with hyperthreading enabled,and 2 GB of RAM. We
use RedHat 7.3 with a Linux kernel version of 2.4.18-3. We have modi ed the kernel
to accomalate our purposes. We have implemerted thread binding - where a thread
or processis bound to a single CPU. This is necessarjpecauseperformancemonitoring
and prefetdhing both require that threadsinvolved do not migrate. We have alsoadded

systemcalls to the kernelto allow programsto accesgperformancemonitoring registers
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and courters. Finally, we have patched the kernelto enablePEBS interrupts [24].

6.3 Evaluation Parameters and Metho dology

We ewvaluate TOPP using a set of bendimarks. We focus on wall clock time and cathe
miss court asthe two main parametersusedto compareTOPP-enabled bendmarks to
the equivalert native versions.

We use the time application to measurewall clock time. time also keepstrack of
the total time usedby all individual threads of a process- we usethis to compute the
percenage of time the assistthread was active and to nd the percenage of program
executionthat was coveredin prefetching mode.

To measurecade misseswe useanother set of performancemonitoring registers. At
the time TOPP is initialized, we activate a courter to court the number of L2 cathe
missesas seenby the main thread. We read the courter just beforethe program exits.
We take careto avoid con icts betweenthis performancemonitoring and TOPP's inbuilt

dynamic pro ling.

6.4 Benchmarks

We usea set of bendimarksto evaluate TOPP. Sincethe purposeof TOPP is to prefetc
into the cade, we focus on bendimarks that are expected to be memory-inensive.
Among these,we ewvaluate TOPP on both pointer-chasingbendimarks (e.g., list and tree
accesspnd array-basedapplications. We alsoevaluate TOPP on areal-world bendimark.

The following are the bendimarks we use:

list

List is a simple list-based bendymark that focuseson list access.It consistsof an allo-

cation phase,wherea large circular linked list is allocated and linked. Then, the access
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phaseis started - the list is iterated through. At ead iteration, a small amourt of work
(oating point arithmetic) is done. Sincethe list is circular, it can be iterated through
as many times as required so that we have the bendimark run for a signi cant enough
amourt of time. TOPP is invoked at the beginning of the accessphase. It must be
noted that we do not arti cially randomizethe list - in practice, we nd that successie
list elemeits are more or lesscortiguous in memory Randomizingthe list would prob-
ably in ate performancemeasuremets in favour of TOPP, however it would not re ect

real-world applications.

array

Array is a simple array-basedbendimark. It is similar to the list bendimark in having an

allocation and accesgphase. It alsohas oating point work inbetweenmemory accesses.

BST

BST is a binary seart tree bendimark. In the allocation phase,we allocate and initialize
a large binary seard tree. In the accessphase, we perform marny repeated random
searbesfor data from the tree, on which we perform some oating point arithmetic to

simulate work.

mcf

Mcf is a real-world bendymark that is part of the Spec CPU 2000 integer bendimark
suite. We chosemcf becauseof its relatively high proportion of memoryacces®perations
and relatively high cate missrate, as comparedwith the remainder of the Spec suite.
Howewer, sinceit is an integer bendimark, it is expected to be suboptimal in terms
of taking advantage of hyperthreading. In Intel's implemertation of hyperthreading,
functional units sud as adders, oating point units are sharedbetweenthe two logical

CPUs. For this reason,hyperthreading works well if the two threads perform di erent
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Figure 6.1: Strata and Slice Generation Overheads

types of computations - e.g.,onethread performing mostly integer operations, and the

other, oating point operations.

6.5 Results

In this section, we discussthe results obtained from running the bendmarks descriked

in Section6.4. We analyzeour results using the parametersintroducedin Section6.3.

6.5.1 TOPP Overheads

Since TOPP involves a number of runtime activities, there are signi cant overheads

incurred in to processof generatingand executinga prefetcing slice. Theseare:

Overhead due to Strata

This occurs becauseof Strata's interpretation, fragmert generation and also because
Strata inserts extra trampoline jumps. As we seein Fig. 6.1, Strata's overheadvaries

between0.1%for list to over 14%for bst This is becauseof the overheadof instruction
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decaling and fragmert generation. In fact, the average Strata overhead for the Spec

CPU 2000bendmark suite is about 35%[3].

TOPP overhead

This includes the overhead of performancemonitoring and PEBS interrupts, and also
that of generating connectedtraces and prefetch slices. This is normally quite low,
since performancemonitoring is quite lightweight, and CT and slice generationhappen
only a few times over the ertire execution of a program. As seenin Fig. 6.1, TOPP
overheadis usually negligible, although it is as high as 5.7% for array. The slovdown
can be attributed to performancemonitoring overhead, which can be quite signi cant,
the longer it takesto identify a DL. In fact, array spendsabout 14% of its time with
performance monitoring activated, which is very high when comparedto list , which

spendslessthan 1% of its total executiontime monitoring performance.

Hyp erthreading overhead

Threadsthat run on two logical cortexts of the samehyperthreadedCPU can slov down
signi cantly asa consequencef resourcesharing betweenthe two logical CPUs. In In-
tel's designof hyperthreading, someCPU resourcesare statically partitioned as soon as
the secondogical thread cortext becomesactive [2]. For this reason,a logical thread ex-
ecuting even only no-opscan negatively impact the rst logicalthread. Along with static
resourcepartitioning, instruction mix also determinesslovdown due to hyperthreading.
For example, if the two logical threads are running idertical code, there is a greater
potertial for slovdown asfunctional units arelimited in number. On the other hand, hy-
perthreading shineswhen the two threads are running code that usedi erent functional
units (e.g., integervs. oating point operations). For this reason,instruction mix is an
important factor in determining hyperthreading overhead.

Although it is not possibleto directly measurethe overheadof the assistthread (due
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Figure 6.2: Hyperthreading Overheads

to the fact that the assistthread is simultaneously speeding up the main thread by

prefetching), we obtain an estimate of hyperthreading overheadby simulating an assist
thread. We have a small program whoseonly function is to loop, and in ead iteration

of the loop, perform someinteger math and accessa single memory location, a mix of
instructions which is quite similar to a simple assistthread. We measurethe slovdown

causedby running both the assistthread simulator and the our bendimarks on the same
physical CPU but on di erent logical processors.We usetwo versionsof this program
to simulate extreme caseshyperthreading overhead. The \NoP ause" version simulates a
constartly executingassistthread with no pauses.The \P ause" version cortains pause
instructions embeddedin the main loop that e ectively reducethe load of the program
on its logical CPU. This version simulates a scenariowherethe assistthread is pausing
roughly half the time and executing for the other half. We do not realistically expect
hyperthreading overheadsto be either greater than the \NoP ause" caseor lesserthan

the \P ause" case. Figure 6.2 shaws the hyperthreading overheadsfor ead bendimark
measuredin this manner. Theseoverheadsare as comparedwith native versionsof the

bendmarks.

For the microbendxmarks array , list and BST , we use an alternative method of
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Figure 6.3: Speedupachieved due to TOPP

measuringcombined overheads- we generatethe prefetd slice asusual, however, in the
prefetd slice,we replacethe instruction that correspndsto the delinquert load (i.e., the
instruction that actually doesthe prefetcing) with a nop. Thus, we have a very accurate
way of measuingthe overheadof generatingand executingthe prefetch slicewhile isolat-
ing its bene cial e ects. Howe\er, this is only possiblefor the microbendmarks asthey
do not have multiple delinquert loads. As seenin Figure 6.2, hyperthreading overheadas
measuredwith the dummy prefetch method is slightly greaterthan that measuredusing
the \P ause" method above for all the microbendimarks.

As seenabove, TOPP hasto contend with hyperthreading overheadsranging between

5% and 25%.

6.5.2 Performance Impro vement

We presen the performanceimpact of TOPP in Fig. 6.3. As seenin the gure, TOPP
resultsin a speedupover native code in two of four cases,and a speedupover Strata in
three out of four cases.

If we considerthe overheaddue to Strata and hyperthreading, either of which we

have no cortrol over, total overheadrangesbetween7% for array to over 27%for bst (as
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a) mcf b) list
Figure 6.4: In uence of Slak on Speedupdue to TOPP

calculated from the dummy prefetch method in Fig. 6.2). Thus, as can be seenin the
results, TOPP gainsbad most of this overhead,for all bendamarks. In the next section,

we look at the in uence of TOPP parameterson performance.

6.5.3 TOPP Parameters

As discussedn earlier sections,a number of variable parametersmay in uence TOPP's
performance.In this section,we attempt to determinewhich parametersin uence perfor-
mance,and we determine the level of in uence of ead variable parameter. We consider

the following parameters:

Slack

As seenin section5.2, slak refersto the number of iterations that the assistthread is
allowed to run aheadof the main thread. As canbe seenfrom Figure 6.4, too much sladk
can be detrimental to performance. This could be becausethe assistthread runs so far
aheadof the main thread that it evicts cate linesthat have not yet beenaccessedby the
main thread. The e ect is more apparert on a bendymark with long loops, sud aslist,
rather than mcf, which has many short CT invocations, meaningthat the assistthread

doesnot have the opportunity to get too far aheadbeforean o trace condition occurs.
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a) mcf b) list
Figure 6.5: E ect of pauseduration on performance

We choosea slak of 50 iterations basedon the resultsin Fig. 6.4.

Pause Duration

From Section5.2, pauseduration refersto the amourt of time an assistthread waits if it is
too far ahead. We implemert the pauseusing multiple instancesof the IA-32 instruction
of the samename. We vary the duration by varying the number of pauseinstructions the
assistthread waits for. From Figure 6.5, we seethe e ect of pauseduration is di erent
for di erent bendimarks. We choosea pauseduration of 1000cycles(i.e., we insert 1000
pauseinstructions at the appropriate placein the slice). We choosethis number because

it givesus the best performancenumbers for both list and mcf.

Secondary DL Threshold

A secondaryDL is one that has not beenidentied as delinquert, but has a signi -

cant kernel-lewel court - denoting that it too causescahe misses(Section 4.6.1). The
SecondaryDL Threshold refersto the number of samplesat which a DL is considered
secondary It is expressedasa fraction of the primary DL threshold. Upon varying sea-
ndary DL threshold, we notice a decreasen performancefor lower thresholds(Fig. 6.6).

This is becauseat low thresholds,many DLs are declaredas secondary causingbloat in
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Figure 6.6: E ect of SecondaryDL Threshold on Speedupon mcf

the prefetdh slice, which is then not able to always run aheadof the main thread. This

shows that addingtoo many DLs to the prefetdh slice can be courterproductive.

6.5.4 Cache Performance

Figure 6.7(a) presens load/store instructions asa percernage of all instructions executed
by a bendimark. This tells us which bendimarks have memory accessas a signi cant
componert of their execution,and which bendimarks are more CPU-intensive.

Figure 6.7(b) preseits the cade miss rate for eadr bendimark, as measuredwith-
out TOPP. This givesus a better idea asto why somebendmarks, sud as list show
signi cant speedupswith TOPP whereasothers, sud asarray, do not.

TOPP greatly improvescade performancefor eat of our chosenbendmarks. Cade
missesare reducedby a minimum of 36% (mcf) to over 99% (list). Figure 6.8 preselts
cade missreduction achieved by TOPP for ead of our bendymarks.

Thus, we seethat TOPP has the greatestimpact on programslike list which have

signi cant time spert in memory accessand high cate miss rates. TOPP is usually
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a) Load-StoreRatio b) Cadhe Miss Rate
Figure 6.7: Cacthe Performanceof Native Bendimarks

able to signi cantly mitigate cadie missrateson sud programs,thus achieving speedup.
On programs sud as array , which do not have sud high cade miss rates, TOPP
still drastically reducescate misses,however the reduction in cadie missesdoes not

necessarilytranslate to a signi cant speedup.

6.6 Comparison with Hardw are Prefetc her

The Intel Pertium IV Xeon CPUs of our test systemare equipped with a built-in au-
tomatic hardware prefetcher. This is a stride prefetcher, and is expected to excelin
memory-irtensive programs with predictable memory accesspatterns. In g. 6.9, we
comparethe performanceof the hardware prefetdher with that of TOPP.

As seenin the gure, the hardware prefetdher achieves signi cant speedupson the
bendimarks array, list and mcf, which have regular memory accessatterns. Although
list and mcf have list accessessincethe lists are not randomized,the hardware prefetdher
is ableto compute strides and prefetch for them. On the other hand, for the tree bent-
mark bst the hardware prefetdher hasno bene cial e ect asthe accesgatterns of a tree
do not form regular strides. TOPP is able to speedup this bendimark, sinceit relieson
precomputationto calculate data addresses.

Running the hardware prefetdher alongwith TOPP producesmixed results. Although
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Figure 6.8: Reduction in cade missesdue to TOPP

speedupsn mostbendmarksare better than with TOPP alone,hyperthreadingoverhead
doescausesomeslondown for TOPP, whencomparedwith the hardware prefetdher alone.

This is alsoseenin g. 6.9.

6.7 Future Optimizations

Although TOPP in its presen form cannot completely overcomethe overheadsof un-
derlying tools and hyperthreading, someoptions are open. First, an SDT with a lower
overhead,sud as dynamorio, could be used, or an approad that did not needa whole
SDT could be attempted. Second,sharedcade chip multipro cessorshave appearedon
the market, especially for laptops. The hyperthreading overheadwould be non-existen
for these, while the cade prefetching bene ts would still be available. TOPP would
probably be ideal for sud processors.Third, explicit hardware support for assistthread

syndironization would go a long way towards mitigating TOPP's inherert overheads.
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Figure 6.9: Speedupdue to hardware prefetcher
6.8 Summary

In this section, we have introducedthe bendmarks and performancemetrics that were
usedto ewaluate TOPP. We then preseted TOPP's impact on the chosenbendimark
with respect to two signi cant performancemetrics - wall clock time and cade misses.
We found that TOPP has signi cant unavoidable overheadsdue to Strata and hyper-
threading. Upon analysisof the performanceof TOPP-enabled bendimarks, we found
that in someTOPP adieves speedupsof upto 26% over and above its overheads,and
that it slowvs down somebendimarks by a maximum of 7.5%. We have alsodemonstrated
that TOPP drastically improves cate performanceof all bendimarks, reducing cate
missesby amourts between35% and 99%. We have presened an analysisof bendimark
characteristics and how they in uence TOPP's ability to speedthem up. Finally, we

have discussedoossibleimprovemerts to TOPP.
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Conclusion

In this thesis, we have preseted TOPP, a novel trace-basedsystemfor optimization of
programsvia prefetching. We have shovn the motivation behind TOPP, and discussed
what makesit unique comparedto existing researb. We have shovn how we have made
TOPP to be a completelyruntime system. We have discussedhe componerts of TOPP,
and how they interact - we also demonstrate how we use existing SDTs sud as Strata
to simplify TOPPs tasks. We demonstratethe utilit y of TOPP on a set of bendimarks,
achieving speedupsof upto 26%, and reducing cade missesby at least 35%. We now

presen somefuture directions for TOPP.

7.1 Future Work

There are two main directions future work on TOPP could take. The rst is optimiza-
tion - i.e. improving the performanceof TOPP. At this time, the two greatestoverheads
on TOPP are causedby Strata and hyperthreading. Using a lightweight SDT with less
overheadwould alleviate this somewhat. Another option is to avoid using an SDT for
the bulk of program execution. In sud an approad, we might only activate necessary
functionality sud asfragmert building on an asneededbasis,rather than from the begin-

ning of program execution,aswe do now. To further study the e ects of hyperthreading
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overhead,we might try to run TOPP on other SMT CPUs, sut asthe UltraSparc IV.
In addition, TOPP is expectedto do well on sharedcade CMPs, desktop versionsof
which are scheduledfor commercialdistribution very soon.

The seconddirection for TOPP is extending its capabilities to handle more varied
code. For example,extending TOPP to prefetch for recursive loopswould openup many
more programs for optimization. Adding the capability to detect memory aliasing at

runtime would alsoallow TOPP to work better and with more real-world applications.
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