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Abstract

Molecular dynamics is a computationally intensive technique usedin biomolecularsimula-

tions. We are building a hardware acceleratorusing a multipro cessorapproach basedon

FPGAs. Onekeyfeaturebeingleveragedis the availabilit y of multi-gigabit serialtransceiver

technology (SERDES) available on the latest FPGAs. Computations can be implemented

by a dedicatedhardwareelement or a processorrunning software. Communication is imple-

mented with a standard hardware interfaceabstraction. The actual communication is done

via asynchronous FIFOs, if the communication is on-chip, or via Ethernet and SERDES,

if the communication is between chips. The use of Ethernet is signi�cantly slower than

the SERDES, but allows for prototyping of the architecture using o�-the-shelf develop-

ment systems. A reliable, high-speed inter-FPGA communication mechanism using the

SERDESchannelshas beendeveloped. It allows for the multiplexing of multiple channels

betweenchips. Bi-directional data-throughput of 1.918Gbpsis achieved on a 2.5Gbpslink

and comparedagainst existing communication methods.
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1 Intro duction

Oneof the keyareasof research in modernbiologicalscienceis to understandandpredict the

performanceof complexmolecularbuilding blocks and proteins. Successin this �eld would

result in better drugs and a better capability to comprehendand control diseases.One

method of achieving this understandinginvolvessynthetically developingcomplexmolecular

structures and analyzing the results in a laboratory environment. Another approach is to

simulate the time-evolution of such moleculesusinga computationally demandingmolecular

modeling technique called molecular dynamics (MD). Many interesting simulations take

months to yearson the world's fastest supercomputers[2].

This introductory chapter elaboratesonwork presented in this thesison the development

of a communication infrastructure for moleculardynamicssimulations. Section1.1will �rst

provide motivation behind the work presented in this thesis. Section1.2 will then discuss

signi�cant contributions and Section 1.3 will concludeby discussingthe organization of

subsequent chapters.

1.1 Motivation and Goals

The exponential progressof microelectronicshas been very apparent in the rapid evolu-

tion of Field ProgrammableGate Array (FPGA) technology. This progresshas resulted

in several highly attractiv e advancements. First, more transistors on each FPGA chip en-

ablesmassive amounts of parallel computation. Second,recent developments of high-speed

input/output transceivers allow data to be transferred at high bandwidths into and out

of FPGAs. As a result, FPGA technology has evolved to the point that computationally

intensive algorithms, such as those involved with molecular dynamics, may be spanned

acrossseveral FPGA elements for e�cien t hardware acceleration.
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1 Introduction

Realizing this potential, several research groups have attempted FPGA-basedMD so-

lutions. However, so far only a few FPGAs have been used to solve this problem. The

Toronto Molecular Dynamics (TMD) machine is an ongoing project in collaboration the

Department of Biochemistry and the Hospital for Sick Children. The primary goal of this

project is to deliver a MD package basedupon recon�gurable FPGA technology that is

scalableto hundredsor thousandsof FPGAs. A key ingredient to the successof this con-

cept is to e�ectively relay and communicatedata betweenFPGA processingunits. Without

an e�ective mechanism for communication, the potential of the multiple-processorsystem

would be signi�cantly degraded.

The generality of existing inter-processorcommunication protocolsintroducesoverhead

that is unacceptablefor the high computational demandsof the MD system. For example,

many distributed systemscommunications protocols introduce unnecessaryoverhead for

packet collision detection, packet retransmissionand network management. As well, many

parallel computing protocolssu�er unnecessaryoverheaddue to cache coherence.Because

the multi-pro cessorMD systemis fully recon�gurable, a custom protocol may be designed

that introducesminimal overhead. The intent of this thesis is to explore existing com-

munication mechanisms,designa high-speed, low-latency communication mechanism and

develop an abstraction layer for using it.

1.2 Research Contributions

The work involved with this thesismakesseveral notable research contributions, the most

signi�cant of which being the designof a reliable communication capability acrosshigh-

speedserial links. This contribution, as well as others, are summarizedin Table 1.1 and

outlined brie
y in the sectionsthat follow.

1.2.1 Design of an E�ective Run-Time Debug Capabilit y

Prior to development of a communication mechanism, an underlying debug capability is

necessaryto assistin the development processand provide several important debugcapa-

bilities at run-time. Requirements of this supportive debuginfrastructure follow:

2



1.2 Research Contributions

Table 1.1: ThesisContributions

Contribution Chapter and Section
Run-time DebugLogic Design 3.3
High-SpeedInterfaceDesign 4.4
DesignAbstraction 4.4, 6

1. The debug mechanism must provide high controllabilit y and observabilit y into the

design.

2. The debugmechanism must log high-speeddata at the rate it is passedthrough the

system,freezethe captureddata whenan error hasoccurredand reproducethe logged

data at a slower systemdata rate for analysis.

3. The mechanism must be capableof simultaneously debuggingmultiple FPGAs.

The proposedsystem-level debug environment to addresstheserequirements is presented

in Section3.3.

1.2.2 Development of a Reliable, High-Speed Communication

Interface

The primary contribution of this thesis involves the development of a custom communica-

tion interface acrosshigh-speedserial links, which takes several basic designcriteria into

consideration.

First, the mechanism must deliver packets reliably acrossa potentially noisy and unre-

liable communication channel. Furthermore, becauseseveral high-speedserial links may be

usedon each chip, the mechanism must be considerateto area. Becausethis work is part

of a bigger collaborative project, the underlying details of the communication mechanism

must be abstracted from the user by standard hardware and software interfaces. Finally,

the communication must maintain a reasonablethroughput, but more importantly a min-

imal latency in packet communication, herein referred to as one-way trip time. Each of

3



1 Introduction

theseconsiderationswere addressedin the high-speedcommunication development, which

is discussedin further detail in Section4.4.

1.2.3 Design Abstraction

Becausethe high-speedcommunication systemis part of a bigger project, two abstraction

layers were developed to hide the implementation details of the high-speed communica-

tion interface. During development of the interface in Section 4.4, a standard hardware

abstraction layer was developed that allows any hardware block to seemlesslyconnectand

communicate using the high-speedcommunication interface.

Furthermore, after hardware development and testing were complete, the communica-

tion interfacewasthen incorporated into a layer of software abstraction, whereby connect-

ing a processorto the communication interface,communication via the high-speedinterface

is achieved through software using a programming model. Development and results of the

incorporation into a software abstraction layer are presented in Chapter 6.

1.3 Thesis Organization

The remainder of this thesis is organizedas follows. Chapter 2 �rst provides brief back-

ground, discussescomplexity and the communication requirements of moleculardynamics.

This chapter then discussesdi�erent approachesto solvingcomplexproblemssuch asmolec-

ular dynamics,and is concludedby a light survey of communication mechanisms.Chapter 3

then discussesseveral system-level issues.In this chapter, a software programming model

is presented, and the available underlying communication mechanisms to this program-

ming model are discussed.From this programmingmodel, an e�ective debugenvironment

for communication development is then derived. Chapter 4 discusses,speci�cally, the de-

velopment of a high-speedcommunications capability, the results of which are evaluated

in Chapter 5. Chapter 6 then discussesa simple integration into a software programming

model. Chapter 7 providesconclusionsand future work, and Appendix A providesreference

of tabulated data.
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2 Background

To understand the need for high-speedcommunication in molecular dynamics, one must

�rst have a basicunderstandingof the requirements for moleculardynamics. To begin this

chapter, a brief overviewof moleculardynamicswill bepresented. Following this, the reader

should have a better understandingof the underlying principles of moleculardynamics,as

well as computational requirements for a typical MD simulation. Hence,Section 2.2 will

provide a background on existing architectural solutionsto highly-computational problems,

and, whereappropriate, will alsodescribe how thesesolutionshave beenapplied to molec-

ular dynamics. E�ectiv e communication is of signi�cant importanceto moleculardynamics

simulations. Hence,Section2.3 will digressslightly, and provide a brief background on the

evolution of data communication to form clustersof processorsor chips. Each method of

communication will be comparedand trade-o�s will be discussed.Where appropriate in

this chapter, the IBM BlueGene[3] will be referencedas an exampleof a state-of-the-art

solution to high-performancescienti�c computing.

2.1 Overview of Molecular Dynamics

Becausethis thesisis focusedaroundMD, the following sectionwill provide a light overview

of moleculardynamics. Section2.1.1will provide the readerwith somebasicMD concepts.

Then Section 2.1.2 will step through a molecular dynamics algorithm, providing a more

detailed analysisof the necessarycalculations. Finally, Section2.1.3will study, in greater

detail, the complexity of MD. Through a simple example, this section will explain why a

typical desktopcomputer is insu�cien t for MD simulations and why alternate architectures

must be explored.
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2 Background

2.1.1 Why Molecular Dynamics is Useful

Proteins are biologicalmoleculesthat are essential for structural, mechanical, and chemical

processesin living organisms. During protein synthesis, amino acids are linked together

sequentially , yielding the primary structure of a protein. To ful�ll its speci�c biological

role, this protein must evolve into a highly speci�c, energeticallystable, three-dimensional

conformation through a processknown as protein folding.

Previouswork hasshown that a protein is completelydeterminedby its primary amino

acid sequence[4]. More recent work hasalsoshown that many diseases,such asAlzheimer's

and Scrapie(Mad Cow) are believed to be a consequenceof misfoldedproteins[5, 6]. With

thesediscoveries,tremendousresearch e�orts havebeenspent on understandingthe balance

of biophysical forcesresponsible for protein folding. Despite the fact that many proteins

fold on a millisecondtime-scale,we are still not able to predict the native con�guration of

a protein basedon its primary amino acid sequence.

Laboratory methods such as X-ray crystallography and Nuclear Magnetic Resonance

imaging are capableof determining structural information. However, thesetechniqueshave

limitations which restrict the proteins that canbe analyzed.Furthermore, thesetechniques

generally do not yield information about the protein folding pathway. Computer simula-

tion, on the other hand, can provide atomic-level resolution of the biophysical processes

underlying molecular motion. Molecular dynamics,a computer simulation technique, is a

method for calculating the time-evolution of molecularcon�gurations. This is a promising

approach that is currently being applied to the protein folding problem.

2.1.2 The Molecular Dynamics Algorithm

At this point, the readerwill be walked through an algorithm for moleculardynamicssimu-

lation. Although there areseveral MD algorithms, the algorithm presented hereinis simple,

and incorporatesall the information necessaryto understanda typical MD simulation. This

algorithm is summarizedin Figure 2.1.

An MD simulation beginsby �rst generatinga computer model of a protein of interest.

As indicated in step(1) of Figure 2.1,every atom in the systemis assignedinitial coordinates

and velocity.

6



2.1 Overview of Molecular Dynamics

(1)  Assign Initial
Coordinates and Velocities

(2)  Calculate Forces

(3)  Calculate New
Coordinates and Velocities

(4)  Last Timestep?

(5)  Simulation Complete

YES

NO

Figure 2.1: An MD Simulation Algorithm
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2 Background

The fundamental time increment of the simulation is referredto asa time-step. During

each time-step, the potential energyand resulting net force acting on each atom is calcu-

lated, as indicated in step (2). Thesepotentials are a result of interactions that may be

categorizedinto two main groups. The �rst group, bondedinteractions, are betweenatom

pairs that sharea covalent bond, and atoms that form geometricanglesand torsions. The

potential energyassociated with theseinteractions is calculated in Equation 2.1.

EB ondedI nter actions =
X

Al lB onds

kb (r � r0)2 +
X

Al lAng les

k� (� � � 0)2 (2.1)

+
X

Al lT orsions

A [1+ cos(n� + � k)]

Additionally , potential energymust alsobe calculatedfor non-bondedinteractions. The

van der Waals potential, a measureof the attraction or repulsion betweenatoms, is mod-

eled through the Lennard-Jones6-12 equation shown in Equation 2.2. The Electrostatic

potential, a measureof the attraction or repulsion betweencharged particles, is captured

usingCoulomb's law, shown in Equation 2.3. Unlike bondedinteractions, theseinteractions

can occur betweenall atom pairs in the simulation.

ELennar d� J ones =
X

Al lP air s

4�
� � �

r

� 12
�

� �
r

� 6
�

(2.2)

EE lectr ostatic =
X

Al lP air s

q1q2

r
(2.3)

For each atom, the potentials from the above equationsare summed. The net force

acting on each atom is then determined by taking the negative of the gradient of the

potential energywith respect to the position of the atom. With the net forceon each atom

calculated,accelerationmay then be determinedusing Newton's secondlaw, F = ma.

With the accelerationof each atom determined, time-integration may then be usedto

determine updated coordinates and velocities, as shown in step (3) of Figure 2.1. The

8



2.1 Overview of Molecular Dynamics

Velocity Verlet Update (VVU) algorithm may be usedfor this purpose[7], and the three

equationsthat must be calculatedare given in Equations 2.4, 2.5 and 2.6.

v (t) = v
�

t �
� t
2

�
+

� t
2

� a (t) (2.4)

r (t + � t) = r (t) + � t � v (t) +
� t2

2
� a (t) (2.5)

v
�

t +
� t
2

�
= v (t) +

� t
2

� a (t) (2.6)

In the above equations,� t is the time-step, r (t + � t) is the updated coordinate position

andv(t+ � t=2) is the updatedvelocity. With updatedcoordinatesand velocities, the current

time-step is concluded. The processis iterated, as calculationsare again performedusing

the new coordinatesand velocities. To simulate biologically relevant time-scales,billions of

time-stepsmust often be calculated.

2.1.3 The Complexit y of Molecular Dynamics

For the purposesof this thesis,a detailedunderstandingof the abovealgorithm is not neces-

sary. For more detailed information, the readeris referredto available moleculardynamics

literature [7]. Instead, it is important to understand the computational requirements of

this algorithm. Hence,the complexity of each of the above equationswill now be discussed

in more detail.

The calculationof bondedpotentials, represented in Equation 2.1areperformedonceper

time-stepbetweenan atom and its adjacent bondedneighbors. Becausethis is a calculation

only betweenatomsof closerange,this is an O(n) problem,wheren is the number of atoms

in the system. On the other hand, the non-bondedpotentials, represented in Equations2.2

and 2.3, must be calculatedbetweenan atom and all other atoms in the system. Although

someoptimizations may be applied, this is inherently an O(n2) problem, and the time

9



2 Background

required to solve thesepotentials is related to the squareof the number of atoms in the

system. Finally, the VVU algorithm, represented in Equations 2.4, 2.5, 2.6 must only be

performed on each atom once per time-step. Again, this is an O(n) problem. Clearly,

non-bondedforce computations dominate the computational requirements. Previouswork

supports this fact. The authors of MODEL[2] �nd that in an MD simulation involving over

10,000particles, non-bonded interactions take more than 99% of the total CPU time for

each time-step.

At this point, a simple examplewill provide more insight into the computational re-

sourcesrequiredfor a typical MD simulation. Becausenon-bondedforcecalculationsclearly

dominate total CPU time, other computations will be ignored. First assumethat an MD

simulation will be performed with a systemof 104 atoms. This is a reasonably-sizedsys-

tem which may demonstrateinteresting biological properties. As the unoptimized calcu-

lation of non-bonded potential is an O(n2) problem, each time-step requiresan order of

n2=(104)2=108 computations. A time-step must be of su�cien t granularit y for an accurate

simulation, and a simulation must run for su�cien t time before interesting characteristics

are observed. Hence,a femtosecondwill be usedas a time-step and the total simulation

time will be a microsecond.If 108 computationsare requiredper time-step, then across109

time-steps,108� 109=1017 computationsare required over the entire simulation. On a typ-

ical desktopcomputer running at 2GHz, we can generouslyassumethat each computation

takes2 clock cycles. Hence,a computation is completedevery 10� 9 seconds.At this rate,

the entire simulation will completein about 108 seconds,or approximately 3 years.

The above exampleshows that a desktop computer lacks su�cien t computational re-

sourcesto complete a typical molecular dynamics simulation in a reasonableamount of

time. Alternate computational approachesmust be investigated,and are discussedin the

following section.

2.2 Overview of Existing Computational Solutions

Molecular dynamics is a single example of many highly-computational problems. Other

examplesinclude weather prediction and seismicanalysis. To overcomethese challeng-

ing problems, as well as many others, one may take several possibleapproaches. These
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approachesmay be categorizedinto three main groups. First, Section2.2.1describesded-

icated hardware solutions, wherecustom hardware is developed targeting the application.

Then, Section2.2.2describessoftwaresolutions,where,through the useof parallel program-

ming languagesand messagepassinglibraries, a software program may span hundreds to

thousandsof computers. Finally, Section2.2.3describesother computational approaches,

including hybrid solutionsand FPGA-basedsolutions.

2.2.1 Hardware Approaches

For extremely demandingapplications, such as those with real-time timing constraints, a

customapplication-speci�c integratedcircuit (ASIC) may bedesigned.Although it requires

considerablee�ort and cost, there are several advantages to a custom hardware design.

Becausethe designermay de�ne how transistors are laid out on a chip, by implementing

an algorithm in hardware, a designermay describe the exact data 
o w through a circuit.

Parallelism may be exploited, and the parallel portion of algorithms may be subdivided

amongseveral identical processingelements. The performanceadvantagesof this approach

are obvious. If an algorithm with O(n2) complexity is equally divided amongm processing

elements, then a performanceof n2/m may be achieved. Furthermore, in designing a

customASIC, highly-demandingdesignconstraints such asa high clock rate, minimal area

or minimal power consumption,may be achieved.

Recent studies have applied custom ASICs to molecular dynamics. In Fukushigeet.

al[8], the authors extend the application-spaceof a previously-developed board, GRAPE,

towards the accelerationof molecular dynamics. All O(n) computations are implemented

on a host computer while all O(n2) Electrostatic and Lennard-Jonescomputations are

o�-loaded to custom ASICs called MD Chips, which each compute forces on six atoms

simultaneously. Multiple versionsof the MD-GRAPE board exist[8, 9], the most recent

of which contains eight MD Chips per board, resulting in a 6 gigaFLOPS performance

achievement. The board has since been renamedas ITL-md-one, and has been used in

several MD simulations[10].

In related work, another research group[2] developed a custom board that speci�cally

targets MD simulation. Similar to the MD-GRAPE, the authors usea host computer to

handle all O(n) computations, and o�-load all O(n2) computations to custom hardware
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boardscalled MD Engines. On each MD Engine are four identical ASICs, called MODEL

chips, each of which is capableof computing a non-bonded interaction every 400ns. Al-

though each MD Engine achievesonly 0.3 gigaFLOPSin performance,the systemcan be

scaledup to 76 parallel cards. Similar to the MD-Grape, this board hasagainbeenusedas

a speedupmechanism for MD simulations[10].

2.2.2 Software Approaches

Becausesoftwareis written for a general-purposearchitecture, softwareon a singlecomputer

is not a viable solution to highly-computational problemssuch as MD. However, with the

improvement of inter-processorcommunication and the introduction of parallel processing

libraries, a heavy workload may now be distributed acrossseveral computers. With respect

to moleculardynamics,the scalability of an implementation method ultimately determines

how e�ective the program may be used to analyze complex molecules. Two approaches

will be explored,each of which takesa radically di�erent approach to scalingthe molecular

dynamicsproblem.

The Folding@Homeproject usesan alternate algorithm to that presented in Figure 2.1

to predict the folding of a moleculeby determininga seriesof sequential minimal free-energy

con�gurations[11]. From the initial molecular con�guration, di�erent possiblefuture con-

�gurations are constructed, from which the molecular forcesand the resulting free-energy

of each con�guration is determined. If a new con�guration represents a more stable free-

energyminimum, the systemis updated with the coordinatesof the new con�guration and

the processis repeated. Becausethis algorithm requiresminimal communication overhead,

the designersusetens of thousandsof personalcomputersacrossthe Internet as individual

computenodes. However, there are several limitations to this approach. First, becausethe

algorithm exhibits an inherent sequential progressbetweenfree-energyminimums, scalabil-

it y of the algorithm decreasesbeyond a certain number of processors[12]. Furthermore, a

folded protein result may not necessarilybe thermodynamically meaningful, and in order

to de�nitely obtain a thermodynamically correct result, the entire free energy landscape

must be explored[13].

Unlike the Folding@Homeproject, NAMD[14] implements a highly-organizedmolecular

dynamic simulator wherethe protein of interest is simulated using the algorithm presented
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in Figure 2.1. In a tightly-coupled cluster of processors,NAMD hasshown to be e�ectively

scalableon up to 3000processors[15], and is recognizedas a revolutionary progressionin

parallel computing. In NAMD simulations, the computational complexity of MD is reduced

by the two following algorithmic optimizations.

� A cuto� radius is applied to all van der Waalscalculations. Atoms separatedby a dis-

tancegreaterthan the cuto� valueare assumedto experiencea negligibleinteratomic

van der Waalsforce. This optimization further reducescomplexity, asLennard-Jones

forcesno longer needto be calculatedbetweenall atom pairs in the system.

� Using the Particle MeshEwald algorithm[16], the complexity of electrostaticcalcula-

tions may be reducedfrom O(n2) to O(n� log(n)). To further reducethe computa-

tional overhead,the chosenimplementation of this algorithm is parallelizableamong

multiple processors.

Further to the above optimizations, the authors of NAMD make several intelligent design

decisionsto improve scalability and parallelism.

In the �rst versionof NAMD, the molecularsystemis partitioned by volumeinto cubes,

calledpatches,whosedimensionsareslightly larger than the cuto� radius. By implementing

this strategy of spatial decomposition, an atom must only interact with atomsfrom its local

patch, as well as atoms from its 26 nearest-neighbor patches. This subtle reorganization

of the system results in a fundamental change in scalability. Rather than a divide-and-

conquer approach of using a total of m processorsto solve a total of n2 computations,

the problem set is divided per processor.Hence,each processoris responsible for solving

ni
2 computations, where ni is the subsetof calculations between each atom on the local

patch and all atoms in nearest-neighbor patches. The latter method results in far less

inter-processorcommunication, and is therefore more e�ectively scalableamong multiple

processors.

The aforementioned method of spatial decomposition has two limitations that inhibit

e�ective scalability to thousandsof processors.

1. The scalability of spatial decomposition is limited by the size of the system being

studied. As an example, using a cuto� radius of 12 angstroms, the 92,000-atom
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ApoA1 benchmark may be divided into only 144patches[15]. Beyond 144processors,

the scalability of a patch-basedapproach is reducedto that of a typical divide-and-

conquerapproach, and additional decomposition methods must be considered.

2. A protein under simulation is often submergedin a solvent, wherethe density of the

solvent is often considerably less than the density of the protein being simulated.

This inherent imbalancein density of patchesresults in a computational load balance

acrossthe entire system. A more �ne-grained decomposition method is necessary.

Becauseof the above two limitations, another method of decomposition, called force

decomposition, is implemented. In force decomposition, non-bonded force calculations

may be performedon a di�erent processorthan the processorwhere the patch is located.

This �ner-grained approach to parallelismovercomesboth limitations, resulting in e�ective

scalability and load balancingon thousandsof processors.

2.2.3 Alternate Computational Approaches

The successof FPGA technologyin complexcomputation hasresultedin several commercial

products whereFPGAs are usedasa co-processoralongsidetraditional desktopprocessors.

The Annapolis Wildcard[17] is one of the earliest of such products. This card �ts in

a standard PCMCIA slot, and is programmed by the user through a C++ application

programminginterface(API). Onceprogrammed,the Wildcard then acts asa co-processor

to the host processor.There are currently two versionsof the Wildcard, and although the

Wildcard contains only a single FPGA, it has successfullybeen targeted to a variety of

applications. Resultsshow signi�cant speedupover identical computations whereonly the

host processoris used[18,19].

As the capabilitiesof FPGAs have increased,sohasthe complexity of the computations

for which they may beused. This hasbecomeevident in the integration of FPGAs into sev-

eral high-performancecomputeservers. Systemsby SRC Computers,Inc.[20], for example,

allow several heterogeneousboardsto be interconnectedalonga high-speedcommunication

interface. For more genericcomputation, modulescalledDenseLogic Devices(DLDs) con-

tain general-purposeinstruction-set processors.Alternativ ely, onecan alsoconnectDirect

Execution Logic (DEL) modules, which each contain an array of tightly-coupled FPGAs.
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These DEL modules handle dedicated hardware accelerationof the most di�cult com-

putations, and provide signi�cant speedupover a systemcontaining only general-purpose

processors.

As an alternative to the systemsby SRC Computers,Cray hascommercializedanother

modular system, the Cray XD1 Supercomputer[21]. In this system, a chassiscontains

several tightly-coupled general-purposeAMD processorsand six tightly-coupled FPGAs.

Similar to the SRC system,the FPGAs aretypically devoted to the portions of the algorithm

that are the most computationally-demanding.

Similar to Wildcard, the SRC and Cray compute servers have each demonstrated

e�ectivenessin a range of computationally-demanding applications, including molecular

dynamics[22]. Results are preliminary, but the authors claim their approach e�ectively

optimizesmoleculardynamics, leading to high performanceresults.

2.2.4 State-of-the-Art Supercomputing: The IBM BlueGene

The previous three sectionsdescribed several mechanismsby which supercomputing may

be performed. In this �nal section, a state-of-the-art supercomputer will be described.

The IBM BlueGeneproject, initiated in 1999,involvesthe development of a highly-parallel

supercomputerfor scienti�c computation. Becauseof its incrediblesuccess,the architecture

of the IBM BlueGenewill be brie
y described here.

The IBM BlueGenesupercomputerconsistsof up to 65,536nodesarrangedin a three-

dimensionaltorus network. Along with 256MB of SDRAM-DDR memory, each node con-

sistsof a singleASIC, consistingof two IBM PowerPC 440processingcoresthat have been

enhancedfor e�ective scienti�c computing. A light-weight low-level kernel allows one to

program the coreswith software applications, without introducing signi�cant overheadto

the processor.

Becausea systemof this magnituderequiressigni�cant resourcesfor communication, of

the two PowerPC processorsin the system,the �rst is dedicatedsolely to scienti�c compu-

tation, while the secondspeci�cally targets messagepassing.There are �v e communication

networks in the BlueGenesystem. Thesenetworks will be discussedin further detail in

Section2.3.3.

With respect to performance,at a target clock rate of 700MHz,each PowerPC processor
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performs at approximately 2.8 gigaFLOPS. Theoretically, if both processorsare usedfor

computation, the BlueGene/L supercomputer may operate at a peak performanceof 360

teraFLOPS. However, current measurements usingLINPACK[23] target approximately 137

teraFLOPS[24]. At this rate, the IBM BlueGene/L supercomputer is ranked number one

in the 25th Edition of the TOP500 List of World's FastestSupercomputers.

2.3 Overview of Existing Communication Mechanisms

Whether an MD systemis designedin dedicatedhardware, software or by alternate means,

communication overhead is a key factor in determining system performance. Depending

upon systemrequirements, there are several methods of communication that may be used

to form clusters of processorsor chips. Hence,di�erent communication mechanismswill

now be discussed.Thesemethods are best categorizedby the degreein which they may be

customizedto meet the needsof the application at hand. For lessstringent communication

requirements, data communication may be achieved using o�-the-shelf components. These

components, which are reviewed in Section2.3.1, allow the designerto communicate at a

higher level of abstraction usinga pre-de�ned communication protocol. Alternativ ely, when

developing a custom systemwith high-performancedemands,the designermay chooseto

develop an application-speci�c protocol at a level of abstraction much closer to the raw

physical media. Theselow-level communication mechanisms,which allow the designerto

more aggressively tailor the protocol to the demandsof their application, are described in

Section2.3.2.

2.3.1 O�-the-Shelf Communication Mechanisms

When a meansof data communication is necessary, there are several o�-the-shelf compo-

nents that may be used. Becausethesecomponents adhereto a pre-determinedspeci�ca-

tion, using them as a mechanism of relaying information requireslittle development work.

Examplesof such components are brie
y summarizedbelow.

� Serial RS-232
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One of the earliest methods of digital data communication is through a serial link,

using the RS-232standard. This standard speci�es signal voltages, signal timing,

signal functions, a protocol for information exchange, and mechanical connections.

Although RS-232provideds a standardizedmeansof communication, its technology

is obsolete.With a peakthroughput of only 120kbps,alternate meanso�er improved

error control and throughput.

� Ethernet (10/100/1000)

Ethernet parts are a commodity on every FPGA development board. They are read-

ily available and cheap. Although Ethernet is universally used for messagepassing

communications, there are several disadvantages to using Ethernet for high-speed

communication.

Standardized communication with other Ethernet devicestypically involves using

one of several pre-de�ned protocols, the most common of which being TCP/IP or

UDP/IP . Theseprotocols,although convenient, consistof several layers,all of which

must be implemented and subsequently traversedfor each data transaction. Hard-

ware implementation of the protocol stack is costly. Therefore, the protocol stack is

most commonly implemented in software. This has detrimental e�ects to the overall

trip time of the packet, adding signi�cant overhead.Although this overheadis largely

dependent on the speedof the processortraversingthe protocol stack, previouswork

shows that protocol software overheadsare very high. During the time spent travers-

ing the protocol for a round-trip transfer of data, between100,000and 150,000integer

instructions could have beenimplemented[25].

In addition to overheadwith respect to trip time, traversing the protocol stack also

results in considerableoverheadin the packet size,as a headeris addedat each pro-

tocol layer. As an example,a messagebeingpassedvia TCP/IP would have 56 bytes

augmented (transport: 20, network: 20, data link: 16)[26], not including contribu-

tions from the application layer. This overhead is considerablefor an MD system

similar to NAMD, where the fundamental data unit communicated in the systemis

lessthan 200bytes[27].

� Other StandardizedCommunication Protocols
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The need for e�ective communication in a variety of di�erent scenarioshas led to

the introduction of many other standardized communication protocols. The shear

number of available speci�cations makesit impossibleto discusseach speci�cation in

detail. Instead, three categoriesof speci�cations will be discussedand examplesfrom

each will be provided. Becauseof its relevance to this thesis, the third category of

high-speedpoint-to-p oint links will be discussedin greater detail.

1. SystemArea Network (SAN) Protocols

A SAN is usedto cluster systemstogether to form larger, higher available sys-

tems, within a range of approximately 30 meters. Operations through SAN

systemsare typically abstracted through software, using either a messagepass-

ing interface or a sharedmemory abstraction. Examplesof protocols targeting

such systemsinclude In�niband, iSCSI and various Fibre-channel protocols[28].

2. Multi-Drop SharedBus Interfaces

A multi-drop sharedbus is typically the backbone to a single computing plat-

form. In such systems,several devicesmultiplex data, addressand control lines,

and communication betweendevicesis performedusing a sharedmemory map.

Examplesof protocolsfor such an environment include PCI, PCI-X, SysAD and

AGP8X[29, 30].

3. High-SpeedPoint-to-Point Protocols

Although a sharedbus is central to most computing systems,a sharedbus typi-

cally deliversinsu�cien t bandwidth for a subsetof the communication in modern

stand-alonecomputing systems.To overcomethis limitation, several high-speed

point-to-p oint protocolshavebeendevelopedfor high-bandwidth communication

between devices. Hypertransport is one such protocol, where packet-oriented

data is communicated in parallel along with an explicit clock signal. Although

having several parallel lines may complicateboard-level routing, such a parallel

system is light-weight, delivers low-latency, and allows for simple implementa-

tion. Competing with Hypertransport are several protocols that deliver data

serially. By encoding the serial data appropriately, the clock may be recovered

from the serialdata stream,and no explicit clock signalis necessary. Having only
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a singlehigh-speedserial signaleasesboard level routing and allows morepoint-

to-point serial links. However, the overheadassociated with framing, channel

coding and clock recovery results in increasedlatency for each packet transfer.

Examplesof such serial protocolsinclude RapidIO and PCI-Express. Thesetwo

protocolsare very similar, with only two notable di�erences. First, unlike PCI-

Express,the RapidIO protocol allows four prioritized in-band channelsthrough

the sameserial channel. Second,RapidIO requiresan explicit acknowledgment

for every packet sent, while PCI-Expressallows for an acknowledgement after a

sequenceof packets[29, 31].

2.3.2 Custom-Tailored Communication Mechanisms

As previously mentioned, when designinga custom systemwith stringent communication

requirements, the designermay choose to implement a custom communication protocol

to better meet the communication requirements. In such a system, there are two main

methods of inter-chip communication. First, data may be sent in parallel using a wide

parallel bus. Second,data may be sent via a high-speedserial link. The trade-o�s of these

two methods are analyzedbelow.

� Wide-Bus Chip-to-Chip Communication

In a systemwhere low-latency, high-throughput is required betweena small number

of chips, the designermay develop a communication protocol using a wide parallel

data bus. Becausean explicit clock is sent in a dedicated wire, implementation is

straight-forward. Although this o�ers minimal latency in data transfer, the demand-

ing requirements of routing at the board-level severely limits the number of point-to-

point connections.Hence,in a multi-chip systemwhereeach chip must communicate

with many other chips, signi�cant latency may be introducedas a data packet may

traversethrough several chips beforereaching its destination.

� High-SpeedSerial Communication

As an alternativeto wide-buscommunication, recent advancements in serial/deserializer

(SERDES) technologyallow high-speeddata transfersvia a serial link. Although sig-

ni�can t latency may be introduced by framing, encoding and clock recovery, the
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board-level routing of such a communication systemallows many point-to-p oint con-

nections. In a multi-chip recon�gurable system with high communication require-

ments, a simple protocol developed around high-speedserial links o�ers an e�ective

method for high-speedchip-to-chip communication.

2.3.3 Communication Example: The IBM BlueGene

As previously mentioned, the IBM BlueGeneis an excellent modern exampleof a high-

performancescienti�c computing architecture. To concludethe exploration of communi-

cation architectures and protocols, the network architecture of the BlueGenewill now be

discussed,and signi�cant communication protocol and architectural designdecisionswill

be reviewed.

The IBM BlueGenecommunication architecture consistsof �v enetworksbetweennodes:

1. a 3D torus network for point-to-p oint messagepassing

2. a global combining/broadcast tree

3. a global barrier and interrupt network

4. a Gigabit Ethernet to JTAG network

5. a Gigabit Ethernet network for connectionto other systems

Several of thesenetworks may be combined to implement a singlemessagetransfer. For

example,a computenode interacting with the Gigabit Ethernet network (5) must �rst send

a messagethrough the global combining/broadcast tree (3) to a special I/O node. This

I/O node, in turn, relays the messageoutward.

Although all of thesenetworks are necessaryfor overall systemoperation, networks 2

through 5 havea secondaryrole in the communication for scienti�c computation. Therefore,

the �rst network, a point-to-p oint 3D torus network, will now be analyzedin more detail.

A 3D torus network consistsof a 3D mesh, where each outside node is connectedto

the node on the opposite side of the mesh. The result is a systemwhere every node has

six nearest-neighbor connections. The nearest-neighbor connectionsimplement a custom

protocol using high-speedSERDES links targeting 175MB/s performance. The links are
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managedby custom embeddedrouters, which, in turn, are managedby a dedicatedPow-

erPC processoron each node.

Packets rangefrom 32 bytes to 256bytes in size,and several packets may be combined

for each message.Packet throughput is signi�cantly increasedby the useof four Virtual

Channels(VCs). While two virtual channelsare statically routed, the majorit y of tra�c is

expectedto route through the remainingtwo dynamic VCs. Preliminary implementation of

an all-to-all broadcastacrossthe torus network suggeststhat the addition of two dynamic

VCs increasesaveragelink utilization from 76%to 99%[3].

With respect to the high-speed SERDES protocol, six \hin t" bits are added to the

headerof each packet[32]. Thesebits provide preliminary information to the direction that

a packet must be routed, allowing e�cien t pipelining of the arbitration process.A 24-byte

CRC is augmented to the end of each packet, and an 8-byte acknowledgeis sent for each

successfulpacket transmission.

For further details about the communication architecture of the IBM BlueGene, the

readeris referred to the IBM BlueGenewebsite[33].
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Prior to discussingthe development of a communications protocol, this chapter will �rst

derive the system-level architecture in which the communication mechanism will be used.

In Section3.1,our �rst approach to an MD simulator will be introduced,and NAMD will be

referencedas a starting point from which a programming model will be developed for this

system. Section3.2will then isolatethe communication portion of this programmingmodel,

andan equivalent basicproducer/consumermodel will beintroduced. Several di�erent com-

munication mechanismsfor the producer/consumermodel will be discussed.Finally, this

chapter will concludeby describingan implementation of the producer/consumermodel.

Becausethis model would be eventually used in communication protocol development,

strong considerationwas given toward an e�ective method of debuggingand veri�cation.

Therefore,the �nal sectionof this chapter will discussthe implementation of this simpli�ed

producer/consumermodel, paying particular detail to debuggingand veri�cation strategies.

3.1 An E�ective Programming Mo del for Molecular

Dynamics

Usingmodern Xilinx embeddeddevelopment tools,an FPGA may bepopulatedwith oneor

moreprocessorcores,calledMicroBlazeprocessors[34]. Each processorcoremay be synthe-

sizedonto the FPGA fabric. Softwarecodemay bewritten for each MicroBlazecoreand the

code for each core may be compiled and concurrently executed.Rather than immediately

targeting hardware, our �rst step in building an MD simulator on recon�gurable logic is to

implement it in software, spanningseveral of theseprocessors.Ongoingwork in our group

involvesan object-oriented model for this initial software-basedMD simulator, a block dia-
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Figure 3.1: MD Simulator Block Diagram

gram of which is shown in Figure 3.1[27]. In this diagram, blocks represent computational

objects, while arrows indicate communication betweentwo computation blocks.

Although this �rst implementation will be sub-optimal with respect to performance,it

providesan initial proof of correctness,allows an easierdebuggingenvironment, and allows

experimentation with di�erent control structures. After the initial software implementation

is complete,dedicatedhardware blocks may replacethe genericsoftware-driven processors,

and signi�cant speedupmay then be obtained.

As previouslymentioned, NAMD is regardedasan MD simulator that may bee�ectively

parallelizedacrossthousandsof processors.Becauseof this, it is reasonableto suggestthat

NAMD may be usedasa starting point in determining an e�ective programmingmodel for

the proposedMD simulator.
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Further analysisof NAMD's programming structure revealsthe following:

1. Forcecalculations(bondedand non-bonded)are programmedascomputeobjects. A

computeobject is necessaryfor each calculation, and all computeobjectsarelaunched

upon program initialization.

2. Messagepassingof forcesandatomic coordinatesis alsoachievedthrough independent

communication objects. Usinga mailbox system,a suspendedmessage-passingobject

is awoken when it has received all information to be sent. At this point, data is sent

via a socket. Following data transmission,the message-passingobject is again put to

sleep.

In a �rst object-oriented implementation of the block diagram in Figure 3.1,a program-

ming model similar to that of NAMD will beused.Therewill be two baseclassesof threads.

The �rst baseclass,computation threads, will be usedfor all force computations, as well

as all other calculationsas indicated in Figure 3.1. The secondbaseclass,communication

threads,will be usedfor all messagepassingin the systemasagain indicated in Figure 3.1.

Completion of the MD simulator in Figure 3.1 is not necessaryfor the purposesof

this thesis. However, in implementing inter-chip communication, the aforementioned pro-

gramming model of computation and communication threads must be considered. Any

communication mechanism must be incorporable into this model.

3.2 Available Architectures for Data Communication

From the communication standpoint, wemay now generalizethe block diagramof Figure 3.1

into a simplerproducer/consumermodel, asshown in Figure 3.2. In this simpli�ed diagram,

both the producer and the consumerblocks represent computation threads,and the arrow

betweenthesetwo blocks represents a meansof communication.

Section 2.3.2 provides a summary of currently available communication mechanisms.

However, given the limitations of the available hardware resources[35, 36], we are limited

to four mechanismsof communication that are listed here and explained in further detail

below:
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Producer

Consumer

Computation Block

Computation Block

Communication
Mechanism

Figure 3.2: Simple Producer/ConsumerModel

1. Thread-BasedIntra-ProcessorCommunication

2. Fast Simplex Link-Based Intra-Chip Communication

3. Ethernet-BasedInter-Chip Communication

4. SERDES-BasedInter-Chip Communication

The above communication mechanismsare abstracted from the designeron two levels.

First, the programmingmodel introducesa software-basedabstraction layer. Regardlessof

whether the underlying communication be intra-processor,intra-chip or inter-chip, commu-

nication occurstransparently whendata is passedto a communication thread. Although an

initial implementation targets software only, the molecular dynamics simulator will even-

tually be implemented in hardware. Therefore,a secondabstraction layer, at the hardware

level, is necessary.

Unlike software-basedcommunication, hardware-basedcommunication may only be be-

tweentwo hardware blocks on the samechip (intra-chip) or betweentwo hardware blocks

on di�erent chips via a physical channel (inter-chip). Whether communication be intra-

chip or inter-chip, the Fast SimplexLink (FSL)[37] waschosenasa commoncommunication

interfaceto abstract the underlying hardware implementation details from the hardwarede-

signer. The FSL is a unidirectional First-In-First-Out (FIF O) point-to-p oint link between

two on-chip hardware blocks. It is fully customizableto support di�erent data widths,

FIFO depths, asynchronousclock domains,and an optional control bit. The FSL is fully

supported by the Xilinx toolchain, and at the software level, the Xilinx EDK packageo�ers
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Table 3.1: FSL Function Calls for the MicroBlaze Soft Processor

C Function Call
Assembly-Level

Description
Instruction

microblazebread datafsl(val, id) get blocking data read
microblazebwrite datafsl(val, id) put blocking data write
microblazenbread datafsl(val, id) nget non-blocking data read
microblazenbwrite datafsl(val, id) nput non-blocking data write
microblazebread cntlfsl(val, id) cget blocking control read
microblazebwrite cntlfsl(val, id) cput blocking control write
microblazenbread cntlfsl(val, id) ncget non-blocking control read
microblazenbwrite cntlfsl(val, id) ncput non-blocking control write

support for FSL readsand writes with MicroBlazeprocessorsvia eight C function calls that

map to assembly-level instructions. A summary of thesecalls is found in Table 3.1.

Each of the four communication mechanismaredescribed below, and further details are

provided on how each communication mechanism is abstracted.

3.2.1 Thread-Based Intra-Pro cessor Communication

When a producer thread on one processormust communicate with a consumerthread on

the sameprocessor,communication is trivial and no speci�c underlying hardware commu-

nication mechanism is required. Two communication threads are launched as an interme-

diary betweenthe two computation threads. When data must be sent from the producer

computation thread, the data is placed in a queuethat is shared between the producer

computation thread and the producer communication thread. When this data is ready

to be sent, the producer communication thread establishesa socket connectionwith the

equivalent thread at the consumeras a meansof shared-memorydata transfer between

the two threads. Data is then passedfrom the producer to the consumervia socket data

transfers. The processis re
ected at the consumer. Once data is received via the socket

connection,it is again placedinto a queueby the consumercommunication thread for use

by the consumercomputation thread. A diagram of this scenariois shown in Figure 3.3.
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Figure 3.3: Thread-BasedIntra-ProcessorCommunication

3.2.2 FSL-Based Intra-Chip Communication

When a producerthread must communicatewith a consumerthread on a di�erent processor

on the sameFPGA, the chosenmeansof intra-chip communication is via a dedicatedFast

Simplex Link (FSL) connectionbetween the two processors.As before, on the producer

processor,a producer communication thread is launched as an intermediary between the

computation thread and its communication partner. In support of the programmingmodel,

data is �rst placed in a sharedqueuebetweenthe computation thread and the communi-

cation thread. However, rather than communication via sockets, data is then passedto the

FSL via the FSL write calls described in Table 3.1.

This processis re
ected on the consumerprocessor.Data is received by the communi-

cation thread with the FSL read function calls. Through a sharedqueueconnection, the

data is then passedfrom the communication thread to the consumercomputation thread.

A diagram of a simple FSL link is shown in Figure 3.4(a).

3.2.3 Ethernet-Based Inter-Chip Communication

Becauseit is readily available in our environment on our development boards, Ethernet

is a convenient meansfor inter-chip communication. For Ethernet-basedcommunication,

the interaction between threads is identical to the FSL-basedintra-chip implementation,

28



3.2 Available Architectures for Data Communication

Producer Consumer....
FSL

FPGA x

(a) FSL-BasedIntra-Chip Com-
munication

Shared Ethernet Bus

....

MicroBlaze

F
S

L

Producer

Ethernet Interface

....

MicroBlaze

F
S

L

Consumer

Ethernet Interface

....

MicroBlaze

F
S

L

Consumer

Ethernet Interface

....

MicroBlaze

F
S

L

Consumer

Ethernet Interface

....F
S

L

Producer

FPGA w FPGA x FPGA y FPGA z

(b) Ethernet-Based Inter-Chip Communication

Bidirectional SERDES Link

....F
S

L

Consumer

F
S

L

Producer

SERDES Interface

.... ....F
S

L

Consumer

F
S

L

Producer

SERDES Interface

....

FPGA x FPGA y

(c) Simple SERDES-BasedInter-Chip Communication

Figure 3.4: Communication Mechanismsvia StandardizedFSL Interface

29



3 System-Level Overview

in that from the communication thread, the sameFSL read and write calls are used. How-

ever, becausedata must now be relayed o� chip, additional hardware support is necessary.

Previous work implements a simpli�ed Ethernet protocol stack in software[38]. Although

costly, a dedicatedEthernet MicroBlazemay be combined with a dedicatedEthernet hard-

ware interface for Ethernet-basedcommunication. In relaying data betweenthe producer

MicroBlazeand the Ethernet MicroBlaze,aswell asthe Ethernet MicroBlazeand the Con-

sumerMicroBlaze, the FSL was again usedto maintain a consistent hardware abstraction

interface. BecauseEthernet communication occurs over a sharedbus, several producers

and consumersmay communicate along a sharedEthernet link. Figure 3.4(b) shows an

exampleEthernet con�guration, including a producer chip w, two consumerchips x and y,

and chip z, which acts as both a consumerand a producer. Each producer and consumer

communicatesvia FSL to a MicroBlaze processorthat implements the simpli�ed Ethernet

protocol stack. Data is communicated betweenthe MicroBlaze and the Ethernet physical

media via an additional dedicatedhardware Ethernet Interface.

3.2.4 SERDES-Based Inter-Chip Communication

Finally, becauseXilinx includes dedicated SERDES hardware in several FPGA families,

SERDES is a viable meansof high-speed data communication. Unlike Ethernet-based

communication that usually requirescomplexprotocolsto be implemented in software, the

high throughput rate of SERDESlinks necessitatesdedicatedhardware logic for communi-

cation. In support of a software abstraction interface, the threading structure within each

MicroBlaze is identical to the two previousimplementations. Furthermore, in support of a

standard hardware interface,an FSL link will again be used.

Figure 3.4(c) shows a basic bi-directional SERDES con�guration, where data is �rst

communicated from a producer to a SERDES interface block via FSL, then sent o�-c hip

via a point-to-p oint SERDESlink. Data is then received by the SERDESinterface,and an

FSL is again usedto communicate data to the respective consumer. The development of

a SERDESinterface is the primary focusof this thesis. Section3.3 will next describe how

producersand consumerswere implemented prior to the interfacedevelopment.
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3.3 Producer/Consumer Mo del Implementation

Although a speci�c thread-basedprogrammingmodel is targeted for implementation of the

MD simulator, test vectorsand veri�cation logic shouldnot be coded in software. Because

the throughput of software is considerablyslower than an equivalent hardware solution,

many potential bugs and corner conditions may be found in hardware that may not be

found in software.

As a result, producer and consumerhardware blocks were createdfor communications

development. Then, as discussedin Chapter 6, oncea reliable communication mechanism

was developed, it was incorporated back into the programming model.

In designinglogic surroundingthe communication mechanism, there are two key factors

that are important for e�ective veri�cation and debugging:

1. A high degreeof real-time observabilit y and controllabilit y in the design.

2. A meansof logging previously-processeddata so that when an error occurs in the

design,this loggeddata may be analyzedto pinpoint the sourceof the error.

The solutions to the above two challengesare discussedin Sections3.3.1and 3.3.2.

3.3.1 Run-time Debug Logic: A MicroBlaze-based Debug

Environment

In Section 3.2, it was determined that an FSL link will act as a connectionbetween the

producers,consumersand SERDES logic. As an alternative to an FSL, there is another

standardized meansof communication for a MicroBlaze on an FPGA: the On-Chip Pe-

ripheral Bus (OPB)[39]. The OPB is a bus interface that allows standardizedintellectual

property (IP) cores,such asa MicroBlaze, a timer, an interrupt controller and a Universal

Asynchronous Receiver/T ransmitter (UART) to be seamlesslydropped into a sharedbus

interface, as shown in Figure 3.5(a). Although the OPB is disadvantageousfor timing-

critical processing,it is a useful meansfor reading from and writing to other blocks in the

system.

An OPB wasusedin the development of a high-speedSERDEScommunication mecha-

nism. The SERDESlogic actsasa slave on the OPB, and a setof 2732-bit address-mapped
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Figure 3.5: A Highly Observable/Controllable Run-Time DebuggingEnvironment

registersareaccessibleby a MicroBlazeacting asa Master on the OPB. Through thesereg-

isters, the SERDES logic may be observed and controlled using software at run-time. In

addition, the producers and consumersalso sit as slaves on the OPB, allowing register

accessto all blocks involved in data communication. A diagram of the OPB test system

con�guration is shown in Figure 3.5(b).

3.3.2 Logging Debug Logic: Sticky Registers

There is a limitation to the OPB logic presented in Section3.3.1. Although this OPB logic

is useful for monitoring and controlling system status, there are several reasonswhy the
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Microblaze is insu�cien t to keep track of all data that is processedand passedthrough

the high-speed links. First, a single functional line of C code often requiresseveral clock

cyclesto be implemented. Furthermore, several lines of C code are necessaryto process

high-speed data. Becauseof these inherent limitations in the Microblaze processor,an

additional meansof debuggingis necessary.

A sticky register is essentially a 32-bit wide, 1024-word deepFIFO that is clocked at

the samerate as data passingthrough the SERDES (Figure 3.6). Various signals and

register valuesmay be usedasFIFO inputs (sticky data in ). As the systemcontinues

to processdata, the inputs are continually clocked into the head of the FIFO. To prevent

FIFO over
ow, simple logic detectswhenthe FIFO is approaching capacity, at which point

data is pulled from the tail of the FIFO.

When an obvious error has occurred in the system,the sticky freeze in signal is

registeredhigh, at which point the FIFO freezesand data is no longerclocked into the head

of the FIFO. Each sticky freeze in signal is alsomapped asa bit in the OPB register

map described in Section3.3.1. Hence,by continually monitoring the sticky freeze in

signal using the OPB, when an error doesoccur, data may be re-clocked to the OPB clock

using a synchronizer, and the MicroBlaze may then pull data from the tail of the FIFO at

a slower data rate. A FIFO empty signal indicates to the Microblaze that all FIFO data
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hasbeentaken. The Microblaze is programmedto then bitmask, rearrange,and print the

loggedFIFO data to a UART that resideson the OPB. By connectingthe UART to a host

PC, the data is then captured in a terminal window and copied into a spreadsheet.By

analyzing the loggeddata in a spreadsheet,the sourceof the error may be determined.

To su�cien tly pinpoint and diagnoseerrors, several sticky registersare necessary, and

as an example,Figure 3.7 illustrates how the sticky register at a consumercommunicates

to the rest of the system. Becauseall sticky registersmust immediately halt whenan error

is detected,the sticky freeze out signal forwards the current freezeconditions to all

other sticky registers,and the sticky freeze in signal is the bitwise-ORof the sticky

freezeconditions from all other sticky registersin the system. Furthermore, as shown in

Figure 3.7, several signalsare mapped to OPB registers.The sticky freeze out signal

indicatesto the Microblazethat an error hasoccurredand the systemstate hasbeenfrozen.

From the Microblaze, the sticky read in signal pulls data from the headof the FIFO.

The raw sticky data (sticky data out ) is given a unique register addresson the OPB,

and the sticky empty signal indicates that all data has been read from the FIFO. In

addition to a sticky registerat each consumer,�v e sticky registerarenestedin the SERDES

interface logic (two in the transmitter and three in the receiver). Theseremaining sticky

registersare networked at the system level in an identical fashion to the sticky register

found in each consumer.

There are several advantagesto this debugapproach. First, the sticky register system

works well within the existing OPB system,assticky registersmap logically to the existing

OPB register interface. Also, becausethere is an excessof chip real-estate, there is no

penalty in using the sticky registersduring development. Furthermore, although Xilinx

Chipscope Pro[40] provides a run-time debugginginterface that may accomplishsimilar

results,Chipscope supports debuggingthrough JTAG interface. This is insu�cien t because

only one JTAG interface is available, but an inter-chip communication problem must be

diagnosedconcurrently on two separateboards. Finally, sticky registersare simple and

easily modi�able.
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4 High-Speed Communication Architecture

Implementation

Previouschapters describe the motivation for high-speedcommunication in molecular dy-

namics and brie
y describe SERDES as a possiblemeansto achieve this capability. The

majorit y of the work in this thesis involved the development of a reliable, light-weight

communication mechanism using SERDES that are available on Xilinx Virtex-I I Pro and

Virtex-I I Pro X FPGA families. The following sectionswill describe this implementation.

In Section 4.1, the requirements for the SERDES implementation will be formalized.

Then Section4.2will describethe fundamental considerationsnecessaryto achieveSERDES

communication. Section 4.3 will then describe the Xilinx environment that is available

for designingan FPGA-basedSERDES capability. Section4.4 concludesthis chapter by

describing underlying implementation details. A protocol overview is provided and the

chosenpacket format is discussed.The reader is then walked through an examplepacket

transmission. This section is concludedby discussingmethods of error detection and the

priorities that were necessaryto avoid con
icts betweendi�erent messagesin the system.

4.1 Architecture Requirements

Although lightly touchedupon in previouschapters, the requirements for an inter-chip data

transfer acrossSERDESlinks will be formally discussed.Theserequirements have driven

development decisions,and will be usedas evaluation criteria in subsequent chapters.

1. Reliability

The protocol must react and recover from all possiblecombinations of data errors,
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4 High-SpeedCommunication Architecture Implementation

channel errors and channel failures. From the perspective of someoneusing the

SERDESinterface,any transfer must be reliable and error-free.

2. Low Area Consumption

Becauseseveral SERDES links will be used on each FPGA, area consumption for

communication acrosseach SERDESlink must be minimized.

3. Minimal Trip Time

The majorit y of data being transferred around the system is atomic information,

consisting of an identi�er, X, Y and Z coordinates[27]. The delay associated with

the transfer of atomic data propagatesto a delay in subsequent force calculations.

Becauseof this, a minimal trip time is necessaryin data communication.

4. Abstraction

As described in Section3.2, the architecture must be abstractedat two levels. First,

the designmust be incorporableinto the programmingmodel described in Section3.1.

Second,any communication to the interface at the hardware level must be via a

standardizedFSL protocol.

The above criteria werecritical in designinga SERDEScapability for moleculardynamics.

In Chapter 5, thesecriteria will be revisited and usedin an evaluation of the overall design.

4.2 SERDES Fundamentals

The design of a protocol using SERDES links should not be explained until the under-

lying conceptsof SERDES communication are discussed. This section will �rst provide

a basicSERDEScommunication example. Several practical problemsregarding SERDES

communication will then be discussed,aswell asthe tools that are usedto overcomethem.

4.2.1 A Simple SERDES Communication Example

A SERDESdata communication starts at the transmitter, wherea data word is passedto

a dedicatedSERDESengine. The enginethen serializesthe data word into a single1-bit
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Figure 4.1: A Simple SERDESData TransferExample

serial stream at a bit rate equivalent to the product of the data word clock rate and the

width of the data word. For example, if a data word of width 32-bits is passedinto the

SERDES engineat a rate of 50MHz, the resulting 1-bit serial stream is clocked at a bit

rate of 32 � 50MHz = 1.6Gbps. The 1-bit stream may then be encoded, adding further

overhead. For example,8B/10B encoding (discussedin Section4.2.2) adds25%overhead,

resulting in a 2.0Gbpsbit rate. The high-speedserial streamis then transmitted acrossthe

communications medium.

At the receivingend, the high-speedserial data is received by a reciprocal deserializing

engine. Although the receiver may have its own clock, this clock is not in-phase with

respect to the incoming serial data stream,and may not be usedin data recovery. Instead,

the receiver must implement Clock and Data Recovery (CDR), wherethe in-phaseclock of

the incoming serial is �rst recovered. Then, using this clock, data is recovered,deserialized

and decoded from the incoming serial stream. The resulting data is re-clocked to be phase-

aligned with the receiving system. The data is passedinto the receiving system and the

data transfer is complete. This simple SERDESexampleis shown in Figure 4.1.
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4.2.2 Practical Issues with SERDES Communication

There are several real-life issuesthat must be taken into account in SERDES communi-

cation. For example,to maximize noisemargins at the receiver, a near-DC balancemust

be present in data being transmitted, implying an equalnumber of onesand zerosbe sent

acrossthe channel. The solution to this problem is 8B/10B encoding[41],whereeach 8-bit

word is encoded at the transmitter to one of two possible10-bit representations prior to

transmission. The 10-bit representation chosendependsupon whether positive or negative

disparity is selected.

Becausea positive or negative disparity-encoded signal may still have a slight DC-bias,

a running disparity of the data sequenceis tracked, and the disparity of the transmitted

data is dynamically 
ipp ed betweenpositive and negative disparity to compensatethe bias

back to zero.

As an addedbene�t, 8B/10B encoding guaranteesa maximum of six consecutive ones

or zero before a transmission in the bitstream occurs. This guarantee provides su�cien t

transitions for clock recovery at the receiver . Furthermore, alongwith encoded representa-

tions of 256 data characters,8B/10B encoding allows an additional 12 control characters,

calledK-characters,which may be incorporated into the protocol. Hence,although 8B/10B

encoding adds2 bits of overheadfor every 8 bits of data, it overcomesseveral practical is-

sues.

As another practical issue,at run-time, both the recovered clock and the systemclock

at the receiver may exhibit temporary instabilit y due to variations in temperature, supply

voltage or capacitive load. To account for the resulting variations in clock frequency, a

mechanismof clock correctionacrossthe two domainsis necessaryto bu�er incoming data.

Two more practical implementation issuesconcludethis section. First, a method of

framing is necessaryto distinguish the boundaries of parallel words from the incoming

serial data stream. Finally, becauseof the possibility of data corruption, a method of error

detection is necessary, for which CRC[42] is commonly used.
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4.3 Xilinx Environment for SERDES Development

To simplify the complexity of a high-speedcommunicationsdesign,two intellectual property

(IP) blocksareavailable from Xilinx for SERDESdevelopment. The �rst, the Multi-Gigabit

Transceiver (MGT), is a hard IP block that provides an interface to a SERDES engine,

as well as blocks to handle the practical issuesaddressedin Section4.2. The second,the

Aurora module, is a soft IP block that providessourcecode that may be incorporated into

a SERDESdesign. Each of theseIP blocks are described in further detail below.

The MGT is a hard core that is located on the periphery of Virtex-I I Pro and Virtex-

I I Pro X FPGAs. Several MGTs populate the periphery of each FPGA, and each MGT

includesthe following components:

� A serializingengine,a deserializingengineand a clock managerfor theseengines

� A CRC engine for generating a CRC for an outgoing data sequenceand another

enginefor checking CRC upon reception

� Transmit and receive 8B/10B encoding and decoding engines

� Dual-port elastic bu�ers for bu�ering and re-clocking incoming and outgoing data

� A clock correction enginethat inserts and removesIDLE spacesin the elastic bu�ers

to avoid bu�er over
ow or under
ow

� A channel bonding enginethat abstracts several MGT links into a single communi-

cation path

The speedand availabilit y of MGT coresvariesfor di�erent Xilinx parts. Virtex-I I Pro

parts have up to 20 MGTs on the largest FPGA, each with a variable bit rate between

600Mbpsand 3.125Gbps.Alternativ ely, the Virtex-I I Pro X parts have either 8 or 20 cores

per FPGA, with a variable bit rate between2.488Gbpsand 10.3125Gbps.Figure 4.2shows

a block diagram of the Virtex-I I Pro MGT. Although similar, to support bit rates beyond

3.125Gbps,the Virtex-I I Pro X MGT supports a wider data path and several components

in addition to thoseshown in Figure 4.2.
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The Virtex-I I Pro MGT supports a data word width of 8-bits, 16-bits or 32-bits, and

depending upon the bit rate required, one of two di�erent clocking mechanisms may be

used. For slower bit rates,global clock routing may be used. However, for bit rates beyond

2.5Gbps,the MGT must be clocked using a dedicatedclock network with improved jitter

characteristics.

In addition to the MGT core, Xilinx provides the Aurora module which is generated

using the Xilinx Core Generator (CoreGen) utilit y[43]. By specifying input parameters

usingXilinx CoreGen,a hardwaredescriptionlanguage(HDL) block is generated,consisting

of several components that may be incorporated into the design. The Aurora module is

con�gurable, andcaninterfaceto many di�erent MGT con�gurations. Although the Aurora

supports a rich variety of features,only the following were incorporated into the current

design:

� A channel initialization sequenceof K-charactersthat establishesa full-duplex, cor-

rectly framed serial link betweentwo MGTs

� Logic that keepsthe channel active when data is not being transmitted

� A simple block that issuesclock correction sequencesat regular intervals

� A mechanism for detection of channel errors and channel failures (note that the

current Aurora module doesnot provide a mechanism for data errors)

� Several interfacesfor packetizing data transfers

The Aurora module provides three main interfacesfor data communication. The Lo-

calLink interface is included as the primary interface for the communication of raw data.

When a data packet is passedto the LocalLink interface, the Aurora encapsulatesit in

8B/10B control charactersas necessaryto be correctly interpreted by the MGT core. Fol-

lowing transmission,the control charactersare stripped and data is passedonward via the

outgoing LocalLink interface.

Becausea LocalLink data transfer may requireseveral hundredclock cyclesto complete,

the Aurora provides an alternate interface that may interrupt LocalLink data transfers to

relay higher-priority control information. This interface, the User Flow Control (UFC)

43



4 High-SpeedCommunication Architecture Implementation

interface, supports smaller data packets ranging betweentwo and eight bytes, and encap-

sulatesa packet with an alternate set of 8B/10B control charactersprior to transmission.

To prevent data from beingback-loggedat the receiver, a �nal interface,the NativeFlow

Control interface,providesa meansfor the receiver to control the rate at which data packets

are received. Becauseof the con
icts that that arisebetweenthe LocalLink interface, the

UFC interfaceand other data in the system,(discussedfurther in Section4.4.5), the Native

Flow Control interfacewasnot used,and alternate mechanismswereusedto avoid over
ow

at the receiver.

4.4 Proto col Development

The MGT coreand the Aurora module provide su�cien t support for the development of a

SERDESinterface. Hence,the basic protocol and packet format for high-speedSERDES

communication will now bedescribed. Following discussionof the protocol, an optimization

will be proposedto improve channel bandwidth utilization, and a step-by-step analysisof

a packet transfer will provide implementation details. This sectionwill then discusserror

conditions in the channel and methods of error detection and recovery. This section will

then conclude by discussingcon
icts between interfaces in the protocol, as well as the

measuresthat were taken to overcomethem.

4.4.1 Proto col Overview

In determining a protocol for SERDES communication, an acknowledgement-based syn-

chronous protocol was used, where following the transmission of each data packet, an

acknowledgement (ACK) must be received beforethe next packet is sent. Although more

complexprotocols are available, a synchronousacknowledgement-based protocol is simple

and predictable,and is a good �rst stepasa SERDEScommunication capability. To imple-

ment this protocol, the LocalLink interfacewaschosenfor the transmissionof data packets,

and the UFC interfacewasusedfor acknowledgments. There are several reasonsthat moti-

vate this decision.First, the UFC interfaceis intendedfor the transmissionof small packets,

and acknowledgments are only a few bytes in length. Furthermore, instead of waiting for
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potentially long data packets to be sent, the UFC interface may interrupt the LocalLink

interface, and an acknowledgment may be sent immediately. Finally, although CRC is

necessaryfor communication alongthe LocalLink interface,there are several disadvantages

with using CRC for acknowledgements.

First, becausethere is only oneCRC enginein the MGT, CRC-basedacknowledgements

cannot interrupt data packets. Furthermore, the CRC enginerequiresa minimum packet

sizeof 24 bytes. Hence,several bytes must be addedto the acknowledgement to satisfy this

requirement. Finally, it may be arguedthat CRC is not necessaryfor acknowledgements.

Becausethe logic for acknowledgement detection expectsan exact four-byte sequencefor a

packet to be correctly acknowledged,if an error occursin the acknowledgement, it is simply

disregarded.The transmitter then times out in waiting for an acknowledgeand the data is

retransmitted.

Figure 4.3(a)showsa con�guration that usesLocalLink andUFC interfacesasproposed.

As before,producersand consumerscommunicate via FSL to the SERDESinterface. How-

ever, when a packet is received from producer xi , it is passedto a data transmit handler,

which forwards the packet onto the Aurora LocalLink transmit interface. The packet is

then received by the LocalLink receive interfaceon FPGA y. On FPGA y, the status of the

packet is passedonto an acknowledgement transmit interface, wherean acknowledgement

is then sent to FPGA x via the UFC transmit interface. The transfer concludesby the

acknowledgement being received at the UFC receive interface and the correct data being

forwarded to consumeryi . An exampleof typical data transfers is shown in Figure 4.3(b),

whereDi represents a data transfer and A i represents its respective acknowledgement.

Several interesting points may be observed from this example. First, becausethe

SERDESlink is bi-directional, data transfersoccur betweenproducer xi and consumeryi ,

but also betweenproducer yj and consumerxj . This introducescontention betweendata

and acknowledgement transfersalong the samedirectional path, but becauseacknowledge-

ments are sent via the UFC interface, they interrupt the LocalLink interface and are sent

immediately, as seenwith A2 being embeddedin D3.

Furthermore, Figure 4.3(b) shows a limitation to this simple acknowledgement-based

protocol. As shown with D1 and A1, as well as D2 and A2, after a packet is transmitted,

the transmitter sits idle until an acknowledgement is received. To overcomethis limitation
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in bandwidth utilization, additional producersare added to the SERDES data transmit

interface, each of which transmits data using its own in-band channel. By sharing the

link among several producers,packets from each producer are still sent in-order, but the

SERDESchannelis time-multiplexed betweenthem. To prevent starvation of any producer,

schedulingoccursin a round-robin fashion,andproducerswithout pendingdata areignored.

Figure 4.4(a) illustrates an example con�guration of this improved interface, and 4.4(b)

providesseveral exampledata and acknowledgement transmissions.The improved protocol

allows data to be sent while other data is pending acknowledgement, as seenwith D1, D2

and A1, resulting in a more e�cien t useof SERDESchannel bandwidth.

Section 4.4.2 will next describe the packet and acknowledgement formats. Then, in

Section4.4.3,Figure 4.4(a) will againbe referencedwhena typical data transfer is stepped

through to provide more details on the implementation of the SERDESinterface.

4.4.2 Packet Format

In determining a packet format, a word width of four bytes wasusedto parallelizedata as

much as possible,so that data transfersbetweenthe FPGA core logic and the MGT may

occur at reducedclock frequencies. The protocol supports transmissionof variable-sized

packets, ranging from 8 words (32 bytes) to 504words (2016bytes). Figure 4.5 shows the

packet format, and a discussionof the packet format follows.

As shown in Figure 4.5, Word 0 of the packet header consists of a short eight-bit

start-of-packet (SOP) identi�er, a 14-bit packet sizeindicator and a 10-bit packet sequence

number. The packet sizeis included for whena Microblazeprocessoris usedasa consumer

to determine the number of FSL readsto be issued. Word 1 consistsof 16-bit sourceand

destination addressesof the producer and consumerrespectively.

The tail of the packet consistsof two more words. The �rst word, word N-2, is used

as an indicator that an end-of-packet (EOP) sequenceis to follow. The �nal word, word

N, indicates an end-of-packet, and also acts as a place-holderwherea 32-bit CRC will be

inserted during transmission.

Unlike data packets, acknowledgements have a �xed length of two words,or eight bytes.

Figure 4.6 shows the format of the acknowledgment, and the discussionof the acknowl-

edgement format follows.
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As shown in Figure 4.6, Word 0 of the acknowledgement provides status information,

which may either be a positive acknowledgement (ACK) if the data is sent correctly, or

a negative acknowledgement (NACK) if an error has occurred. Word 1 concludesthe

acknowledgement, providing the sequencenumber and the sourceaddressof the packet

that is being acknowledged.

4.4.3 Detailed Analysis of a Typical Data Communication

Previous sectionshave provided a basic overview of the proposedprotocol, as well as a

description of the packet and acknowledgement formats. To provide further clarity to

the implementation details behind the shared communication protocol proposed in Fig-

ure 4.4(a), the processbehind a data packet transfer will be described in detail, starting

at producerxi and concludingat consumeryk . Implementation details regardingbu�ering,

scheduling and data 
o w will be presented in a step-by-step manner. In this section, it

is assumedthat the packet and acknowledgement are transmitted error-free. Section4.4.4
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Figure 4.7: Readand Write to the Transmit Bu�er

will then describe errors that may occur in transmission,as well as the stepsnecessaryto

overcomethem.

The journey of a data packet starts at producer xi , whereit is encapsulatedin the four

control wordsasindicated in Figure 4.5. The packet is then communicated to the SERDES

interfacevia a 32-bit wide, control-bit enabledFSL. The depth of the FSL may be chosen

by the designer,and if the producer operatesat a clock rate other than the data rate of

the SERDESinterface,an asynchronousFSL is necessary.

At the SERDES interface, the incoming packet is read from the FSL at a data rate

of 62.5MHz, the clock frequencynecessaryto achieve an 8B/10B-encoded serial bit-rate

of 2.5Gbps. From the perspective of the SERDES interface, it is impossibleto predict

whether the entire packet, or whether only a fragment of the packet is available on the

FSL. Therefore,prior to transmission,the packet is passedfrom the FSL to an intermediate

dual-port circular bu�er, called the transmit bu�er, using a write address memory

pointer, as shown in Figure 4.7. Becauseseveral untransmitted packets may be stored in

this bu�er, the write address pointer never passesthe start addressof any previously

stored, untransmitted packet. When an end-of-packet identi�er is stored in the transmit

bu�er, a counter increments to indicate the packet is ready for transmission.

The current implementation supports sharing of a single SERDES link among three

concurrent producers,each of which has an independent transmit bu�er for intermediate

storageof packets. Becauseoneor several transmit bu�ers may indicate a packet is ready

for transmission,an e�ective scheduling algorithm is necessaryto prevent starvation.
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Figure 4.8: Scheduler State Diagram

If only onetransmit bu�er indicatesa packet is readyfor transmission,then the SERDES

link is dedicatedto that one bu�er. However, if either two or three bu�ers indicate pack-

ets ready for transmission,the scheduler grants the SERDESlink in round-robin fashion.

If packets are immediately available from their respective transmit bu�ers, packets from

producersxi , xj and xk are scheduled in the order indicated. If no packets are ready for

transmission, the scheduler defaults to an IDLE state, where it remains until a packet is

ready for transmission from any transmit bu�er. Figure 4.8 provides a state diagram of

the scheduling algorithm, while Table 4.1 providesa descriptionof the statesand Table4.2

provides a state transition table.

As discussedin Section4.4.4,several errorsmay occur that may requirepacket retrans-

mission. Therefore,prior to transmission,the start addressof the packet is �rst stored in

a separatestart address memory pointer (Figure 4.7). Once the transmit bu�er cor-

responding to producerxi is granted access,the packet is read from the transmit bu�er via

the read address pointer to the Aurora LocalLink interfaceat a data rate of 62.5MHz.
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Table 4.1: Scheduler State Descriptions

State Description
0 IDLE State
1 Transmit bu�er for Producer xi is granted access
2 Transmit bu�er for Producer xj is granted access
3 Transmit bu�er for Producer xk is granted access

Table 4.2: Scheduler State Transition Table

Transition Start State End State Description
a 0 1 xi hasdata
b 0 2 xi hasno data, but xj hasdata
c 0 3 xi and xj have no data, but xk hasdata
d 0 0 no producershave data
e 1 2 xj hasdata
f 1 3 xj hasno data, but xk hasdata
g 1 1 xj and xk have no data, but xi hasdata
h 1 0 no producershave data
i 2 3 xk hasdata
j 2 1 xk hasno data, but xi hasdata
k 2 2 xk and xi have no data, but xj hasdata
l 2 0 no producershave data
m 0 1 xi hasdata
n 0 2 xi hasno data, but xj hasdata
o 0 3 xi and xj have no data, but xk hasdata
p 0 0 no producershave data
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The packet is passedfrom the Aurora to the MGT, wherea CRC is appended,the stream

is 8B/10B encoded, and transmitted serially acrossthe SERDES link. A counter starts

upon transmissionand continues incrementing until an acknowledgement is received, and

if no acknowledgement is received within a speci�ed count interval, a time-out occursand

the packet is consideredlost.

Assuming transmissionis uninterrupted and error-free, the packet is then received by

an MGT on FPGA y. It is deserialized,decoded, and passedto the Aurora LocalLink

interfacewith an indication that no CRC error hasoccurred. Becauseof the overwhelming

combination of errors that may occur, the logic at the receiver is divided into a three-

stage data 
o w pipeline. The �rst stage communicates directly to the Aurora interface,

and is responsible for ensuring incoming data correctly adheresto the Aurora LocalLink

speci�cation. It also ensuresthat CRC errors occur at the right time with respect to

incoming data, and that no soft, frame or hard errors occur.

Assumingthe packet passesthe �rst stage,the secondstageis responsiblefor remaining

error detection at the receiver and for writing data into the receive bu�ers. Similar to the

data transmit interface, the incoming packet may be directed to oneof three possiblecon-

sumers. Therefore,until it can be determined for which consumerthe packet is intended,

the packet is passedto all three receive bu�ers via three independent write address

pointers. Similar to the transmit bu�er, there are several precautionsthat must be consid-

ered in storing packet data to the receive bu�er. The start addressof the packet must be

saved prior to storagein caseretransmissionis necessary. Furthermore, a counter ensures

the entire packet is received within a �xed window and an incoming packet must never

overwrite data that hasnot yet beenpassedonward to the respective consumer.

Although a packet is written to all three receive bu�ers, only one receive bu�er keeps

the packet while the other two revert the write address pointer back to the start ad-

dress. If no errors occur during transmission,an end-of-packet signal from the LocalLink

receive interface increments a counter that triggers a read from the receive bu�er to an

FSL connectedto the respective consumer,using the read address memory pointer, as

shown in Figure 4.9.

A packet transfer is not completeuntil a positive acknowledgement hasbeenreturned to

the transmitter. Hence,following error-freedata reception, the third and �nal stageof the
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Figure 4.9: Readand Write to the Receive Bu�er

receiver is responsible for passingthe sourceaddress,the sequencenumber and the status

indicating a positive transmissionto an independent acknowledgement transmit block.

Upon receiving this information, a request is made to the UFC interface to send an

acknowledgement. Oncethis requestis granted, an acknowledgement is sent to FPGA x in

the format described in Figure 4.6. The transfer is concludedwhen the incoming acknowl-

edgement is received by FPGA x via the UFC receive interface. The acknowledgement

expiration counter stops, a positive status is forwarded to the respective transmit bu�er,

and the start addressis updated to that of the next packet.

The above stepsfor data transfer occur bi-directionally acrossthe SERDES links be-

tweenall producersand consumersin the system.

4.4.4 Error Handling

Following error-freetransmissionof a data packet, a positive acknowledgement is sent back

to the transmitter. However, many di�erent errors may occur during transmission. Errors

at the receiver, then at the transmitter will now be detailed, and the method of overcoming

them will be explained.

At the receiver, several possibleerrors may occur. As mentioned in Section 4.3, the

Aurora module provides an interface for partial error-detection that detects errors and

classi�es them into three types:

� Soft Error: An invalid 8B/10B character is received, or the data was encoded using

an incorrect disparity
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� Frame Error: The Aurora has received an unexpectederror in its own framing logic

� Hard Error: A catastrophic error hasoccurred in the channel, such asan over
ow or

under
ow of the elastic bu�ers internal to the MGT

Theseerrors may occur at any point during the transmissionof a packet, at which point

the packet data is impossibleto recover and the transmissionbecomesunpredictable. For

example,the packet may continue to transmit, the remainder of the packet may continue

after a delay of several clock cycles,or the rest of the packet may not be transmitted at

all. Becauseof this unpredictability, when a soft, frame or hard error occurs, the only

solution is to recover the receiver into a known state whereit discardsthe incoming packet

and simply awaits the next incoming data sequence.To ensurethat the erroneouspacket

is also 
ushed from the transmitter, no acknowledgement is sent and the counter at the

transmitter expires.

Although CRC is not supported in the Aurora module, the Aurora LocalLink interface

was modi�ed to use the hard CRC enginein the MGT. Unlike the previous errors which

may corrupt the packet framing, a CRC error occursin a packet that is still being received

in a predictable manner. Becauseof this predictabilit y, when a CRC error occurs, the

receiver discards the errored packet and sendsa negative acknowledgement (NACK) to

the transmitter detailing the type of error. Sendinga NACK allows the transmitter to

immediately identify the errored transmission,rescheduleand resendthe packet.

An additional error condition occursif the receiver is back-loggedand unableto receiver

morepackets. If this occurs,an incoming packet is discardedand again,a NACK outlining

the type of error is sent to the transmitter. As before, the NACK allows the transmitter

to reschedule the packet accordingly.

Two �nal errors at the receiver follow. If an acknowledgement is lost or corrupted

in transmission,a repeat packet may occur. The receiver identi�es a repeat packet, and

although the packet is discarded,an acknowledgement is resent. Also, if the channel fails

during transmissionor if a packet is received that does not follow the Aurora LocalLink

speci�cation, the packet is consideredcorrupted, and is immediately discardedwithout an

acknowledgement sent.

At the transmitter, a transmission is acceptableif a positive acknowledgement is re-

55



4 High-SpeedCommunication Architecture Implementation

ceived that matches the sourceaddressand sequencenumber of the packet transmitted.

However, there are several errors that may occur at the transmitter, resulting in packet re-

transmission.First, if the channelfails during transmission,or after transmissionbut before

an acknowledgement is received, the transmitter reverts to the start addressof the packet

being transmitted, recovers to a known state and awaits channel recovery before retrans-

mitting the packet. If a positive acknowledgement is never received within a �xed time-out

interval, the packet is assumedlost, an expiry is issuedand the packet is rescheduled. Fi-

nally, if a negative acknowledgement is received, the packet is scheduledfor retransmission

by the round-robin scheduler.

4.4.5 Interface Con
icts and Priorit y Handling

To distinguish a packet received via the LocalLink or UFC interfaces,the Aurora module

enclosesthe packet in 8B/10B control characters (K-characters), and packets from dif-

ferent interfacesare distinguished by which control characters are used. This introduces

complicationswhen packets from the LocalLink interface, the UFC interfaceand the clock

correction interfaceare nested. Each complication will now be discussed,and priorities in

the protocol will be introducedto overcomethesecomplications.

The simplestof thesecomplicationsis a con
ict betweenthe UFC and clock correction

interfaces.This con
ict is fully-documented in the Aurora ReferenceDesignUserGuide[44],

and to avoid a UFC packet from interfering with a clock correction sequence,the UFC

messageis delayed until the clock correction sequenceis complete.

Becausethe Aurora sourcewas modi�ed to support CRC on the LocalLink interface,

several complicationswereintroducedbetweenthe LocalLink interfaceand other interfaces

in the system. The remainderof this sectiondiscusseshow each of thesecomplicationswere

overcome.

When CRC is enabled in the MGT, the user data packet is sandwiched between a

set of user-determinedcontrol characters, between which a CRC value for the packet is

calculated. Any interferencebetween these control characters and control characters for

the UFC interfaceresult in a potential failure of the CRC engine. If a UFC packet transmits

near the beginning of a data packet, at the start of a CRC calculation, the CRC engine

at the receiver may incorrectly label an error-free packet as corrupted, resulting in an
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unnecessarypacket retransmission. Furthermore, if a UFC packet is transmitted near the

end of a data packet, at the end of a CRC calculation, the CRC engineat the receiver may

fail to indicate a corrupted packet, and the data will be labeledcorrect even though data

corruption has occurred. The solution to both of theseproblemsis to avoid UFC message

transmissionnear the headand tail of a LocalLink userdata packet. This solution, shown

in Figure 4.10,was implemented in the protocol.

An additional complication may occur at the transmitter between a clock correction

sequenceand the tail end of a CRC-enabledLocalLink packet. Colliding thesetwo events

causesthe channel to fail, after which the channelmust be resetand the link reestablished.

Unlikeprevioussolutions,the method of avoiding this error is non-trivial. A clock correction

sequenceis 14 clock cyclesin length, and should be executedwithout interruption. The

�rst eight cyclesare issuedasa preemptive warning, wheredata is still passedthrough the

LocalLink interface,while the �nal six cyclesinterrupt the LocalLink interface to perform

clock correction as necessary.

The chosenimplementation of the protocol allows a variable-length user data packet,

whereon each clock cycle, a packet word is read from the transmit bu�er. Becausethere

are only a few cyclesof advancedprediction on when a packet is nearing completion, once

a clock correction sequencehasstarted, it is impossibleto predict if a con
ict betweenthe

end of a packet and clock correction will occur. The LocalLink interface allows an option

to pausedata sequencesmidway through transfer. However, the insertion of pausestates

was ine�ectiv e in avoiding channel failure.

Exhaustedof other means,it wasdeterminedthat a clock correction sequencewill only
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be allowed if the channel is idle, or immediately following a packet transmission,as shown

in Figure 4.11. Although the resulting clock correction sequencemay be delayed by as

many as 504 clock cycles(the maximum packet length), the frequencyof clock correction

sequencesremains well within the tolerable range given the stabilit y of the oscillator for

the MGT clock[1, 45]. Extensive tests support this. After modi�cation to the protocol,

over
ows and under
ows of bu�ers inside the MGT do not occur, as would be expected

if clock correction is insu�cien t. By guaranteeing the collision is avoided, channel failure

resulting from this collision no longer occurs.
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Results

The SERDES protocol presented in Chapter 4 was implemented. All measuresfor error

detection and recovery were implemented as discussedin Section4.4.4,and a priorit y was

establishedto avoid con
icts between contending packets, as discussedin Section 4.4.5.

The implementation was then tested, and the results of these tests are presented in the

following chapter.

Section 5.1 will �rst discussthe results of tests that determine whether the design is

sustainableand reliable in recovering from di�erent combinations of errors. In Section5.2,

four di�erent con�gurations of producersand consumerswill be usedto analyzetwo key

performancemetrics: one-way trip time and data throughput. Section5.3 will then com-

pare these results against alternate communication means. Section 5.4 will provide area

consumptionstatistics, as well as the areaof each designsub-module, and Section5.5 will

concludeby addressingthe systemrequirements presented in Section4.1.

All tests conductedin this chapter werebetweenAmirix[35] AP107 and AP130 boards,

with Xilinx Virtex-I I Pro XC2VP7-FF896-6and XC2VP30-FF896-6seriesFPGAs, respec-

tively. Ribbon cableswere usedto transfer serial data betweennon-impedancecontrolled

connectors.

5.1 Design Reliabilit y and Sustainabilit y

To determine that the design is fully functional, a test con�guration was developed to

speci�cally exercisecorner conditions in communication between the two chips. Three

producersarepresent on each chip, whereeach producertransmits packetsof length between
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Table 5.1: ConsumerData Consumption Rates

Consumption Rate
Consumer (� 106 words/second)

xl 62.5
xm 31.25
xn 15.625
yi 62.5
yj 15.625
yk 32.25

8 words (32 bytes) and 504words (2016bytes). To determinethe length of each packet, a

31-bit pseudo-randomnumber generatorwasused[46]. Each packet wasframedasnecessary

for the protocol, and a 32-bit counter was usedto generatepacket data.

At the receiver, three consumersacceptincoming data via FSL and verify it for correct-

ness.The �rst consumerreceivesdata at a rate of 62.5� 106 wordsper second.However, the

secondand third consumersare con�gured to only receive data when an internal counter

reachesa certain value. Hence,thesetwo remaining consumersreceive data at slower rates

of 31.25� 106 words per secondand 15.625� 106 words per second. Combining a variable

rate of data consumptionwith packetsof pseudo-randomlength resultedin sporadicconges-

tion of the system,and provided a good method of testing corner conditions in the design.

With respect to Figure 4.4(a), Table 5.1 shows the consumption rate of each consumer,

whereFPGA x represents the XC2VP30 and FPGA y represents the XC2VP7.

To �rst test the con�guration for reliabilit y, the test con�guration was downloadedto

each chip, and during communication, the ribbon cablesused for SERDES data trans-

fer were touched, squeezedand disconnected. Becausethese cablesprovide no shielding

between the transmitted data and the outside world, this resulted in several hundreds of

errors per secondat the physical layer. Table 5.2 shows the number of errors after 128

secondsof testing. In spite of all theseerrors, from the perspective of all producersand

consumersusing the SERDESinterface, the transfer of data appearsreliable, unrepeated,

and error-free.

With respect to sustainability, the test con�guration was then downloaded to each
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Table 5.2: 128-secondTest Error Statistics

Type of Error
Direction of Transfer

VP7 to VP30 VP30 to VP7 Average
Soft Error (� 106) 1.079 1.545 1.312

Hard Error 689270 756684 722977
Frame Error 28 15 22
CRC Error 26044 10784 18414

Receive Bu�er Full (� 106) 1.804 1.804 1.804
Lost Acknowledgement 38981 124557 81769

chip and run continuously. Table 5.3 presents results. After eight hours of testing, ap-

proximately 502� 106 packets were transmitted successfullybut discarded becauseslow

consumersresulted in receive bu�ers approaching over
ow. Furthermore, approximately

5666� 106 packets were transmitted and received by consumerssuccessfully. By combining

these two numbers, an approximate total of 6169� 106 packets were transmitted success-

fully through the channel. Assuming an averagepacket length of 1024bytes, this results

in an averageraw data bit-rate of 1.755Gps. Error counts were accumulated acrossthe

entire test, the results of which are also indicated in Table 5.3. Again, the SERDESlogic

was capableof recovering from all errors and data communicated betweenproducersand

consumerswas error-free.

5.2 Throughput and Trip Time Results

To measureperformanceof the SERDESsystem,two key performancemetrics were used.

The �rst metric, data throughput, measuresthe rate at which raw data, not including

packet overhead, acknowledgements or data retransmissions,is transmitted through the

system. The secondmetric, trip time, measuresthe time from when a packet is �rst sent

from a producer until it is entirely received by a consumer.

In measuringthesemetrics, four di�erent test con�gurations were used. In con�gura-

tion A, shown in Figure 5.1, three producersconcurrently transmit data to three respective

consumerson anotherFPGA. This con�guration maximizesutilization of the channelband-
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Table 5.3: 8-hour Test Statistics

Data TransferStatistics

Measurement
Direction of Transfer

VP7 to VP30 VP30 to VP7 Average
Receive Bu�er Full (� 106) 502.307 502.399 502.353
SuccessfulPackets (� 106) 5666.792 5666.850 5666.821

Total Packets (� 106) 6169.098 6169.249 6169.174
Approximate Bit-Rate (� 109) 1.755 1.755 1.755

Error Statistics

Type of Error
Direction of Transfer

VP7 to VP30 VP30 to VP7 Average
Soft Error 10820 420 5620
Hard Error 36 36 36
Frame Error 4 1 3
CRC Error 10256 68 5162

Receive Bu�er Full (� 106) 502.307 502.399 502.353
Lost Acknowledgement 40508 30812 35660

width, and is usedto determinemaximum data throughput for di�erent packet lengths. In

con�guration B, shown in Figure 5.2, only one producer communicates with a respective

consumer.Furthermore, the communication path betweenconsumerxl and producerxk , as

well asconsumeryk and produceryl delays a new packet transmissionuntil a consumerhas

completelyreceived a previouspacket. Allowing only onepacket to be transmitted between

the two chips at any given time, a round-trip communication loop results. By counting the

number of iterations around this loop in a �xed time interval, the two-way trip time, and

therefore,the one-way trip time, may be determined.

The remaining con�gurations are combinations of the �rst two, and provide further

statistics of data throughput and one-way packet trip time in sub-optimal conditions. Con-

�guration C, shown in Figure 5.3, removes the round-trip loop of Con�guration B, and

providesa measureof data throughput whenonly oneproducerand oneconsumercommu-

nicate per FPGA. Con�guration D, shown in Figure 5.4, is a modi�cation of Con�guration

A, where a round-trip communication loop is added between producer xk , consumeryk ,
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Figure 5.1: Test Con�guration A
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63



5 High-SpeedCommunication Architecture Results

Consumer

SERDES
Interface

....Producer

....

FPGA x

xk

xl Producer

SERDES
Interface

.... Consumer

....

FPGA y

yk

yl

Figure 5.3: Test Con�guration C
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Figure 5.4: Test Con�guration D

producer yl and consumerxl . This con�guration determinesone-way trip time in a highly

contentious system.

To obtain results, a MicroBlaze on the OPB counts packets, as well as errors, at the

receiver. Data throughput results are shown in Figure 5.5 for test con�gurations A and C

for both unidirectional and bidirectional data transfer. The delays in waiting for an ac-

knowledgement limit the performanceof con�guration C. Furthermore with con�guration

C, for packet sizesbeyond 1024bytes, immediately following a correct transmission, the

transmitted packet is cleared from the transmit bu�er. Becauseonly a fragment of the

next packet is loadedinto the transmit bu�er, the remainderof the packet must be loaded

before transmissionof the packet can occur. This delay, which was masked in Con�gura-

tion A becausemultiple producerstransmit data, limits the throughput of con�guration
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Figure 5.5: Data Throughput Results

C. Alternativ ely, con�guration A achieves a 1.918Gbpsmaximum bidirectional raw data

throughput rate, and achieves1.848Gbpsfor an averagepacket sizeof 1024bytes. Although

the channel operatesat 2.5Gbps,8B/10B encoding reducesthe theoretical maximum data

throughput rate to 2.0Gbps.There are several reasonswhy the maximum achievable data

rate is lessthan 2.0Gbps. First, by comparingbidirectional transfer against unidirectional

transfer, the transmissionof acknowledgements introduces0.042Gbpsof overheadin 1024-

byte data transfers. The remaining 0.111Gbpsof overheadis a result of framing overhead,

delays betweensuccessive packet transmissions,and retransmissionof erroneouspackets.

Results of one-way trip time are shown in Figure 5.6 for test con�gurations B and D.

In both con�gurations, the trip-time of packets increaseslinearly to the sizeof the packet.

Although con�guration D performs poorly becauseof contention in scheduling a packet,
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Figure 5.6: One-Way Trip Time Results

con�guration B achievesa one-way trip time of 1.232� s for a packet sizeof 32 bytes, and

a one-way trip time of 13.138� s for an averagepacket sizeof 1024bytes. The latenciesin

a typical data transfer will now be analyzed.

In a direct intra-chip transfer of a packet between a producer and a consumervia

FSL, the latency in trip-time is determinedby the sizeof the packet and the width of the

words being transferred. Becausea 4-byte word is used,the transfer of a 1024-byte packet

requiresa latency of 256 cycles. In comparing this direct transfer to a transfer acrossthe

SERDESinterface, there are two intermediate points of storagein the SERDESlogic that

add additional latency to the packet transfer.

First, to prevent a partial packet from being transmitted, the entire packet is stored

in the transmit bu�er prior to transmission. This requires 256 cycles for a 1024-byte
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Table 5.4: Latency in Trip Time of a 1024-byte Packet Transfer

Cycle Cycle Delaymin Delaymax

Event Countmin Countmax (� s) (� s)
Producer to Transmit Bu�er 256 256 4.096 4.096
Transmit Bu�er to Receive Bu�er 256 256 4.096 4.096
Receive Bu�er to Consumer 256 256 4.096 4.096
Internal Aurora/MGT Latencies:
Transmit LL to Receive LL[44] 49.5 52.5 0.792 0.840
Latency in CRC Engine[1] 6 6 0.096 0.096
Total 823.5 826.5 13.176 13.224

packet. The packet is then transferredfrom the transmit bu�er of oneFPGA to the receive

bu�er of another. This transfer introducesan additional 256 cyclesof latency. The entire

packet must again be stored in the receive bu�er in casean error occurs in transmission.

Therefore,oncethe entire packet is received, a �nal 256cyclesof latency are necessaryto

transfer the error-free packet to the consumer. Table 5.4 summarizestheselatenciesand

shows two additional latenciesintroduced from the Aurora module and the CRC engine.

Any inconsistenciesbetween Table 5.4 and Figure 5.6 are a result in inaccuraciesin the

MicroBlaze-OPB measurement con�guration. Tabulated throughput and trip time results

are available in Appendix A.

5.3 Comparison Against Alternate Communication

Mechanisms

To determine relative performanceof the SERDES interface, the design was compared

against the following methods of communication:

1. A Simple FPGA-based 100BaseTEthernet Protocol Stack

Previouswork[38] implements a simpli�ed software-driven protocol stack for commu-

nication over available Ethernet physical connectors.Throughput and trip time tests

are performed using this software-driven stack and comparedagainst the SERDES
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interface.

2. Full TCP/IP FPGA-based 100BaseTEthernet

uClinux[47] was ported to the Xilinx Multimedia board and netperf[48], an open-

sourcenetwork analysistool, was then modi�ed to compile asa stand-aloneuClinux

application. Resulting throughput and trip time measurements wereagaincompared.

3. High-Speed Cluster Gigabit Ethernet

To compareagainst the meansof communication commonly used for cluster-based

MD simulators such asNAMD, two Pentium 4 3.0GHzworkstations were connected

through a switch on a high-speed Gigabit Ethernet cluster. The modi�ed netperf

sourcewas then compiled to the workstations, and measurements were again taken

and compared.

Figures5.7and 5.8, respectively, comparecon�gurations A and B of Figures5.1and 5.2

against the alternate communication means. Again tabulated results are available in Ap-

pendix A.

As shown in Figure 5.7, con�guration A achieves data throughput at approximately

three times greater magnitude than the cluster-basedGigabit Ethernet for packet sizes

beyond 256 bytes. Although Gigabit Ethernet has a theoretical maximum throughput of

1Gbps, it peaksat approximately 625Mbpsbecauseof delays in the processorsto perform

computationsand accessmemory. When comparedagainstalternate FPGA-basedcommu-

nication mechanisms,the SERDESinterface achievesapproximately two ordersof magni-

tude improvement over the simpli�ed Ethernet protocol stack and full TCP/IP . Although

100baseTEthernet supports a maximum data transfer rate of 100Mbps,each FPGA-based

mechanism performs signi�cantly worsebecauseboth protocol stacks are implemented on

MicroBlaze processorsclocked at 66MHz.

As shown in Figure 5.8, the latency in one-way communication through con�guration

B is approximately one order of magnitude lessthan the cluster-basedEthernet, two or-

ders of magnitude less than the simpli�ed Ethernet protocol stack, and three orders of

magnitude lessthan full TCP/IP . Again, the trip-time of packets betweenall methods of

Ethernet-basedcommunication is limited by the performanceof the communicating pro-

cessors. Furthermore, additional latenciesare introduced in transmitting packets across
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Figure 5.9: SERDESLogic Hierarchy

Ethernet communication devicessuch as switches. The FPGA-based simpli�ed protocol

stack performs signi�cantly better than full TCP/IP becausea MicroBlaze processorcan

traversethe reducedprotocol quicker.

5.4 Design Area Usage

To determine the area usageof the SERDES core, the core was imported into Xilinx

IntegratedSoftwareEnvironment (ISE). The HDL codewasmapped,and the resulting area

statistics, in terms of 
ip 
ops (FFs) and four-input look-up tables (LUTs) wereextracted

from the map report. The processwas repeatedfor submodules inside the design. A block

diagram to illustrate the hierarchy of the designis shown in Figure 5.9, and a description

of the di�erent blocks is provided in Table 5.5.

Considerableoverhead is a result of the debug logic discussedin Section 3.3. There-

fore, to determine the area necessaryonly for communication, the OPB register set and

sticky register interface were removed, and the designwas re-mapped. Table 5.6 provides

a breakdown of the logic utilization, with and without debug logic, and Table 5.7 shows

the percent increasebetweenthe two designsasa result of the debuglogic. The total area

of the SERDESinterface is 2074FFs and 2244LUTs, which increaseapproximately 68%

and 43%, respectively, with the addition of debug logic. In Table 5.6, the remaining logic

of aurora connect consistsof the remaining necessaryOPB registersand logic to avoid
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Table 5.5: Hierarchical Block Description

Block Description
cc module clock correction
aurora aurora core
tx handler transmit bu�er, transmit error detection
rx handler receive bu�er, receive error detection
ufc tx handler acknowledgetransmission
ufc rx handler acknowledgereception
aurora connect systemnot including OPB and FSL interface logic
fsl aurora systemincluding OPB and FSL interface logic

Table 5.6: SERDESInterfaceArea Statistics

FFs % total FFs LUTs % total LUTs
Block Area Including Debug Logic
cc module 9 0.2 6 0.2
aurora 818 23.5 586 18.2
tx handler 576 16.5 709 22.0
rx handler 865 24.8 577 17.9
ufc tx handler 17 0.5 101 3.1
ufc rx handler 119 3.4 142 4.4
aurora connect 3279 94.0 2149 66.8
fsl aurora 3486 100.0 3218 100.0

Area Not Including Debug Logic
cc module 9 0.4 6 0.3
aurora 818 39.4 586 26.1
tx handler 239 11.5 558 24.9
rx handler 404 19.5 359 16.0
ufc tx handler 17 0.8 101 4.5
ufc rx handler 119 5.7 142 6.3
aurora connect 1931 93.1 1704 75.9
fsl aurora 2074 100 2244 100
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Table 5.7: Debug Logic Area Statistics

Block FFs % increaseFFs LUTs % increaseLUTs
cc module 0 0 0 0
aurora 0 0 0 0
tx handler 337 141.00 151 27.06
rx handler 461 114.11 218 60.72
ufc tx handler 0 0 0 0
ufc rx handler 0 0 0 0
aurora connect 1348 69.81 445 26.12
fsl aurora 1412 68.08 974 43.40

con
ict betweenpackets from di�erent interfaces.

5.5 Evaluation Against Architecture Requirements

To concludethis chapter, the requirements presented in section4.1 are reviewed.

1. Reliability

As discussedin Section5.1, the SERDESinterfacebecauseit hasbeentestedacrossa

poor communicationsmedium. In spite of a largeamount of errorserrorsat the phys-

ical level, the SERDESimplementation recovers predictably and sendsdata reliably.

Furthermore, communication is sustainable,and from the perspective of producers

and consumers,data transfer continueserror-freefor hours on end.

2. Low Area Consumption

A total area consumption of 2074 FFs and 2244 LUTs is currently required per

SERDES interface, requiring approximately 8% of the resourcesavailable on the

XC2VP30 seriesFPGA. Of the area consumed,approximately 39% of the FFs and

26%of the LUTs are from the Aurora core itself.

3. Minimal Trip Time

As presented in Section5.2, a trip time of 13.138� s is achieved for an averagepacket

sizeof 1024bytes. As indicated in Table5.4,only a small percentageof this is latency
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is a result of data transfer through the Aurora or MGT, while the remaining latency

is necessaryto ensurethat partial packets are not transmitted and erroneousdata is

not passedonward in the system.

4. Abstraction

By using the FSL interface,communication was achieved using a standard hardware

interface abstraction layer. Furthermore, the communication mechanism was incor-

porated into a programming model, as discussedin Chapter 6. Hence,a software

abstraction layer alsoexists.

With the evaluation of the SERDES interface complete,Chapter 6 will next incorpo-

rate the interface into a software-driven programming model. Chapter 7 will then draw

conclusionsand discusspotential future work basedupon theserequirements.
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6 A Simple Example: Integration into a

Programming Mo del

Basedupon preliminary research of NAMD, Section3.1described an e�ective thread-based

programming model for molecular dynamics simulation. Since previous chapters of this

thesishave beenwritten, the programmingmodel for the TMD project haschanged,where

a MessagePassingInterface (MPI) communication method will instead be used.

Section6.1will �rst provide a light background on MPI. Then Section6.2describeshow

the SERDESlogic was incorporated into an MPI-based programming model. Section6.3

concludesthis chapter by providing communication results.

6.1 Background on MPI

In November, 1992, a preliminary draft proposal of MPI was put forward by Dongarra,

Hempel, Hey and Walker[49] with a goal to develop a widely used standard for writing

messagepassingprograms. A meeting of over 40 organizationsfollowed in January, 1993,

and a �rst versionof MPI was releasedin June, 1994.

The �rst version of MPI provided a practical, portable, e�cien t and 
exible standard

for messagepassingtargeting Ethernet and Myrinet networking. This �rst version of the

library focusedmainly on point-to-p oint routines, contained no implementations for collec-

tive communication routines, and was not thread-safe[50].

Subsequent versionsof the library o�ered several improvements, including guaranteed

thread-safety of the existing function calls. Also, a seriesof collective communication

routines were addedand several additional features,such as dynamic processes,one-sided

communication and parallel I/O were implemented. The most recent version of MPI,
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version2.0, was releasedin November 2003,and contains routines for 127 functions[50].

Several di�erent modi�cations of the MPI library exist, and although previouswork has

targeted MPI towardsembeddedsystems[51], ongoingwork in the TMD project[52] targets

MPI functions speci�cally to the MicroBlaze processor,where FSL links are the path of

communication. This subsetof the MPI library implements the following routines for FSL-

basedcommunication: MPI Recv, MPI Send, MPI Bcast, MPI Barrier and MPI Reduce.

6.2 Integration into the MPI-Based Programming Mo del

Becausethe FSL was used as an abstraction layer for the SERDES interface, from the

hardware perspective, integration of the SERDES interface was straightforward. A Mi-

croBlazewas connectedto two four-byte wide, 16-word deepasynchronous FSLs, one for

transmitting data and a secondfor receiving data. The FSLs were then connectedto a

producer input and a consumeroutput on the SERDESlogic, respectively.

To send acrossthe SERDES links, data must be encapsulatedin the packet format

described in Figure 4.5. Furthermore, upon receiving incoming data from the SERDES

interface, the packet framing information must be removed. As described in Table 3.1, a

MicroBlazeprocessorcommunicatesto an FSL via eight C function calls. The MPI library

usesthese function calls, and to incorporate the SERDES interface into the MPI-based

programming model, the MPI function calls were modi�ed. Becauseof time limitations,

only the MPI Send and MPI Recv functions were modi�ed, and Figure 6.1 shows a small

segment of C codeasan examplewherethe modi�ed MPI function callswereused. As seen

in this �gure, a send is �rst issuedby the processor. The �rst argument of this function

is an array containing the data to be transmitted. The secondargument givesthe number

of elements to be sent, and the third argument indicates the element type. The fourth

argument is a unique messagetag that represents the message,and the �nal argument

indicatesthe MPI group for which the packet is intended. The processorthen immediately

issuesa receive for a packet. In this function, the �rst argument represents an array for the

incomingdata and the fourth argument represents the sourceof the packet. The additional

seventh argument indicates the status of the receive and the remaining arguments are

the same. From a perspective of a software developer using MPI, this fragment of code
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while (1) {
MPI_Send(data_outg oi ng, 64, MPI_INT, 0, 0, MPI_COMM_WORLD);
MPI_Recv(data_in coming, 64,

MPI_INT, 0, 0, MPI_COMM_WORLD,&status);
}

Figure 6.1: MPI Function Call Example
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Figure 6.2: MicroBlaze Con�gurations for Programming Model Integration

is platform-independent, and is directly portable to other environments, such as Linux.

Section6.3 will now explain di�erent hardware con�gurations in which the MPI function

calls were tested, and results of thesetests are then provided.

6.3 Software-Based Test Results

Figure 6.2 is repeatedfrom Chapter 4. By referring to this Figure, on FPGA x, a singleMi-

croBlazereplacesproducerxi and consumerxl . On FPGA y, a secondMicroBlaze replaces

producer yl and consumeryi . Hardware blocks were usedfor the remaining producersand

consumers,and Table 6.1 shows the di�erent communication scenariosthat were tested to

determinethe performanceof the MicroBlaze in the system. As can be seenby this table,
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Table 6.1: Communication Scenariosfor Programming Model Integration

Scenario Direction of Transfer
Description

# VP7 to
VP30

VP30 to
VP7

1 xi ! yi yl ! xl MicroBlaze to MicroBlaze
(no tra�c from other producersand consumers)

2 xi ! yi yl ! xl MicroBlaze to MicroBlaze
(tra�c from other producersand consumers)

3 xi ! yj yl ! xm MicroBlaze to Hardware Consumer
(no tra�c from other producersand consumers)

4 xj ! yi ym ! xl Hardware Producer to MicroBlaze
(no tra�c from other producersand consumers)

Scenario1 represents MicroBlaze-to-MicroBlaze communication, where each MicroBlaze

�rst sends,then receives a packet. Scenario2 also represents MicroBlaze-to-MicroBlaze

communication, but while the MicroBlazesare communicating, all other hardware produc-

ers in the system are sending packets to respective hardware consumers. This scenario

analyzesthe impact of additional tra�c on MicroBlaze-to-MicroBlazecommunication. In

Scenario3, each MicroBlaze only sendsdata and rather than sendingto the other MicroB-

laze,packetsareinsteadsent to hardwareconsumerblocks. Finally, in Scenario4, hardware

producer blocks senddata to the MicroBlazes, and the MicroBlazesonly receive packets

from theseblocks.

Resultsare shown in Table 6.2 for 64 secondsof testing packets of 256bytes in length

(not including an additional 32 bytes for packet framing). Several interesting observa-

tions are seenin theseresults. First, by comparing Scenarios1 and 2 against Scenarios3

and 4, MicroBlaze-to-MicroBlazecommunication is approximately two times slower than

communication between MicroBlaze processorsand hardware blocks. This is because,in

Scenarios1 and 2, a MicroBlaze spends approximately half of its time sendinga packet

and half of its time receivinga packet, resulting in a reducedthroughput by each MicroB-

laze, comparedto Scenario3 where the MicroBlaze is only transmitting and in Scenario

4 where it is only receiving. Also, by comparing Scenarios1 against Scenario2, it is evi-
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Table 6.2: Communication Results for Programming Model Integration

Scenario Number of Packets Transferred Approximate
# VP7 to VP30 VP30 to VP7 Average Bit-Rate (Mbps)
1 537429 537429 537429 4.30
2 513069 513070 513069.5 4.10
3 971903 971896 971899.5 7.78
4 1112075 1112075 1112075 8.90

Table 6.3: Comparative Results for Programming Model Integration

Method of Communication Bit-Rate (Mbps)
Scenario1: MicroBlaze-basedSERDES 4.30
Simple Protocol Stack: MicroBlaze-basedEthernet 6.837
Full TCP/IP: MicroBlaze-basedEthernet 5.915
Con�guration A: Hardware-basedSERDES 1495.723

dent that tra�c from other producersand consumersintroducesvery little overheadinto

MicroBlaze-to-MicroBlazecommunication.

Table 6.3 comparesScenario1 against results presented in Section 5.2 for packets of

length 256 bytes. This table shows that MicroBlaze-basedSERDES communication per-

forms worse than both methods of MicroBlaze-basedcommunication via Ethernet. Fur-

thermore, Scenario1 performsalmost three ordersof magnitudeworsethan SERDEScom-

munication via dedicatedproducer and consumerhardware blocks.

There are several reasonswhy MicroBlaze-basedSERDES communication performs

poorly. First, the MicroBlaze in this systemoperatesat a clock rate of 40MHz. By com-

parison, the MicroBlaze in both Ethernet communication systemsoperatesat 66MHz and

the producers and consumersof Con�guration A operate at 62.5MHz. Furthermore, in

MicroBlaze-basedSERDES communication, the rate at which a MicroBlaze accessesthe

FSL is signi�cantly lessthan the clock rate of the processor.Simulation results show that

54 clock cyclesare required between subsequent non-blocking writes and 46 clock cycles

are required between subsequent non-blocking reads. This delay is the time required to
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implement instructions and check for possibleerrors in the FSL transactions. By com-

parison,communication in the Ethernet communication systemrequiressigni�cantly fewer

clock cyclesper transaction, and the producersand consumersin hardware-basedSERDES

communication sendand receive at a rate of oneword per clock cycle.

Although theseresults seemdiscouraging,the purposeof this chapter is not to achieve

high performancein MicroBlaze-basedSERDEScommunication. Instead, the work in this

chapter providesa mixed processorand hardwarecommunication infrastructure for ongoing

work in the TMD project. As mentioned in Section3.1, the �rst step in the TMD project

involves the development of an MD simulator in software to allow an easierdebugging

environment and achieve a correct control structure. Current work has made signi�cant

progressin this regard. Once this work is complete, compute-intensive software blocks

may be replacedby dedicatedhardware engines,at which point the SERDESmay be fully

utilized and signi�cant speed-upmay be obtained.

The work presented in this chapter, and in this thesis, provides a SERDES-basedca-

pabilit y for preliminary software development and future dedicatedhardware development.

Chapter 7 now draws conclusionsand proposesfuture work with respect to the work pre-

sented in this thesis.
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Previouschapters addressthe complexity of moleculardynamicssimulation, and motivate

the need for a high-speed communication mechanism for e�cien t simulation of complex

molecular problems. A variety of communication mechanismsare explored,and a reliable

SERDES-basedcommunication capability was implemented for an FPGA-basedsolution

to the moleculardynamicsproblem. Assuminga 2.5Gbpsbit-rate, the SERDEScapability

achievesa maximum usabledata throughput rate of 1.92Gbps. A minimum one-way trip

time of 1.232� s is achieved for a packet sizeof 32 bytes. The SERDES interface requires

2486 
ip 
ops and 3218 look-up tables, but may be reducedto 2074 
ip 
ops and 2244

look-up tablesif all non-critical debuglogic is removed. The SERDESinterfaceusesa stan-

dard hardware abstraction interface,and hasbeenintegrated into a software programming

model.

Future work for the SERDESinterfacedependsupon what bottle necks are introduced

in future development of the TMD project. For example,if the current sustainablebit-rate

is insu�cien t, the channelbonding capability of the Aurora module may be used,in which

several SERDESlinks may be combined into a singlehigh-speedchannel.

Furthermore, if future work determines that a reduced trip time is necessary, then

intermediate storageelements in the communication path could potentially be removed.

By guaranteeing that every producer can transmit data at 62.5� 106 words per secondor

greater,a completepacket must no longerbe stored in the transmit bu�er beforetransmis-

sion and may immediately be sent upon being received. This would reducethe trip-time

of a 1024-byte packet by approximately 4.096� s. A secondstorageelement at the receive

bu�er ensuresthat a packet is received correctly beforeit is passedonward to the respective

consumer.Becausethis logic ensuresthat only an error-freepacket is passedonward, the

removal of this storageelement shouldbe avoided. However, if an improved communication
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link is used,errors at the physical level may occur much lessfrequently. If, instead, errors

are handled by each consumer,the secondstorageelement could be removed and packets

could be immediately passedto consumerswith information on the errors that occurred.

Although the current implementation is e�ective at reliably communicating data across

the SERDESlinks, more complexprotocolsare possiblewhich o�er potential performance

improvements. For example,an obvious alternative to the current synchronousprotocol is

an asynchronous protocol, where packets may be transmitted out-of-order. Furthermore,

a sliding window protocol, similar to that usedin TCP/IP , could be used. In the sliding

window algorithm, a window of several packetsaretransmitted in order,and following error-

free receipt of packets, acknowledgements for all packets are sent by the receiver in-order.

Becauseacknowledgements aresent in-order, the transmitter doesnot needto receive every

acknowledgement. Hence,if an acknowledgement is received, then this packet, as well as

all prior packets, are acknowledged. If future bottlenecks deemit necessary, there may be

bene�ts to exploring the above two protocols in further detail.

Regardlessof future designbottlenecks, the development work presented in this thesis

provides a strong framework for future development including multiple abstraction layers

and a useful run-time debugging capability. Furthermore, this work delivers a reliable

SERDES-basedcommunication mechanismwith reasonableareaconsumptionand minimal

one-way packet trip time given current assumptions.
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A Tabulated Throughput and Trip Time Results

APPENDIX

A Tabulated Throughput and Trip Time Results

The information presented in this Appendix is organizedas follows:

1. Con�guration A and Con�guration C Throughput Results

2. Con�guration B and Con�guration D Trip-Time Results

3. Con�guration A Throughput Comparative Results

4. Con�guration C Trip-Time Comparative Results
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Table A.1: Con�guration A and Con�guration C Throughput Results

Data Throughput (Gbps)
Packet Size Bidirectional Transfers Unidirectional Transfers
(bytes) Conf A Conf C Conf A Conf C
32 0.271 0.090 0.273 0.090
64 0.723 0.249 0.750 0.247
128 1.163 0.491 1.329 0.499
256 1.496 0.822 1.617 0.829
512 1.717 1.190 1.792 1.187
768 1.803 1.375 1.856 1.381
1024 1.848 1.421 1.889 1.424
1280 1.876 1.145 1.910 1.159
1536 1.895 1.023 1.923 1.030
1792 1.908 0.949 1.933 0.956
2016 1.918 0.906 1.940 0.911

Table A.2: Con�guration B and Con�guration D Trip-Time Results

Packet Trip-Time (� s)
Packet Size
(bytes) Conf B Conf D
32 1.232 1.921
64 1.627 2.503
128 2.389 3.818
256 3.928 4.961
512 6.995 9.182
768 10.072 13.184
1024 13.138 17.341
1280 16.217 20.006
1536 19.279 25.357
1792 22.356 26.253
2016 25.041 25.973
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Table A.3: Con�guration A Throughput Comparative Results

Data Throughput (Mbps)
Packet Size Simple
(bytes) Conf A Cluster Full TCP/IP Protocol

Stack
32 271.002 346.28 1.744 1.084
64 723.214 615.5 3.724 2.116
128 1163.435 619.21 5.028 3.865
256 1495.723 624.42 5.915 6.837
512 1717.298 624.96 7.165 11.111
768 1802.517 622.7 7.36
1024 1847.635 626.85 8.173 15.802
1280 1875.577 623.06 8.741
1536 1894.561 628.73 7.632
1792 1908.303 626.41 8.491
2016 1917.714
2048 627.68 9.085 16.025
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Table A.4: Con�guration B Trip-Time Comparative Results

Packet Trip-Time (� s)
Packet Size Simple
(bytes) Conf B Cluster Full TCP/IP Protocol

Stack
32 1.232 20.929 1071.834 164.162
64 1.627 21.943 1083.917 172.804
128 2.389 24.641 1160.039 190.084
256 3.928 29.593 1258.812 227.526
512 6.995 39.392 1475.71 299.528
768 10.072 49.373 1677.965
1024 13.138 57.128 1845.087 443.533
1280 16.217 64.883 2058.206
1536 19.279 74.142 2693.82
1792 22.356 78.454 2831.097
2016 25.041
2048 81.023 2903.938 918.742
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