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Abstract

Many attempts have been made to improve the performance of molecular dynamics

(MD) simulations by implementing portions of the computation in hardware, but few

approaches consider long-range electrostatic interactions. This thesis builds upon a

previous implementation of an accelerator for performing the reciprocal-space portion

of the Smooth Particle Mesh Ewald (SPME) algorithm used to compute electrostatic

interactions in MD simulations.

A key component of SPME is the computation of a three-dimensional convolution

in O(N log(N)) complexity using the Fast Fourier Transform (FFT). In this work, a

highly scalable parallel SPME algorithm is developed using the vector-radix 3D-FFT

decomposition. The design and implementation of an FPGA-based 3D convolution

engine is also presented. It is shown that the parallel SPME algorithm implemented

using multiple convolution engines matches the performance of a supercomputer, in

some cases using only 64 FPGAs to provide performance equivalent to an 8192-node

supercomputer.
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1 Introduction

1.1 Motivation

Molecular Dynamics (MD) is an N -body simulation technique that combines empir-

ical equations for intramolecular interactions with classical mechanics to predict the

time evolution of a molecular system. Such simulations provide the trajectory of ev-

ery atom in a system, which permits atomic-level observation of microscopic processes

over time as well as measurement of macroscopic quantities with great detail. MD has

garnered much interest recently from both academia and the private sector. It enables

scientists in pharmaceutical companies to save countless hours conducting laboratory

experiments by allowing them to perform computer simulations of potential drug for-

mula candidates. Researchers in the biomedical and life sciences fields employ MD to

acquire insight into biological processes that govern our very existence. And finally,

computer architects study MD as an example of a parallelizable application with the

ability to scale up to and saturate some of the most powerful computing installations

in the world [1].

The inherent parallelism of MD simulations allows the majority of its computations

to be efficiently distributed across literally thousands of computing nodes. However,

there is still a critical aspect of MD, namely the computation of electrostatic potential

energies and forces, that does not scale as well as the rest of the computations do.

This creates a bottleneck that can potentially limit the overall throughput of MD

simulations. It is crucial that the computation of the electrostatic components are

performed in an efficient manner to avoid hindering the speedup that is attained by

parallelizing the remainder of the MD simulation problem.

1.2 Objective

The goal of this research endeavour is to develop a technique for improving the per-

formance of the Smooth Particle-Mesh Ewald (SPME) algorithm, which is used to

1



1 Introduction

compute electrostatic potential energies and forces in MD simulations. A key opera-

tion performed by the SPME algorithm is the computation of the forward and inverse

O(N log(N)) Three-Dimensional Fast Fourier Transform (3D-FFT) to calculate the

convolution of two large three-dimensional arrays, or meshes of data. This research

is therefore conducted according to the following objectives:

1. To investigate the feasibility of using the vector-radix technique for parallelizing

the computation of the 3D-FFT;

2. To parallelize the computations performed by the SPME algorithm;

3. To design and implement a Field-Programmable Gate Array (FPGA)-based

hardware engine for performing the convolution operation of the SPME algo-

rithm using the forward and inverse 3D-FFT;

4. To compare the single-node and parallel performance of the convolution engine

against that of existing implementations.

Several of the design decisions throughout this work are made using the NAMD

(Not Another Molecular Dynamics simulator) software package as an accepted model

for performing MD simulations [2]. The 92224-atom ApoA1 solvated lipoprotein

system benchmark included with NAMD is used to verify the correctness of the

SPME software models and hardware implementations by comparing the generated

outputs against instrumented NAMD code. The choice of numerical representation

and precision for the convolution engine is also made to match the precision used by

the SPME implementation in NAMD as closely as possible.

1.3 Thesis Organization

This thesis continues with Chapter 2 providing an introduction to the algorithms

used to perform MD simulations, with particular emphasis on the calculation of

electrostatic interactions and how they can be approximated efficiently using 3D-

FFTs. Chapter 3 reviews existing methods for computing the 3D-FFT in a parallel

fashion and introduces the vector-radix method as a novel approach to parallelizing

3D-FFT computations. In Chapter 4, a parallel algorithm for computing electro-

static interactions in MD is derived based on the vector-radix method of performing

the 3D-FFT. Chapter 5 describes the design and implementation of an FPGA-based

2



1 Introduction

Three-Dimensional Convolution Engine (3DCE) for performing the core operation of

the SPME algorithm. The testing methodology used to verify the operation of the

engine is covered in Chapter 6. Performance results for the 3DCE are compared to

existing single and multiple node implementations in Chapter 7. Finally, conclusions

and avenues for future work in this thesis are presented in Chapter 8.

3



2 Molecular Dynamics Background

Atomic-level simulations of biomolecular systems have become an integral tool of bio-

physical and biomedical research. One of the most widely-used methods of computer

simulation is MD where equations of classical mechanics are applied to predict the

time evolution of a molecular system. MD simulations provide scientists with atomic-

level insight into biological processes occurring at a molecular scale, something that

cannot be achieved through laboratory means.

This chapter provides an overview of the components that comprise an MD simu-

lation. Section 2.1 describes the individual equations used to determine interactions

between atoms in an MD simulation environment, and how the equations are used col-

lectively to predict the time-evolution of the molecular system. Section 2.2 explains

techniques that are used to distribute the computations performed in MD simula-

tions across multiple machines and execute them in parallel. The final section in this

chapter, Section 2.3, is devoted to describing the Ewald Summation technique for

calculating the electrostatic interactions between atoms in an MD simulation. For

convenience, Table A.1 of Appendix A provides a reference of mathematical symbols

and conventions used throughout this document.

The first two sections of this chapter consist of background information that is

provided to give a general understanding of MD simulations. In contrast, Section 2.3

gives a fairly detailed derivation of the Ewald summation as it is a very well-known

technique in MD as well as in many other fields (in fact, it is the most-cited scientific

paper from the pre-1930 era [3]). However, a thorough understanding of its develop-

ment is not crucial for the remaining chapters of this document. The main concept

that is carried throughout the rest of this work is the SPME algorithm presented in

Section 2.3.2. For further information on the topic of MD simulations, the reader is

referred to [4] and [5].

4



2 Molecular Dynamics Background

2.1 Molecular Dynamics Equations

MD simulations begin with a description of the atomic-level structure of the molecular

system to be simulated. The structure is usually obtained through Nuclear Magnetic

Resonance (NMR) imaging or X-ray diffraction techniques. Each atom in the system

is then assigned a random initial velocity using a Maxwell-Boltzmann distribution,

and the system is brought into thermodynamic equilibrium.

Once the initial state of the molecular system has been established, a collection

of interaction equations are applied to determine the potential energy U(~xn) of each

atom in the system, where U(~x) represents the potential energy field as a function of

spatial position ~x, and ~xn denotes the spatial position of atom n. The net force exerted

on each atom is obtained by calculating the negative gradient of the energy with

respect to the position of the atom. Newtonian mechanics are applied to determine

the instantaneous acceleration of each atom from the net force. The velocity and

position of each atom can then be determined by calculating the first and second

time-integrals of the acceleration. The equations for this procedure are described in

Equations (2.1) through (2.4).

~Fn = −∇~x {U(~xn)} . . . Force (2.1)

~an =

∑

~Fn

mn
. . . Acceleration (2.2)

~vn =

∫

~andt . . . Velocity (2.3)

~xn =

∫

~vndt . . . Position (2.4)

The equations above describe the potential energy, net force, acceleration, velocity

and position for each atom in the system at a particular instant in time. However,

they do not yield an analytical solution for the entire time-trajectory of the system.

Equations (2.3) and (2.4) must be integrated numerically over a series of timesteps to

obtain the time-trajectory of every atom. The Velocity Verlet algorithm is a popular

method that is used to compute this solution [4]. Figure 2.1 presents the flowchart

for performing MD simulations by solving the equations of motion numerically.

Typical MD simulations use a timestep of ∆t ∼= 10−15s and simulate processes

that can take on the order of several microseconds to complete. Equations (2.1)

through (2.4) must be computed quickly to obtain results within a reasonable time-

5
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Figure 2.1: Flowchart of an MD Simulator

frame. Since the last two equations are performed on a per-atom basis, they require

only O(N) computational complexity where N is the number of atoms in the system.

It has been shown through software profiling that the computation of the energies

and forces constitute roughly 99% of the total execution time required by an MD sim-

ulation when N is on the order of 10,000 atoms [6]. The following section examines

the empirical equations that are used to calculate interatomic interactions.

2.1.1 Equations Governing Interatomic Interactions

Equations that govern interatomic interactions in an MD simulation can be classi-

fied into two categories. Bonded interactions quantify the potential energy and force

exerted between an atom and its covalently-bonded neighbours. Non-bonded inter-

actions quantify interactions between atoms that are not linked through any number

of covalent bonds, for example, interactions that arise due to a force field.

6



2 Molecular Dynamics Background

Interactions between Bonded Atoms

A covalent bond may be modelled as an elastic link between two atoms. Two or more

atoms can exert stress on the bond in various modes, giving rise to different forms

of potential energy. Table 2.1 describes five equations that are commonly used to

model the potential energy that arises between covalently-bonded atoms. Figure 2.2

illustrates each of the interactions quantified in Table 2.1.

Table 2.1: Bonded Potential Energy Equations

Potential Type Equation

Angle-Bending Uθ =
∑

kθ(θ − θ0)
2

Bond-Stretching Ubond =
∑

kb(r − r0)
2

Dihedral Torsion Uφ =
∑

Kφ [1 + cos(nφ − δ)]

Urey-Bradley UUB =
∑

KUB(S − S0)
2

Improper Dihedral Torsion Uω =
∑

kω(ω − ω0)
2

Urey-BradleyBond StretchingAngle Bending Dihedral Torsion

Improper

Dihedral Torsion

Figure 2.2: Interactions between Bonded Atoms

Since bonded interactions can be computed by analyzing an atom and a constant

number of its neighbouring atoms, the equations for bonded interactions can be com-

puted in O(N) run-time complexity. Calculation of bonded interactions typically

require less than 1% of the total execution time required by MD simulations.

Interactions between Non-Bonded Atoms

Interactions between two or more atoms that are not linked through any number of

covalent bonds are collectively referred to as non-bonded interactions. For the sake of

computational complexity, non-bonded interactions that involve three or more atoms

are approximated by augmenting the equations that quantify interactions between

7



2 Molecular Dynamics Background

only two atoms. The resulting equations are called effective pair-potentials and are

calculated for every pair of atoms in an MD simulation environment.

Quantum mechanics suggests that the electrons around the nucleus of a neutral

atom form a probabilistic cloud that is evenly distributed on average. However, the

instantaneous distribution of electrons may not be uniform, causing a neutral atom to

exhibit an instantaneous charge dipole. This momentary dipole can induce a dipole

in a nearby neutral atom, which in turn causes a weak temporary interaction between

the two atoms. Atoms or molecules that form natural, permanent dipoles (such as

water molecules) can also induce dipoles in surrounding neutral atoms and lead to

weak attraction. This phenomenon is referred to as the Van der Waals or London

dispersion force.

As two atoms approach each other, the electron clouds of each atom begin to

overlap and interfere with each other. The Pauli Exclusion Principle prevents this

from occurring and gives rise to an exponentially-increasing repulsive force [4]. The

Lennard-Jones 6-12 Equation is an effective pair potential that is used to model both

the attractive Van der Waals force as well as the repulsive Pauli force between a pair

of neutral-charge atoms. Equations (2.5) and (2.6) give the formulae for computing

the Lennard Jones potential energy and force, respectively, between two atoms that

are separated by a distance of |~r|.

ULJ(~r) = 4ǫ

[

(

σ

|~r|

)12

−
(

σ

|~r|

)6
]

(2.5)

~FLJ(~r) = −∇~r [ULJ(~r)]

= −24ǫ

σ2

[

2

(

σ

|~r|

)14

−
(

σ

|~r|

)8
]

·~r
(2.6)

The parameters σ and ǫ are unique for interactions between different pairs of atomic

elements, or between atoms and special molecular structures such as benzene. They

are derived by curve-fitting empirical data or by quantum-mechanical calculations.

The Coulombic potential between a pair of charged atoms quantifies potential en-

ergy that arises due to electrostatic interaction. Atoms with opposite charge polarity

attract each other while atoms with similar polarity repel each other. The formulae

for Coulombic potential and force are given in Equations (2.7) and (2.8), respectively.

UCoul.(~r) = − q1q2

4πǫ0|~r|
(2.7)

8
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~FCoul.(~r) = −∇~r [UCoul.(~r)]

= − q1q2

4πǫ0|~r|3
·~r (2.8)

The values q1 and q2 represent the electrostatic charge of the interacting atoms.

Although physics dictates that charge is quantized, this value can be fractional to

account for molecules that form electrical dipoles as long as the sum of the fractional

charges for a molecule is an integer value. The constant ǫ0 is the permittivity of free

space and is approximately equal to 8.854 × 10−12F/m.

Computation of Lennard-Jones and Coulombic interactions in an MD simulation

dominates the total execution time of a simulation. Equations (2.5)-(2.8) must be

calculated between each pair of atoms in a system. The computational complexity

of non-bonded interactions is accordingly O(N2). The following section describes

techniques that are commonly used to mitigate execution time by applying approxi-

mations that eliminate unnecessary calculations and facilitate parallel computation.

2.2 Techniques for Parallelizing MD Simulations

Section 2.1 stated that MD simulations typically use femtosecond resolution to simu-

late processes that occur on the microsecond scale. It also showed that each timestep

has a computational complexity of O(N2), where N ranges from 100,000 to nearly

one million atoms for meaningful simulations [7]. The sheer number of computations

involved in an MD simulation requires that computing tasks are distributed among an

array of processors and executed in a parallel fashion to obtain results within human

lifetimes. This section outlines several techniques that are used to parallelize MD

simulations.

2.2.1 Periodic Boundary Conditions

The simulation environment in MD refers to a volume of space called a simulation

cell that contains the molecule to be studied. A solvent such as water is usually

also present in the cell and is often the most abundant particle in the system. If

this cell were simulated in isolation, it is unlikely that any meaningful results would

be observed since the simulation environment ends abruptly at the cell boundaries.

Atoms closer to the edges of the simulation cell would not experience interactions

from all directions, a situation that is impossible in practice. To avoid these surface

9
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effects, a technique known as the Periodic Boundary Condition (PBC) is employed

where the simulation cell is replicated ad infinitum in each dimension. Atoms near

one face of the simulation cell experience interactions from atoms that are on the

opposite face of the cell. Furthermore, if the trajectory of an atom causes it to leave

the simulation cell, it immediately reappears at the opposite face of the cell with the

same velocity under the PBC. This technique conserves energy, momentum and the

number of atoms N in a simulation cell. Figure 2.3 illustrates the PBC and how it is

applied to a simulation cell.

Original

Simulation Cell

Minimum-Image

Convention Cells

Figure 2.3: Periodic Boundary Conditions for Simulation Cells [4]

Using the PBC would appear to exacerbate the computational burden of MD since

interactions between all pairs of atoms in the current and replicated cells would need

to be calculated. However, the minimum image convention states that only the

interactions between an atom within the original cell and the nearest image of the

remaining N − 1 atoms must be considered, and the remaining interactions can be

omitted. The PBC combined with the minimum image convention eliminates surface

effects in MD simulations and retains O(N2) computation complexity.

2.2.2 Spherical Cut-Off

Since each non-bonded interaction in MD may be calculated independently, it is

theoretically possible to achieve a tremendous speedup by distributing the computa-

10
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tions for each interaction across multiple processors. However, this technique quickly

approaches physical limits as it requires many small packets of data be exchanged

between many processors. As more processors are used, the time required for com-

munication quickly outweighs the time saved by parallelizing the computation.

A more efficient technique for parallelizing computations requires a closer examina-

tion of the equations for non-bonded interactions. It is apparent in Equations (2.5)-

(2.8) that the magnitude of the result for each equation approaches zero as |~r| → ∞.

Depending on the simulation, a cutoff radius rc can be chosen through empirical

studies such that the equations for non-bonded interactions may be truncated for

|~r| ≥ rc without introducing significant error into the simulation results. Assuming

the equations for non-bonded interactions can be safely truncated, the simulation cell

is partitioned into cubes with lengths slightly larger than 2rc. These cubes are referred

to as patches [2] and have the property that all non-zero, non-bonded interactions

between atoms in the original simulation cell can be computed by calculating the

interactions between all pairs of atoms within a patch, and all pairs of atoms between

two adjacent patches. Each patch may be assigned to a processor allowing intra-

patch interactions to be computed in parallel. Furthermore, each patch need only

compute interactions between itself and thirteen of its nearest neighbours (shown in

Figure 2.4 for two dimensions) in order to compute the remaining interactions. Each

patch actually has twenty-six nearest neighbours in three dimensions, but since the

force exerted on atom x by atom y is opposite in magnitude to the force exerted on

atom y by atom x, the computation of half of the total non-bonded force interactions

may be omitted. A similar result holds for potential energy.

The spherical cutoff radius reduces the complexity of computing non-bonded inter-

actions from O(N2) to O(N ·A), where A is the average number of atoms per patch.

It is a far more scalable technique than simply computing all possible O(N2) interac-

tions in parallel as it limits the amount of interprocessor communication to inter-patch

interactions only. In situations where the number of patches is fewer than the number

of available processors, the intra-patch and inter-patch computations can still be par-

allelized by distributing the individual interaction calculations among small groups

of processors. These techniques have been used to successfully scale MD simulations

to computing installations containing in excess of 3,000 processor nodes [1].

11
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Partitioning Simulation Cell into Patches

Inter-Patch Communication Pattern

Simulation Cell Patch

Communication 

from Neighbours

Communication

to Neighbours

Figure 2.4: Application of the Spherical Cut-Off Radius rc

2.3 The Ewald Summation for Electrostatic Forces

The previous section introduced the spherical cutoff radius rc as a value beyond which

non-bonded interactions may be safely truncated. This technique for reducing com-

putational complexity is acceptable provided that the error introduced by truncation

does not appreciably alter the results of the MD simulation. In fact, it has been

shown that improper truncation can lead to inaccurate simulation results, especially

12
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in the case of Coulombic interactions in simulations of complex biomolecules such as

DNA [8, 9, 10]. This is due to the fact that Coulombic energy and force terms for a

point charge decay as 1/r and 1/r2, respectively and do not approach negligible values

unless r is large. Truncation beyond rc in the case of the Lennard Jones potential and

force equations is still possible since those equations asymptotically approach zero as

1/r6 and 1/r7.

The error caused by truncation can be reduced by increasing the value of rc, but

this has two major drawbacks: it decreases the number of patches in the system,

which in turn limits the scalability of the simulation, and it increases the average

number of atoms per patch, thereby increasing overall computational complexity of

the MD simulation. Furthermore, it is still possible for a large number of uniformly-

distributed charges to induce an appreciable electrostatic effect beyond rc, similar to

how the electric field emanated by an infinite sheet of charge is independent of the

distance from it. Clearly, an alternate technique must be sought out for handling the

computation of electrostatic interactions.

The following sections describes the Ewald summation technique and the smooth

particle-mesh Ewald algorithm for computing electrostatic interactions.

2.3.1 The Ewald Summation

The Ewald Summation technique was developed by German crystallographer and

physicist Paul Peter Ewald in 1921 as a method for computing the lattice potentials

and fields of periodic crystalline structures [11]. This method has also been success-

fully used in MD applications to efficiently compute the electrostatic potential energy

and interatomic forces of a simulation cell under the PBC [12]. This section presents

a derivation of the Ewald summation technique.

In Section 2.2.1, the minimum image convention was introduced as a method for re-

stricting the total number of interatomic interaction calculations. Since this method

relies upon truncation of long-range interactions, it cannot be used for computing

electrostatic potential energy and forces. The problem of solving the total poten-

tial energy of a simulation cell under the PBC without using the minimum-image

convention is reformulated below in Equation (2.9) [13].

U =
1

2

∑†

~n

N
∑

i=1

N
∑

j=1

qiqj

|~rij + ~n| (2.9)
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The limit of the outer-most summation requires some explanation. In Section 2.2.1,

the simulation cell was introduced as a volume of space in which the atoms under

consideration reside. The dimensions of the simulation cell are defined by three lattice

vectors ~n1, ~n2 and ~n3, where ~n1, ~n2, ~n3 ∈ R
3 and the volume of the cell is defined by

V = ~n1 ·~n2×~n3. This terminology is borrowed from the field of X-Ray crystallography

where lattice vectors are used to describe the shape and dimensions of the unit cell of

a particular crystal. The summation variable ~n iterates through all possible integral

combinations of ~n1, ~n2 and ~n3, that is,

~n = c1~n1 + c2~n2 + c3~n3, c1, c2, c3 ∈ Z (2.10)

Thus the vector ~n defines the offset from the origin of the original simulation cell

to the origin of a replica cell defined by (c1, c2, c3) under the PBC. The dagger (†)

superscript indicates that for ~n = 0 (the original simulation cell), interactions between

all pairs of atoms for which i = j are omitted.

Equation (2.9) converges conditionally for the electrostatic potential energy if the

following conditions are met:

• The net electrostatic charge within a simulation cell must sum to zero:

∑N
i qi = 0

• The order of the outer summation must occur such that the simulation cells

defined by ~n all fit within a spherical shell with radius Rn as Rn → ∞ [14]:

|c1~n1|2 + |c2~n2|2 + |c3~n3|2 ≤ R2
n, Rn → ∞, Rn ∈ Z

Ewald recognized that even if these conditions were met, the sum in Equation (2.9)

would converge very slowly due to the 1/r decay rate of the electrostatic potential.

With the assistance of P. Debye, he was able to separate this conditionally-convergent

sum into two exponentially-convergent sums by using a method proposed by Rie-

mann [15]. In essence, this technique splits the electrostatic potential into two new

functions according to the identity in Equation (2.11):

1

|~r| =
1 − f(|~r|)

|~r| +
f(|~r|)
|~r| (2.11)

The solution for the function f(|~r|) is not unique, but it is usually chosen such that

the following conditions are satisfied [13]:
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• 1−f(|~r|)
|~r| captures the rapidly-changing behaviour of 1/|~r| when |~r| is small

• 1−f(|~r|)
|~r| decays quickly to zero as |~r| → ∞

• f(|~r|)
|~r| exhibits the slow asymptotic decay of the 1/|~r| term

• f(|~r|)
|~r| is a smooth, continuous function with no rapid oscillations

The function most commonly used for f(~r) is the complementary error function given

in Equation (2.12) [14, 4, 15]. In the next section, a physical interpretation is used

to derive the Ewald summation for electrostatic potential energy.

erfc(|~r|) =
2√
π

∫ ∞

|~r|
e−t2dt (2.12)

Physical Insight into the Ewald Summation

Before proceeding with the explanation of the Ewald result, some terminology must

be clarified. The goal of the Ewald summation technique is to find the total electro-

static potential energy U of a simulation cell under the PBC. The potential energy

is obtained by integrating the product of two terms over R
3: the charge density

ρ(~r), and the electrostatic potential that is induced by the charge density, denoted as

φρ(~r). The charge density for the MD simulations considered in this work are defined

as ρ(~r) = qj when ~r = ~rj and zero otherwise, since the electrostatic behaviour of the

system is modelled entirely by point charges. The electrostatic potential depends lin-

early on the charge density and can be obtained by solving the Poisson equation [16].

For a single point charge, the solution for the electrostatic potential (given in Equa-

tion (2.13) below) exhibits a 1/|~r| decay. It should be noted that the ‘splitting’ of the

1/|~r| term in Equation (2.11) into two components applies only to the electrostatic

potential φ(~r), and not the potential energy U .

φ(~r)qi
=

qi

4πǫ0|~r − ~ri|
(2.13)

Now that the terminology has been established, some physical insight into the

selection of Equation (2.12) for f(~r) can be obtained. Consider the charge density

plot ρ(~r) for a one-dimensional system in Figure 2.5a. As described earlier, the

electrostatic potential induced by ρ(~r) is given in Equation (2.13) and decays slowly
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as denoted by the dashed lines. The first step in obtaining the Ewald sum is to split

the original charge charge density into two functions, ρ(~r) = ρ1(~r) + ρ2(~r), which

induce respective potentials φρ2
(~r) and φρ2

(~r).

In the Ewald sum, the split is obtained by applying a screening function to the

original charge density. The Gaussian distribution given in Equation (2.14) is most

commonly chosen as the screening function γ(~r). The parameter α controls the width

of the distribution.

γ(~r) =
α3

√
π3

e−α2|~r|2 (2.14)

The first split charge density is obtained by using the screening function to mask

the contributions of the original point charges. This is achieved by surrounding each

point charge with a screening function with the same magnitude but opposite polarity.

Mathematically, ρ1(~r) = ρ(~r) − ρ(~r) ⋆ γ(~r), where the ‘⋆’ operator denotes a linear

convolution. Figure 2.5b shows the new density ρ1(~r) and the corresponding potential

φρ1
(~r) for three values of α. As the distance from each point charge increases, the

screening charge behaves more like a point charge and effectively cancels out the

original point charge. Note that the parameter α affects the rate of convergence of

the potential. In the extreme case where α = ∞, the screening function completely

cancels the original point charge and ρ1(~r) = 0.

The second split charge density is given by ρ2(~r) = ρ(~r)⋆γ(~r) and is illustrated along

with its induced potential φρ2
(~r) in Figure 2.5c. It is clear that the convergence rate

of the potential is much slower than that of φρ1
(~r) due to the fact that no cancellation

of charges occur. As ~r is sufficiently far away from the peak of the screening charges,

the magnitude of the potential decays as 1/|~r|. This is consistent with the behaviour

of the original potential φρ(~r), since the screening charges appear as point charges

from a distance. However, when ~r is near the center of the distributions, φρ2
(~r) does

not approach infinity as φρ(~r) does.

The slow decay rate of φρ2
(~r) still poses a problem for calculating the total potential

energy given in Equation (2.9). However, the overall ‘slow’ behaviour of φρ2
(~r) implies

that its Fourier transform is non-zero near the origin and converges rapidly to zero

in the Fourier domain (or reciprocal space, as is the term used commonly in Ewald

literature). Figure 2.5d illustrates the Fourier-transformed charge density ρ̃2(~k) and
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~r

(a) Charge Density ρ(~r) and Potential φ(~r) versus Distance

ρ(~r)
φ(~r)

~r

(a) Charge Density ρ(~r) and Potential φ(~r) versus Distance

~r

(b) Split Charge Density ρ1(~r) and Potential φ1(~r) versus Distance

ρ(~r)
−γ(~r), α = 0.66
−γ(~r), α = 1.00
−γ(~r), α = 1.50
φ1(~r), α = 0.66
φ1(~r), α = 1.00
φ1(~r), α = 1.50

~r

(b) Split Charge Density ρ1(~r) and Potential φ1(~r) versus Distance

~r

(c) Split Charge Density ρ2(~r) and Potential φ2(~r) versus Distance

γ(~r), α = 0.66
γ(~r), α = 1.00
γ(~r), α = 1.50
φ2(~r), α = 0.66
φ2(~r), α = 1.00
φ2(~r), α = 1.50

~k

(d) Fourier-Transformed Potential F{φ2}(~k) versus Reciprocal Distance

F{γ}(~k), α = 0.66
F{γ}(~k), α = 1.00
F{γ}(~k), α = 1.50
F{φ2}(~k), α = 0.66
F{φ2}(~k), α = 1.00
F{φ2}(~k), α = 1.50

Figure 2.5: Splitting of Charge Density According to Ewald Summation [4]

17



2 Molecular Dynamics Background

the corresponding Fourier-transformed electrostatic potential φ̃ρ2
(~k), where ~k is the

reciprocal variable in R
3. The relationship between ~r and ~k is analogous to the

relationship between time and frequency in a one-dimensional Fourier transform. It

is clear that the convergence rate of φ̃ρ2
(~k) is exponential ~k, and that the parameter

α has the opposite effect on the convergence in reciprocal space than it does in real

space. Thus the parameter α is referred to as the Ewald coefficient, and it balances

the convergence rates of φρ1
(~r) and φ̃ρ2

(~k).

It can be shown by solving the Poisson equation that the electrostatic potentials

φρ1
(~r) and φρ2

(~r) are in fact equivalent to (1− f(|~r|))/|~r| and f(|~r|)/|~r|, respectively.

The technique in Equation (2.11) applies the splitting function directly to the po-

tential φρ(~r), whereas the technique derived in Figure 2.5 splits the charge density

ρ(~r). Since the electrostatic potential depends linearly on the charge density, the two

methods are mathematically equivalent.

Derivation of Ewald Formulas

The Ewald method defines two energy components, U1 and U2, by integrating the

product of the charge density ρ(~r) with the the split electrostatic potentials φρ1
(~r)

and φρ2
(~r) respectively. It should be noted that although φρ(~r) = φρ1

(~r)+φρ2
(~r), the

total electrostatic potential energy is not the sum of U1 and U2 since energy is not a

linear function of φρ(~r) alone. A third energy term U3 must be introduced such that

the total electrostatic potential energy can be given by U = U1 + U2 + U3.

The charge density function ρ(~r) for the simulation cell in isolation is defined in

Equation (2.15). The operator δ( · ) is the Dirac delta function, and the vector ~ri is

the vector displacement from the origin of the simulation cell to the point charge qi.

ρ(~r) =
N
∑

i

qiδ(|~r − ~ri|) (2.15)

Equation (2.9) requires that the total potential energy includes all interactions

between charges within the simulation cell and their periodic replicas. This is achieved

by convolving the potential functions for a single cell with the lattice function given

below in Equation (2.16). The vector ~n specifies the replica cell under consideration.

L(~r) =
∑

~n

δ(|~r + ~n|) (2.16)
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Using these definitions, the real-space contribution to the electrostatic potential

energy is derived as follows.

U1 =
1

2

∫

ρ(~r) [L(~r) ⋆ φρ1
(~r)] d3~r

=
1

2

∫

ρ(~r)

[

∑

~n

φρ1
(~r + ~n)

]

d3~r

=
1

2

∑

~n

[
∫

ρ(~r)φρ1
(~r + ~n) d3~r

]

=
1

2

∑

~n

N
∑

i,j

qiqj
erfc(α|~rij + ~n|)

|~rij + ~n|

(2.17)

The result above incorrectly includes interactions between the same atom within the

original simulation cell, i.e. when ~n = 0 and i = j. This can be remedied by

explicitly omitting the calculation of such interactions (recall the dagger superscript

in Equation (2.9)).

Since erfc(x) converges exponentially fast, the minimum image convention and

cutoff techniques can be applied to reduce the computational complexity of the real-

space Ewald sum to less than O(N2). The parameter α controls the convergence

rate of the sum and is usually selected such that the cutoff radius for the real-space

contribution to the electrostatic energy is equal to the cutoff radius for other non-

bonded interactions.

Obtaining the equation for the reciprocal-space contribution to the electrostatic

potential energy is slightly more complex than its real-space counterpart. As shown in

Figure 2.5, convergence of the the reciprocal-space sum requires that the summation

is performed in reciprocal space. The tilde notation is used to denote the Fourier

transform x̃(~k) =
∫

x(~r) exp(−
√
−1~k ·~r)d3~r of a given function x(~r). Equation (2.18)

derives the reciprocal-space contribution to the electrostatic potential energy.
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U2 =
1

2

∫

ρ(~r) [L(~r) ⋆ φρ2
(~r)] d3~r

=
1

2

∫

ρ(~r) · [L(~r) ⋆ ρ(~r) ⋆ g(~r) ⋆ γ(~r)] d3~r

=
1

2

∫

ρ̃∗(~k) ·
[

L̃(~k) · ρ̃(~k) · g̃(~k) · γ̃(~k)
]

d3~k

=
1

2V

∑

k̂ 6=0

∣

∣

∣
ρ̃(k̂)

∣

∣

∣

2

· g̃(k̂) · γ̃(k̂)

=
1

2V

∑

k̂ 6=0

4π

|k̂|2
e−|k̂|2/4α2

∣

∣

∣
ρ̃(k̂)

∣

∣

∣

2

(2.18)

The function g̃(~k) is the Fourier-transformed Green’s function of the Coulombic

potential 1/|~r| and is given by g̃(~k) = 4π/|~k|2. The Fourier transform of the Gaussian

screening charge γ(~r) is equal to γ̃(~k) = exp(−|~k|2/4α2) [12]. Parseval’s theorem and

the Fourier convolution theorem were applied to the second line of the derivation to

obtain the transformation in the third line. The integral over the continuous variable
~k in the third line is replaced with a summation over the discrete reciprocal variable

k̂ (defined in Appendix A) in the fourth line due to the impulse sifting property of

L̃(~k).

Since ρ(~r) is comprised of point charges, its Fourier transform can be computed

without evaluating an integral:

∣

∣

∣
ρ̃(k̂)

∣

∣

∣

2

=

∣

∣

∣

∣

∫

ρ(~r)e−
√
−1(k̂ ·~r) d3~r

∣

∣

∣

∣

2

=

∣

∣

∣

∣

∣

N
∑

i

qje
−
√
−1(k̂ ·~ri)

∣

∣

∣

∣

∣

2

=
N
∑

i

N
∑

j

qiqje
−
√
−1(k̂ ·~rij)

=





∣

∣

∣

∣

∣

N
∑

i=1

qi cos(k̂ ·~ri)

∣

∣

∣

∣

∣

2

+

∣

∣

∣

∣

∣

N
∑

i=1

qi sin(k̂ ·~ri)

∣

∣

∣

∣

∣

2




(2.19)

Equations (2.18) and (2.19) show that the reciprocal-space energy converges expo-

nentially fast with increasing |k̂|. If the value of α is close to zero, only a few k̂ values
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need to be considered for Equation (2.18) to converge and the overall computational

complexity of U2 will be limited by the O(N) computation of the Fourier transform

defined in Equation (2.19). Conversely, a large value of α will require consideration

of more k̂ vectors in the summation, causing the complexity to grow to O(N2). Fig-

ure 2.5 illustrated that α can be used to balance the convergence in real space with

convergence in reciprocal space. This in turn has the effect of trading computational

complexity of U1 for the complexity of U2. In fact, an optimum value of α exists such

that the overall computational complexity of both the real and reciprocal space sums

is O(N3/2) [17].

The final element of the Ewald summation, U3, is referred to as the self energy

component. Its purpose is to effectively compensate for the fact that φρ(~r) = φρ1
(~r)+

φρ2
(~r) does not imply that U = U1 + U2 because potential energy is not a linear

function of the electrostatic potential alone. The physical interpretation of the self

energy component is that Equations (2.17) and (2.18) fail to account for interactions

between a point charge (or a screening charge) with itself. These interactions can be

avoided in the real-space sum by introducing the daggered summation, but they must

be removed explicitly from the reciprocal-space sum by adding the compensating term

shown in Equation (2.20). Since its computational complexity remains constant at

O(N), the self-energy term does not require a significant amount of execution time.

There are also other O(N) terms that are often grouped with the self energy, but

they are used to account for the conditional convergence of Equation (2.9) and do

not apply specifically to the Ewald summation as they are invariant to α [8, 12].

U3 = − α√
π

N
∑

i

q2
i (2.20)

Electrostatic Forces

Electrostatic forces are also obtained using the Ewald method by calculating the

negative gradient of each energy component with respect to the position of each point

charge, and summing the results. Equations (2.21) and (2.22) give the formulae for

the real and reciprocal space force components for a given point charge i. There is

no force component caused by the self-energy term since it is independent of particle

position [12].
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~F1,i = qi

∑

j

qj

∑†

~n∈Z3

(

2α√
π

exp
(

−α2|~rij + ~n|2
)

+
erfc(α|~rij + ~n|)

|~rij + ~n|

)

~rij + ~n

|~rij + ~n|2 (2.21)

~F2,i =
qi

V

∑

j

qj

∑

k̂ 6=0

4πk̂

|k̂|2
exp

(

−|k̂|2
4α2

)

sin(k̂ ·~rij) (2.22)

2.3.2 Smooth Particle-Mesh Ewald

The Ewald summation method is a powerful technique that makes the evaluation of

Equation (2.9) tractable. However, MD simulations require that electrostatic interac-

tions are calculated at least once per several timesteps, if not during every timestep.

The real-space electrostatic component can be calculated with the same run-time

complexity as other non-Coulombic forces by selecting an appropriate value of α.

This shifts the computational burden to the reciprocal-space component and requires

more k̂ vectors to be considered to obtain convergence, which has computational

complexity between O(N3/2) and O(N2) depending on the value of α.

A solution that has been used extensively to reduce the computational complex-

ity of the reciprocal-space energy contribution is to approximate the evaluation of

the continuous Fourier transform using a discrete three-dimensional Fourier trans-

form [18, 19, 8]. This permits the use of Fast-Fourier Transform (FFT) algorithms

and allows the reciprocal-space component to be computed with O(N log(N)) com-

plexity. The FFT algorithm and its three-dimensional extension is reviewed in the

following chapter.

There are at least three major algorithms that are used to compute the reciprocal-

space sum with the use of FFTs. The first method developed was the Particle-

Particle Particle-Mesh Ewald (P3ME) algorithm [18], followed by the Particle-Mesh

Ewald (PME) algorithm [19] and finally the SPME [8] algorithm. All three of these

methods perform the same four steps to obtain the result:

1. Projection of charge density ρ(~r) in continuous space onto a discrete three-

dimensional mesh;
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2. Computation of potential energy by evaluating discretized versions of Equa-

tions (2.18) and (2.19);

3. Differentiation of the potential energy mesh;

4. Interpolation of discrete mesh points to compute forces acting on charges in

continuous space.

Only the SPME algorithm will be considered for the purposes of this work as it is

the method used by the NAMD simulation package introduced in Chapter 1 [2]. The

following sections describe the operations performed in each of the four steps above.

It is assumed throughout the remainder of this chapter that the mesh has M points

in each dimension. The value of M is chosen such that M3 is linearly proportional to

the number of atoms in the simulation, N , to reduce the error caused by the discrete

Fourier approximation [19].

In the previous section, the notations f(~r) and f̃(~k) were used to denote the rela-

tionship between a function f of the continuous-valued vector ~r ∈ R
3 and its Fourier

transform f̃ , which is a function of the continuous-valued reciprocal vector ~k ∈ R
3.

The discrete-valued representation of f is denoted as f̂M(r̂), where r̂ ∈ Z
3 represents

the mesh element defined by the triplet of integers r̂β, β ∈ {1, 2, 3}, and the subscript

M denotes the dimensions of the mesh. The discrete Fourier transform operator is

denoted by F { · }.

Projection of Charges onto Mesh

It is useful to first define the mapping between the continuous vector ~r that denotes a

vector displacement from the origin of a simulation cell and the corresponding value r̂,

which denotes a specific coordinate within the M×M×M mesh. The reciprocal lattice

vectors ~m1, ~m2, ~m3 are related to the lattice vectors ~n1, ~n2, ~n3 defined in Section 2.3.1

by the relationship ~ni · ~mj = δij , where δij = 1 if i = j and zero otherwise. The real

number rβ is given by rβ = M~r · ~mβ and ranges from [0, M). The integer component

r̂β of rβ is the unique integer that satisfies rβ ≤ r̂β ≤ rβ + 1, and the fractional

component of rβ is given by r̄β = rβ − r̂β.

The charge density ρ(~r) is projected onto a mesh through the use of a charge

assignment function W (x), as illustrated for a single dimension by Equation (2.23).
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It is implicitly assumed that all discrete operations are performed modulo-M .

ρ̂M (r̂β) =

∫ M

0

W (r̂β − rβ)ρ(rβ) drβ (2.23)

W (x) is chosen according to the following considerations [12]:

• It must conserve charge, i.e., the projected components of a given point charge

must sum to the value of the original charge.

• It must have finite and (if possible) minimal support, that is, W (x) is non-

zero for only a small range of x. This reduces the computational complexity of

the charge projection phase since smaller support implies that fewer projected

components need be added to the mesh for each point charge.

• It must produce projected charge components for any given point charge qi that

vary smoothly with its continuous position ~ri.

• It must localize discretization errors in projection such that inaccuracies that

arise in the interaction between two particles due to discretization decay rapidly

with increasing distance.

• It should minimize aliasing errors caused by lack of rapid convergence of W̃ ( · )
in reciprocal space.

A Gaussian distribution is a potential candidate for W (x), except that it violates

the finite and minimal support criterion. The authors of the SPME algorithm instead

chose the cardinal B-spline as the charge assignment function as it closely approxi-

mates a Gaussian distribution while still satisfying the criteria above. The cardinal

B-spline Mp(x) for a given order p is defined recursively in Equation (2.24).

Mp(x) =
x

p − 1
Mp−1(x) +

p − x

p − 1
Mp−1(x − 1) (2.24)

M1(x) =







1 0 ≤ x < 1,

0 otherwise
(2.25)

The support of Mp(x) is non-zero over 0 ≤ x < p. Choosing a larger value for

p allows for a more accurate projection of charge onto the mesh at the expense of

computational complexity. Assuming W (x) = Mp(x), Equation (2.23) produces p
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non-zero points in each dimension for a given charge for a total of p3 points. Figure 2.6

illustrates the shape of Mp(x) for p = 1, . . . , 6.
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6543210
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M1(x)
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Figure 2.6: Cardinal B-Spline Charge Assignment Function, p = 1, . . . , 6

Constructing the projected charge mesh Q proceeds in the following manner: first,

the triplets r̂i,β and r̄i,β are calculated for each point charge qi. r̄i,β is then used

to compute a one-dimensional projected charge array Mp(r̄i,β + ĉ), ĉ ∈ 0 . . . (p − 1)

for each β. The resulting arrays are then matrix-multiplied to obtain a p × p × p

mesh of charge components. This mesh is displaced (modulo-M) by r̂ and added

to Q. The overall complexity of the charge projection phase grows as O(N · 2p) if

the recursive definition of Equation (2.24) is kept, although simpler implementations

permit O(N · p2) complexity. For this reason, p is usually kept fairly small.

Computing the Reciprocal Potential Energy Contribution

Computing the reciprocal-space contribution to the potential energy requires that all

continuous-valued functions of the reciprocal variable ~k are transformed into discrete-

valued functions of the discrete reciprocal variable k̂. Again, all operations pertaining

to mesh indices are performed modulo-M unless otherwise specified.

Equation (2.26) below illustrates the Euler exponential spline, which is used to

project the complex exponential in the kernel of the continuous Fourier transform in
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R
3 onto a three-dimensional mesh.

e(
√
−1k̂βrβ) ≈ bβ(k̂β)

∞
∑

ĵ=−∞

Mp(rβ − ĵ)e(
√
−1k̂β ĵ) (2.26)

The coefficients bβ(k̂β) are given by:

bβ(k̂β) =
e
√
−1(p−1)k̂β/M

∑p−2

ĵ=0
Mp(ĵ + 1)e

√
−1k̂β ĵ/M

(2.27)

Using this result, the continuous Fourier transform of the charge density ρ(~k) can

be rewritten in terms of a discrete Fourier transform.

F {ρ̂M(r̂)}
(

k̂
)

≈
N
∑

i=1

qi

3
∏

β=1



bβ(k̂β)
∞
∑

ĵ=−∞

Mn(ri,β − ĵ)e
√
−1

k̂β ĵ

M





= b1(k̂1)b2(k̂2)b3(k̂3)F−1 {Q} (k̂) (2.28)

Similarly,

F {ρ̂∗
M(r̂)}

(

k̂
)

≈ b∗1(k̂1)b
∗
2(k̂2)b

∗
3(k̂3)F−1 {Q} (−k̂) (2.29)

The product of the bβ(k̂β) and b∗β(k̂β) terms (where b∗ denotes the complex conjugate

of b) can be collected to form the constant mesh B(k̂) = |b1(k̂1)|2 · |b2(k̂2)|2 · |b3(k̂3)|2.
The only term left in Equation (2.18) to discretize is the product of the Fourier-

transformed Gaussian screening charge γ̃(~k) and the Fourier-transformed Green’s

function g̃(~k). The formula defining this mesh is independent of the point charges in

the system and is shown below in Equation (2.30).

[F {ĝM(r̂)} ·F {γ̂M(r̂)}] (k̂)
.
= C(k̂)

=
1

2V

exp
[

−(k̂
′ · k̂′∗)/4α2

]

k̂′ · k̂′∗

(2.30)

where

k̂
′

β =







k̂β 0 ≤ k̂β ≤ M/2

k̂β − M otherwise

The correction to k̂i must be performed to ensure that the mesh C is periodic and
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symmetric about the origin in discrete space, since γ(~r) and g(~r) (and their Fourier

transforms) are both symmetric about the origin in continuous space.

Using these equations, the Ewald reciprocal space energy is computed as follows:

UM(Recip) =
1

2
·
∑

|k̂|6=0

B(k̂) ·C(k̂) · |F−1 {Q} (k̂)|2 (2.31)

From an algorithmic perspective, evaluating Equation (2.31) amounts to calculating

the inverse FFT of the mesh Q, and computing the sum of the element-wise products

of mesh B, mesh C and the squared magnitude of the transformed mesh F−1{Q}.
The computational complexity of the FFT operation is O(M3 log(M3)), and since

M3 is linearly proportional to N , the number of charged particles in the system, the

overall complexity of Equation (2.31) grows as O(N log(N)).

Evaluating the Derivative of the Potential Energy Mesh

Equation (2.31) can be recast into a more familiar form by defining the discretized

electrostatic potential φ̂M(Recip) in terms of meshes B and C. The index (k̂) of each

mesh is consistent and is omitted for compactness in Equation (2.32):

UM(Recip) =
1

2
·

∑

|k1,k2,k3|6=0

B ·C · |F−1 {Q} |2

=
1

2
·

M−1
∑

k1=0

M−1
∑

k2=0

M−1
∑

k3=0

Q · (F−1 {B ·C} ⊗ Q)

=
1

2
·

M−1
∑

k1=0

M−1
∑

k2=0

M−1
∑

k3=0

Q · (φ̂M(Recip) ⊗ Q)

(2.32)

The symbol ‘⊗’ is used to denote a circular convolution, which is the discrete

analogue of the ‘⋆’ operator. The force acting on particle i in a dimension β is

obtained by taking the partial derivative of the energy in Equation (2.32) above with

respect to position:

∂UM(Recip)

∂r̂i,β
=

M−1
∑

k1=0

M−1
∑

k2=0

M−1
∑

k3=0

∂Q/∂r̂i,β · (φ̂M(Recip) ⊗ Q) (2.33)

The actual differentiation operation ∂Q/∂r̂i,β is coalesced into the interpolation of
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continuous forces. However, the mesh φ̂M(Recip) ⊗ Q, or equivalently B ·C · F−1 {Q}
must be available. In the previous step, the product of meshes B and C were avail-

able along with F−1 {Q}. Computing the element-wise product of those terms and

performing the forward discrete Fourier transform gives the mesh φ̂M(Recip) ⊗Q. This

is the convolution operation that forms the core of the O(N log(N)) SPME algorithm.

Note that for small values of N , it may be computationally advantageous to perform

the convolution directly instead of using FFT methods. However, N is typically

at least equal to 104 for systems of interest and thus the O(N log(N)) FFT-based

approach is generally used over the O(N2) convolution approach, as is the case in the

NAMD simulation package [2].

Interpolation of Forces

Although Fourier techniques exist for computing differentials, a less computationally-

intensive technique is used that evaluates the partial derivative ∂Q/∂r̂i,β analytically

for each dimension β of particle qi. The method is similar to charge projection and

makes use of the following property of cardinal B-Splines:

d

dx
Mp(x) = Mp−1(x) − Mp−1(x − 1) (2.34)

Computing ∂Q/∂r̂i,β requires evaluation of the following summation:

∂Q

∂r̂β,i
=

p−1
∑

j1=0

p−1
∑

j2=0

p−1
∑

j3=0

Mp(r̄(β+1)mod 3,i + j1) ·Mp(r̄(β+2)mod 3,i + j2)

· [Mp−1(r̄β,i + j3) − Mp−1(r̄β,i + j3 − 1)]

(2.35)

Once the forces for each particle and each lattice dimension have been computed, they

must be scaled by multiplying the magnitude of the force in each dimension with the

corresponding reciprocal lattice vector.

A flow chart of the SPME algorithm is presented in Figure 2.7.
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Figure 2.7: Flow Chart of the SPME Algorithm
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There are very few algorithms in the field of applied and computational mathematics

that have become as widespread in use as the Fast Fourier Transform. This elegant

technique for computing the Discrete Fourier Transform in a computationally-efficient

manner has found uses in virtually every branch of theoretical physics and applied

sciences, even though its initial purpose was to ascertain the orbits of asteroid bod-

ies [20]. Many computational algorithms require performing the FFT on large arrays

of data in multiple dimensions. The forward and inverse 3D-FFT were both used

in the previous chapter to achieve a three-dimensional convolution operation. Mul-

tidimensional FFTs are often distributed across multiple processors and performed

in parallel to reduce the overall execution time of the transformation. This chapter

gives an overview of different methods that can be used to parallelize the computation

of the 3D-FFT. Section 3.1 begins with a review of the Radix-2 FFT algorithm and

how it is derived from the Discrete Fourier Transform (DFT). Section 3.2 describes

the 3D-FFT algorithm and discusses three common techniques for parallelizing its

computation across multiple processors. A fourth technique known as the volumetric

3D-FFT algorithm is also introduced and will be referred to throughout the remainder

of this document.

3.1 The Discrete Fourier Transform

The DFT is a transform that expresses a finite-duration, complex-valued sequence of

M numbers in terms of a basis defined by M complex exponentials that are evenly-

spaced on the unit circle. A common interpretation of the DFT is that it transforms

a finite-duration, discrete-time signal into a finite-duration, discrete-frequency repre-

sentation. Equations (3.1) and (3.2) define the M-point forward and inverse DFT,

respectively.

Xj =

M−1
∑

k=0

xk · e−
2π

√
−1jk

M (3.1)
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xk =
1

M

M−1
∑

m=0

Xj · e+ 2π
√

−1jk

M (3.2)

The sign of the complex exponential is usually defined as negative for the forward

DFT operation and positive for the inverse DFT operation, but this convention can

vary. Similarly, the scaling factor of 1/M can be moved from Equation (3.2) to

Equation (3.1), or it can be equally divided across both equations as 1/
√

M . The

conventions used in Equations (3.1) and (3.2) will be retained throughout this work.

3.1.1 The Fast Fourier Transform

Since a direct implementation of the DFT equation results in O(M2) run-time com-

plexity, it is rarely implemented as shown for large values of M . A special class of

algorithms known as FFTs permit the efficient computation of the forward and inverse

DFT. It is important to remember that the FFT does not define a new transform, but

only an efficient algorithm for computing the DFT. Readers that are familiar with

the derivation of FFTs are advised to proceed to Section 3.2.

The FFT algorithm was first discovered by Carl Friedrich Gauss in 1805 [20], and

independently reinvented by Cooley and Tukey in 1965 [21]. It is a divide-and-conquer

approach to computing the DFT and has O(M log(M)) run-time complexity. The

FFT can be used when M satisfies certain restrictions, the simplest situation being

that M is a power of two (known as the Radix-2 FFT ). There are many variations of

the FFT algorithm that also permit O(M log(M)) run-time complexity for different

values of M , but these techniques are not considered in this work. The reader is

referred to [22] for an extensive review of various FFT implementations.

Derivation of the FFT

Before delving into the derivation of the FFT, it is instructive to first examine the

kernel of the transforms defined by Equations (3.1) and (3.2). The complex exponen-

tial term may be expressed compactly as an integer exponent of a complex constant,

WM , defined as follows:

WM = exp

[

2π
√
−1

M

]

= cos

(

2π

M

)

+
√
−1 sin

(

2π

M

) (3.3)
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The values of W k
M , k ∈ 0 · · · (M −1) are commonly referred to as twiddle factors in

FFT literature. Equations (3.4) and (3.5) illustrate two properties of twiddle factors

that are used extensively by FFT algorithms to reduce the number of calculations

required by a direct implementation of the DFT.

W 2
M = WM/2 (3.4)

W a+M
M = W a

M (3.5)

The first property illustrates that the twiddle factors for an M/2-point DFT are a

subset of the twiddle factors for an M-point DFT, while the second property states

that twiddle factors are periodic in M .

Continuing with the derivation, Equation (3.1) can be rewritten as two separate

summations of the even and odd terms of xm as follows:

Xj =
M−1
∑

k even

xk ·W−jk
M +

M−1
∑

k odd

xk ·W−jk
M (3.6)

This equation can be simplified using the property in Equation (3.4):

Xj =

M/2−1
∑

k=0

x2k ·W−j(2k)
M +

M/2−1
∑

k=0

x2k+1 ·W−j(2k+1)
M

=

M/2−1
∑

k=0

x2k ·W−jk
M/2 + W−j

M ·
M/2−1
∑

k=0

x2k+1 ·W−jk
M/2

= DFTM/2

{

x2k | k ∈ 0 . . . M
2
− 1
}

+ W−j
M ·DFTM/2

{

x2k+1 | k ∈ 0 . . . M
2
− 1
}

(3.7)

DFTM/2 {x2k} and DFTM/2 {x2k+1} are the M/2-point DFTs of the even and odd

samples of xk, respectively. At first glance, it would appear that the number of dis-

crete points has reduced from M to M/2 in Equation (3.7) above, since it was stated

that the M/2-point DFT transforms a sequence of M/2 input values into a sequence

of M/2 output values. Note however that the transform operator DFTM/2 { · } is still

a function of j, which can take on values from 0 . . . (M − 1). Due to the periodicity

property of WM shown in Equation (3.5), it can be shown that the M/2-point DFT

operator is M/2-periodic in j.
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Equation (3.7) illustrates that an M-point DFT can be recursively defined in terms

of two M/2-point DFTs. Using this recursion reduces the computational complexity

of a M-point DFT from M2 operations to 2 · (M/2)2 operations. The recursion con-

tinues until M = 2, in which case the DFT can be performed by calculating the sum

and the difference of the input values as shown in Equation (3.8).

X0 = x0 + x1

X1 = x0 + W−1
2 ·x1

= x0 − x1

(3.8)

Decimation in Time versus Decimation in Frequency

The method of separating, or decimating xm into its even and odd components and

computing the transform of each group individually is called the Decimation In Time

(DIT) FFT algorithm. The word “time” is used to describe the input sequence

because in most forward FFT operations, input data is usually obtained by sampling

a source at a fixed time interval. If the input data xm is indeed a series of time-

sampled values, then the output data Xj corresponds to a series of discrete frequency

values.

In contrast to the DIT algorithm, the Decimation In Frequency (DIF) algorithm

separates xm into two sequences, um = xm, m ∈ 0 . . .M/2 − 1 and lm = xm, m ∈
M/2 . . .M − 1, and uses these sequences individually to compute the decimated val-

ues of the output sequence Xj . This chapter focuses mainly on the DIT algorithm

for the sake of brevity. Derivations and diagrams for the DIF algorithm can be found

in Appendix B.

FFT Signal Flow Graphs

Signal flow graphs are frequently used to represent the mathematical operations per-

formed by FFT algorithms. A quick glance at such a diagram reveals the number of

complex additions and multiplications required by a FFT algorithm, as well as the

dependencies and spatial locality of data throughout the computation.

The signal flow graph for a Radix-2 FFT can be obtained by analyzing Equa-

tion (3.7). The value of an arbitrarily chosen element Xĵ of the transformed data
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sequence is determined as follows:

Xĵ = DFTM/2 {x2k} |j=ĵ + W−j
M ·DFTM/2 {x2k+1} |j=ĵ

= Gĵ + W−ĵ
M ·Hĵ

(3.9)

Now consider the output value Xĵ+M/2:

Xĵ+M/2 = DFTM/2 {x2k} |j=ĵ+M/2 + W−j
M ·DFTM/2 {x2k+1} |j=ĵ+M/2

= Gĵ+M/2 + W
−(ĵ+M/2)
M ·Hĵ+M/2

= Gĵ + W
−M/2
M ·W−ĵ

M ·Hĵ

= Gĵ − W−ĵ
M ·Hĵ

(3.10)

The simplifications in Equation (3.10) are possible because the operator DFTM/2 { · }
is periodic in M/2.

Equations (3.9) and (3.10) highlight the recursive dependence between the results

Xj and Xj+M/2 of a M-point FFT and the results Gj and Hj of the two M/2-

point FFTs that precede it. This relationship is expressed compactly using the FFT

butterfly diagram shown in Figure 3.1. The value of the twiddle factor depends on

the index value j of the FFT element being computed and the number of points in

the FFT.

x

+

-

Figure 3.1: Signal Flow Graph of the DIT Radix-2 FFT Butterfly

Signal flow graphs for larger FFTs can be constructed using this butterfly as a

building block. There are three steps required for every M-point FFT: decimation of

the input data, computation of two M/2-point FFTs, and combination of the M/2-

point FFT results to form the M-point FFT output sequence. Figure 3.2 illustrates

this procedure for M = 4.

The recursive relationship between the 4-point FFT and the 2-point FFT is shown

in this diagram. Figure 3.3 further extends the recursion to an 8-point FFT.
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Figure 3.2: Signal Flow Graph of the DIT Radix-2 FFT for M = 4
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Figure 3.3: Signal Flow Graph of the DIT Radix-2 FFT for M = 8

Bit-Reversal

Figures 3.2 and 3.3 show that for an M-point DIT FFT, there are log2(M) levels of

decimation operations that precede the butterfly network. The decimation operations

cause the following permutation of the input sequence xm [23]:

1. Express the index m of element xm as an r-bit binary number, r = log2(M):

m = br−1br−2 . . . b1b0

2. Reverse the order of the binary digits to form the index m̂ = b0b1 . . . br−2br−1

3. Replace element xm with element xm̂

This permutation is referred to as the bit-reversed order of xm. The bit-reversal

step is usually required for FFT implementations that conserve memory by overwrit-

ing the input sequence of a transform with the transformed output sequence. Such

implementations are referred to as in-place FFT algorithms. A variety of techniques
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have been developed to perform efficient bit reversal of large sequences in software

since the decimation technique is sub-optimal [24].

3.2 The 3D-FFT

The 3D-FFT is an extension of the FFT algorithm for performing the DFT in three

dimensions. It is used primarily in applications that perform discrete-time simulations

of physical phenomena, such as discrete numerical simulations of turbulence [25] and

N -body simulations [8]. These applications require the computation of 3D-FFTs on

the order of 1283 points up to 40963 points during each time-step for high-fidelity

simulation results. Efficient implementations of the 3D-FFT are critical to improving

simulation throughput for these applications.

There are a vast number of optimized one-dimensional FFT implementations avail-

able for a variety of single-processor computing architectures. In fact, some FFT

packages are able to probe the architecture of the underlying machine and generate

an optimal implementation automatically [26]. However, the state of the art has not

advanced as far for the 3D-FFT. The colossal memory footprint and computational

complexity of the problem usually requires that it be distributed across multiple pro-

cessors and performed in a parallel fashion. This process is often done manually by

computer architects to take advantage of the system architecture.

Equations for the forward and inverse three-dimensional DFT and inverse DFT

operations are defined in Equations (3.11) and (3.12), respectively. The order of the

summations may be interchanged, allowing the equations to be expressed as multiple

applications of the one-dimensional DFT in each dimension. It is assumed in the

remainder of this chapter that an Mx × My × Mz-point 3D-FFT is being performed

without loss of generality. It is further assumed that the input data sequence is

stored in Z-major order in memory, that is, element xj,k,l is stored in memory location

MEM[MxMyl + Mxk + j].

Xj,k,l =

Mz−1
∑

o=0

My−1
∑

n=0

Mx−1
∑

m=0

xm,n,o ·W−mj
Mx

·W−nk
My

·W−ol
Mz

(3.11)

xm,n,o =
1

Mx ·My ·Mz

Mx−1
∑

j=0

My−1
∑

k=0

Mz−1
∑

l=0

Xj,k,l ·W mj
Mx

·W nk
My

·W ol
Mz

(3.12)
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3.2.1 Related Work

There are several methods for performing the 3D-FFT in a parallel fashion described

in the literature ([27, 28, 29]). These implementations can all be grouped into one

of three categories according to how input data and calculations are distributed, or

decomposed across multiple processors. The following sections describe and evaluate

each method.

Pencil Decomposition

The first method of distributing input data among processors is the pencil decompo-

sition technique. The term ‘pencil’ refers to a 1 × 1 × M vector of elements chosen

from one of the dimensions of the input array xi,j,k. Equations (3.13) through (3.15)

illustrate the mathematics of this approach.

ˆ̂
Xj,k,l =

Mx−1
∑

m=0

xm,k,l ·W−mj
Mx

(3.13)

X̂j,k,l =

My−1
∑

n=0

ˆ̂
Xj,n,l ·W−nk

My
(3.14)

Xj,k,l =
Mz−1
∑

o=0

X̂j,k,o ·W−ol
Mz

(3.15)

In Equation (3.13), the input array is divided into My × Mz pencils of data along

the X dimension. The pencils are distributed among the available processors and a

one-dimensional FFT is performed independently on each pencil. The decomposition

operation can be performed efficiently since the input array xj,k,l is stored with X as

the minor axis in memory, that is, elements for which the Y and Z axis values are

constant are stored in a contiguous region of memory. If there are P available pro-

cessors in the system, the input array can be divided into max(P, MyMz) contiguous

regions of data and sent to each processor. Existing one-dimensional FFT routines

can be leveraged to perform the Mx-point transformation of each pencil efficiently.

The second step of the 3D-FFT is shown in Equation (3.14). The new data array
ˆ̂
Xj,k,l produced by the previous step is divided into pencils along the Y dimension

and distributed across max(P, MxMz) processors. Data must be rearranged prior to

performing this step since all of the elements of a given pencil must reside within a

processor. The rearrangement is referred to as a transpose operation and can occur in
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either of two methods. The first method is an all-to-one/one-to-all technique where

each transformed X-pencil is collected by a central processor and reassembled into a

contiguous block of memory. Elements within the memory block are then permuted

such that Y becomes the minor axis. The central processor then transmits contiguous

regions of the memory block to each processor in a similar fashion to the previous

step. An alternative method of transposing data is for each processor to redistribute

the appropriate elements within pencils in an all-to-all fashion by communicating

directly with the other processors in the system. Upon receiving and transmitting

the necessary elements, the processors rearrange received data into contiguous pencils

and perform a total of MxMz one-dimensional My-point FFTs.

Equation (3.15) describes the third step of the 3D-FFT computation. The trans-

formed Y -pencils must be transposed and distributed among the processors as MxMy

pencils along the Z dimension. A total of MxMy Mz-point FFTs are performed on

each pencil to produce the final 3D-FFT result Xi,j,k. Depending on the applica-

tion, the pencils may be collected by a central processor before the application can

continue.

Figure 3.4 provides a graphical representation of the pencil decomposition technique

for evaluating a 4 × 4 × 4-point 3D-FFT parallelized across P = 4 processors.

Input Data    X-Axis Decomposition Y-Axis Decomposition Z-Axis Decomposition

x

y

z

Figure 3.4: Pencil Decomposition Technique for 4 × 4 × 4-point 3D-FFT, P = 4

The pencil decomposition method for evaluating 3D-FFTs has been shown to scale

extremely well up to a maximum of max(MxMy, MxMz, MyMz) processors [25]. It

is a conceptually simple technique that can leverage the wealth of existing one-

dimensional FFT libraries available. However, the transpose operation places a great

demand on the interprocessor communication network. For the all-to-one/one-to-all

transpose strategy, contiguous blocks of approximately MxMyMz/P elements must

be exchanged between a central processor and each of the P processors involved in the

FFT calculation for each transpose operation. The contiguity of the blocks reduces
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the latency of data transmission because only one send and receive operation is re-

quired for each of the P FFT processors, but the central processor must have enough

memory to store the entire array. Furthermore, the central processor can become a

bottleneck since the entire algorithm is serialized through it.

The all-to-all transpose technique does not require a central processor for permuting

the results of each one-dimensional FFT. It eliminates the serialization caused by the

all-to-one/one-to-all transpose operation as well as the requirement that one processor

have enough memory to contain the entire data array. However, the all-to-all trans-

pose requires that each processor exchange small messages with several other proces-

sors in the system for every transpose. For a system with (Mx, My, Mz) = 64×64×64

and P = 64, each processor in the system must transmit a unique message of 63

elements to each of the remaining 63 processors in the system. In some 3D-FFT

implementations, the latency of the transpose operation can far exceed the time re-

quired by the one-dimensional FFTs and severely limit the performance of the parallel

transform [30].

Slab Decomposition

The slab decomposition technique computes the 3D-FFT result by combining one-

dimensional FFTs with two-dimensional FFTs. A ‘slab’ refers to a M×M×1 array of

elements formed by taking a plane of data from the input array xi,j,k. Equations (3.16)

and (3.17) summarize the operations performed by the slab decomposition technique.

X̂j,k,l =
Mx−1
∑

m=0

My−1
∑

n=0

xm,n,l ·W−mj
Mx

·W−nk
My

(3.16)

Xj,k,l =

Mz−1
∑

o=0

X̂j,k,o ·W−ol
Mz

(3.17)

Equation (3.16) describes a two-dimensional Mx × My-point DFT performed on

a Mx × My slab of data in the XY plane. A maximum of Mz slabs can be dis-

tributed among P processors by dividing the input array into min(Mz , P ) contiguous

regions of memory, since the data is stored with X and Y as the minor axes. The

two-dimensional FFT of each slab is then computed by the processors to produce

the array X̂i,j,k. Although the two-dimensional FFT is not as widespread as its

one-dimensional counterpart, there are still many optimized routines available for
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computing the two-dimensional FFT efficiently [26]. Alternatively, each processor

can utilize one-dimensional FFT routines for the X and Y dimensions and perform

the XY transpose locally.

By assigning entire slabs to processors, interprocessor communication required by

the XY transpose is completely eliminated. However, a final transpose must still be

conducted before the transform in the Z-dimension can be computed. Similar to the

pencil decomposition technique, there two methods for achieving the transpose: the

one-to-all/all-to-one technique and the all-to-all technique.

In the one-to-all/all-to-one technique, a central processor can collect each of the

transformed Mx×My slabs of data and permute the elements such that it is arranged

in Z-minor order in memory. This allows the data to be efficiently divided into

MxMy pencils in the Z dimension. The rearranged memory is then divided into

min(P, MxMy) contiguous regions and distributed across available processors. The

all-to-all technique eliminates the central processor by allowing each processor to

transmit the transformed elements of each slab of data directly to the appropriate

processors.

The final one-dimensional transform in Equation (3.17) is performed on MxMy pen-

cils once the data has been transposed and distributed to the appropriate processors.

Figure 3.5 illustrates the slab decomposition technique for a 4× 4× 4-point 3D-FFT

parallelized across P = 4 processors.

x

y

z

XY-Plane Decomposition Z-Axis DecompositionInput Data    

Figure 3.5: Slab Decomposition Technique for 4 × 4 × 4-point 3D-FFT, P = 4

Slab decomposition shares many of the same advantages and drawbacks as pen-

cil decomposition. The major advantage of using slab decomposition over pencil

decomposition is that one of the costly transpose operations can be avoided. Two-

dimensional FFT packages can be used to implement the transform of slabs, which

may result in a minor improvement to the performance of the algorithm if the time

required for the XY to Z transpose operation is negligible. The drawback of slab de-
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composition is that it can only scale well up to a maximum of P = max(Mx, My, Mz)

processors [27, 30]. Currently, this limitation only poses problems for large supercom-

puting clusters and slab decomposition is the preferred choice for smaller computing

installations.

Volumetric Decomposition

The third approach considered is the volumetric decomposition technique. Previous

sections have described the transpose operation as a factor that can place a limit

on the scalability of a parallel 3D-FFT operation. Slab decomposition attempts to

address the transpose communication overhead by lowering the maximum threshold of

scalability, but it still requires a transpose operation. The volumetric decomposition

technique is designed to reduce the communication overhead of transpose operations

while retaining the theoretical scalability of the pencil decomposition technique.

Consider an architecture with an arrangement of P = Px×Py×Pz processing nodes.

For the sake of clarity, it is assumed that Mx = αPx, My = βPy, and Mz = γPz where

α, β, γ ∈ Z. The input data is divided across processors such that each processor

receives a subset of the original input array xj,k,l with dimensions α × β × γ. Using

the notation P (a, b, c)|a ∈ (0 . . . Px − 1), b ∈ (0 . . . Py − 1), c ∈ (0 . . . Pz − 1) to denote

a specific processor, the relationship between an element in the original input data

array xj,k,l and an element em,n,o stored in the local data array of processor P (a, b, c)

is given by Equation (3.18).

P (a, b, c) {em,n,o} = xαa+m,βb+n,γc+o (3.18)

Figure 3.6 illustrates the volumetric data decomposition technique for performing

a 4 × 4 × 4-point FFT across (Px, Py, Pz) = (2, 2, 2) processors.

x

y

z

Volumetric DecompositionInput Data    

Figure 3.6: Volumetric Decomposition Technique for 4 × 4 × 4-point 3D-FFT,
(Px, Py, Pz) = (2, 2, 2)
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There are two methods in which the 3D-FFT can be calculated after data has

been decomposed across processors in a volumetric fashion. The first technique is

described in [31] and relies on existing one-dimensional FFT libraries to perform the

transformation in each dimension. The second technique does not make use of existing

one or two-dimensional FFT libraries and will be described in the next section.

Consider a row of processors along the X axis as shown in Figure 3.7. Each pro-

cessor in isolation cannot compute a one or two-dimensional FFT in any dimension

as it does not contain a complete pencil or slab of data. The processors begin by per-

forming a transpose operation with the other α−1 processors to form β×γ pencils of

length Mx. The pencils are then distributed equally among each of the the α proces-

sors in the row. This allows β × γ one-dimensional Mx-point FFTs to be performed

on each pencil in a parallel fashion. Once the computations have completed, the

transformed data is returned to its original processor according to Equation (3.18).

Transforms in the remaining dimensions occur in a similar fashion.

0
1

2
3

0 1 2 3

4 X-Axis
Processors

Figure 3.7: Volumetric 3D-FFT Transpose Technique [31]

The volumetric method of transposing data reduces the demand on interprocessor

communication network because fewer processors communicate with each other in an

all-to-all fashion. Furthermore, this method has demonstrated the ability to scale

effectively with the number of processors and maps naturally to architectures with

toroidal communication networks [31, 32]. A central processor for permuting trans-

formed data is not required in this approach as each processor performs permutations

locally.

The Vector-Radix 3D-FFT

The vector-radix approach to calculating the 3D-FFT extends the FFT derivations

given in Equations (3.6) and (3.7) into three dimensions [22]. It shares the same strat-

egy for distributing data across processors as volumetric decomposition, but does not
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use one-dimensional FFTs to perform transforms on each dimension independently.

Instead, it operates on every dimension simultaneously by recursively subdividing a

Mx ×My ×Mz-point 3D-FFT into eight smaller Mx

2
× My

2
× Mz

2
-point 3D-FFT. Since

the size of each dimension is halved in every step, the radix vector is ~r = 〈2, 2, 2〉.
Consider the following decimations of the Mx × My × Mz input data array, xj,k,l:

x(e, e, e)j,k,l = x2j,2k,2l x(e, e, o)j,k,l = x2j,2k,2l+1

x(o, e, e)j,k,l = x2j+1,2k,2l x(o, e, o)j,k,l = x2j+1,2k,2l+1

x(e, o, e)j,k,l = x2j,2k+1,2l x(e, o, o)j,k,l = x2j,2k+1,2l+1

x(o, o, e)j,k,l = x2j+1,2k+1,2l x(o, o, o)j,k,l = x2j+1,2k+1,2l+1

The notation x(e, e, e)j,k,l denotes the Mx

2
×My

2
×Mz

2
data array obtained by decimating

the input array xj,k,l according to the even-indexed values in each dimension. Odd-

indexed values are denoted by an o instead of an e. Defining 3D-DFT〈Mx,My,Mz〉 { · }
as the Mx × My × Mz-point DFT operator, the following recursive relationship can

be defined between the Mx × My × Mz-point and Mx

2
× My

2
× Mz

2
-point 3D-FFTs:

Xm,n,o = 3D-FFT〈Mx,My,Mz〉 {xj,k,l}
=3D-FFT

〈Mx

2
,
My

2
,
Mz

2
〉
{x(e, e, e)j,k,l}

+3D-FFT
〈Mx

2
,
My

2
,
Mz

2
〉
{x(o, e, e)j,k,l} ·W−m

Mx

+3D-FFT
〈Mx

2
,
My

2
,
Mz

2
〉
{x(e, o, e)j,k,l} ·W−n

My

+3D-FFT
〈Mx

2
,
My

2
,
Mz

2
〉
{x(o, o, e)j,k,l} ·W−m

Mx
·W−n

My

+3D-FFT
〈Mx

2
,
My

2
,
Mz

2
〉
{x(e, e, o)j,k,l} ·W−o

Mz

+3D-FFT
〈Mx

2
,
My

2
,
Mz

2
〉
{x(o, e, o)j,k,l} ·W−m

Mx
·W−o

Mz

+3D-FFT
〈Mx

2
,
My

2
,
Mz

2
〉
{x(e, o, o)j,k,l} ·W−n

My
·W−o

Mz

+3D-FFT
〈Mx

2
,
My

2
,
Mz

2
〉
{x(o, o, o)j,k,l} ·W−m

Mx
·W−n

My
·W−o

Mz

(3.19)

The recursion in Equation (3.19) continues until Mx, My, Mz = 2, 2, 2 assuming

Mx = My = Mz = 2m, m ∈ Z. It is still possible to use the vector-radix 3D-FFT if

the mesh dimensions are not equal but still powers of two. The technique requires

adjusting the appropriate radix vector element from two to one once the dimension
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has been fully subdivided, but this technique is not used in this work. Figure 3.8

illustrates the signal flow graph for the Radix-〈2, 2, 2〉 3D-FFT.
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Figure 3.8: Signal Flow Graph of the DIT Radix-〈2, 2, 2〉 FFT Butterfly

With the exception of the twiddle factor locations, the signal flow graph of the

Radix-〈2, 2, 2〉 3D-FFT butterfly operation is identical to the graph of the 8-point

Radix-2 one-dimensional FFT shown in Figure 3.3.

The vector-radix technique does not require explicit transpose operations to re-

arrange data between processors since each dimension is processed simultaneously.

Data is exchanged between processor nodes to perform butterfly operations between

data points that do not reside within the same processor. Once the interprocessor

butterflies are completed, each processor can perform the remaining butterfly opera-

tions without communicating with other processors. Figure 3.9 illustrates this process

for the DIF vector-radix 3D-FFT performed across P = 2 × 2 × 2 processors. Each

processor must communicate with three other processors to perform the first three

stages of interprocessor butterfly operations.

This technique appears to compare with the other three decomposition strategies

mentioned in this chapter with respect to scalability and amount of interprocessor

communication. However, an important difference is that it produces data in a digit-

reversed order once all of the butterflies have been completed.

Comparison of Techniques

This section compares each of the four techniques described in previous sections in

terms of scalability, amount of interprocessor communication, communication pattern

and number of different processors any given processor must communicate with. The
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Z-Dimension
Data Exchange

Z-Dimension
Butterfly Operations

Y-Dimension
Data Exchange

Y-Dimension
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Z-Dimension
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Z-Dimension
Butterfly Operations

Intra-Processor
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Figure 3.9: Interprocessor Communication for Vector-Radix 3D-FFT Butterflies

following assumptions are made to simplify analysis and obtain comparable results

for all four techniques:

1. The input array has dimensions M × M × M = 2k × 2k × 2k, k ∈ Z;

2. The number of processors P = 23p, where p = {1, 2, 3};

3. The input data has already been distributed among the processors (this step is

identical for each technique)

4. The amount of time required to reassemble the input data sequence on a single

processor is not counted as part of the execution time (including the bit-reversal

operation of the vector-radix technique).

Scalability is a key consideration when developing any parallel application. Each

of the algorithms described are capable of scaling across multiple processors for large

values of M . The slab decomposition method has the lowest limit of scalability of all

parallel 3D-FFT methods as the number of slabs that can be assigned to processors

is limited by the maximum number of elements along any dimension of the input

data. Accordingly, it is typically used in computing installations where P < M . The

scalability of the pencil method is limited by the minimum number of pencils that can

be formed in any dimension, in this case M2. It is an attractive approach since M2 is

usually much greater than P , allowing an even distribution of computational workload

across processors. The volumetric and vector-radix methods have the highest limit

of scalability with a maximum of one processor per element (P = M3).
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Interprocessor communication is also a factor that determines the total speedup

attained by a parallel application. An algorithm may be capable of scaling across

many processing nodes, but if the time spent communicating between processors is

substantially large, there may be no benefit to parallelizing the application. Fig-

ure 3.10 illustrates the number of elements exchanged by each processor during the

computation of a 32 × 32 × 32-point 3D-FFT. The formula for each method is also

given and assumes in each case that the scalability threshold has not been reached.

The slab decomposition method exchanges the fewest number of elements at the ex-

pense of the lowest threshold of scalability. Next is the pencil decomposition method,

which exchanges twice as many data elements as the slab method but has a much

higher scalability limit. The volumetric approach exchanges roughly three times as

much data as the pencil decomposition technique. Finally, the vector-radix method

exchanges the most elements of all methods considered and grows by an additional

factor of log2(P ).
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Figure 3.10: Number of Elements Exchanged per Processor in Parallel 3D-FFTs

The number of elements exchanged by each processor is by itself not an indication

of a potential bottleneck caused by interprocessor communication. The pattern of

communication can also adversely affect the overhead caused by exchanging data.

In the pencil and slab decomposition techniques, each processor must communicate

with every other processor during a transpose operation in an all-to-all fashion. This

places a substantial burden on the communication network and does not scale well
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to a large number of processor nodes. The volumetric decomposition method has a

more localized communication pattern in which only a line of ∼= P 1/3 processors in

each dimension perform all-to-all data exchanges. As a result, the practical limit of

scalability for the volumetric decomposition method is much higher than that of the

pencil or slab techniques as it is much less demanding of the communication network.

The vector-radix method is the least demanding algorithm on the communication

network as it only performs exchanges of large amounts of data between pairs of

processors, as shown in Figure 3.9. This pattern enables the communication network

to realize its full bisection bandwidth. Each processor communicates with only one of

log2(P ) other processors at a given point in time during the transform, which is far

fewer than the number of processors that must be communicated with in the other

three decomposition techniques. The vector-radix method also has the added benefit

of being able to overlap communication with computation in a streaming fashion, since

each incoming element only interacts with one element stored in a processor’s local

memory. In contrast, the three other algorithms described must wait until all of the

input data has arrived before local transformations can begin on each processor. The

major drawback of the vector-radix method is that it produces data in bit-reversed

order and a costly all-to-all permutation operation is required to restore the data to

natural order. Despite this, the volumetric technique is used in the following chapter

where the issue of bit-reversal is addressed.
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Chapter 2 provided a review of MD concepts and focused on the SPME algorithm

for computing long-range electrostatic interactions in a periodic simulation. The

common technique underpinning all mesh-based Ewald summation techniques is the

approximation of continuous functions over R
3 with discrete representations over

Z
3. This permits the use of the 3D-FFT to reduce the potentially O(N2)-complex

problem of computing a continuous Fourier transform to an O(N log(N))-complex

problem. This approach is not without its drawbacks however, since the accuracy of

the computations can suffer if the size of the mesh is too coarse causing aliasing or

discretization errors [12].

The loss of accuracy caused by the FFT approximation can be mitigated by us-

ing larger mesh dimensions. Typical transform dimensions can range from 26 · 3 for

simulations of approximately 100, 000 particles to 27 · 3 for simulations with over one

million particles [2, 7]. It is clear from Figure 2.7 that performing the forward and

reverse 3D-FFT transform falls directly in the critical path of performing the SPME

algorithm, therefore it is crucial that these operations are performed as quickly as

possible. Chapter 3 discussed various strategies for parallelizing large 3D-FFT com-

putations to reduce the wall-clock time required to perform the forward and reverse

transforms.

Chapter 3 also introduced the vector-radix technique for parallelizing 3D-FFT com-

putations as an alternative approach to those previously described in the literature.

Although it was the only algorithm considered that avoided the overhead of transpose

operations, it still required the most interprocessor communication compared to the

pencil, slab and volumetric decomposition techniques. However, this chapter shows

that the vector-radix 3D-FFT has several properties that can be combined with steps

of the SPME algorithm to give a highly-scalable technique for computing electrostatic

interactions.
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4.1 Combining Charge Projection with the 3D-FFT

The construction of the charge mesh Q in Section 2.3.2 can be treated as a linear

superposition of the projected charge components for each charged particle qi. This

linearity allows the charge projection step to be combined with the initial butterfly

operations performed by the inverse vector-radix 3D-FFT. By combining these two

operations, it is possible to reduce the initial amount of interprocessor communication

overhead required to distribute the SPME algorithm across multiple processors.

4.1.1 Cumulative Effect of the Vector-Radix Butterfly

Consider the first butterfly stage of the inverse DIT vector-radix 3D-FFT performed

on an arbitrary charge mesh Q, where Q has dimensions M × M × M . Note that

the forward DIF vector-radix 3D-FFT shown in Figure B.4 of Appendix B has the

same butterfly structure. The elements produced by the upper half of the butterfly

are equal to the sum of input elements ex,y,z and ex,y,z+M/2 for z < M
2

, and the

outputs produced by the lower half of the butterfly are given by the difference of the

elements. A similar operation is performed along the Y and Z dimensions in the

second and third butterfly stages, respectively. Assuming that the charge mesh Q

is volumetrically decomposed across eight processors, each processor must exchange
3
8
M3 data elements with three other processors to complete the first three butterfly

stages. This situation was illustrated by the interprocessor communication diagram

in Figure 3.9.

Suppose now that the mesh Q consists of only a single non-zero element ex,y,z.

If x, y, z < M
2

, then the elements at coordinates (x + tx
M
2
, y + ty

M
2
, z + tz

M
2

) for

tx, ty, tz ∈ {0, 1} will all be equal to +ex,y,z after the output of the first three butterfly

stages. This is because the element e is located in the upper half of the butterfly

inputs for all three butterfly stages. Conversely, any element that does not satisfy

x, y, z < M
2

will be in the lower half of at least one butterfly operation. As a result,

the element may be subtracted from some octants and added to others depending on

which octant it is initially located in.

The addition or subtraction of a data element depending on its initial position in

the mesh is illustrated in the four parts of Figure 4.1. Each letter in Figure 4.1a

represents the value of an element in that octant. For clarity, it is assumed that the

elements are arranged such that no two elements overlap each other when all eight
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octants are superimposed. The letters are initially outlined to indicate that they are

all positive values and solid black letters are used in subsequent diagrams to denote

negative values. Figure 4.1b shows the output of the first stage of Z-axis butterflies.

Elements that were in octants with Z < M
2

are added to their Z-axis neighbours while

elements in octants where Z ≥ M
2

are subtracted from their neighbours. Figure 4.1c

shows the output of the butterfly operation performed along the Y -axis. Again, half

of the components are added to their neighbours while the other half are subtracted.

The final output of all three butterfly stages is illustrated in Figure 4.1d. Only ele-

ment A remains positive in all eight octants.
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Figure 4.1: Effect of First Three Butterfly Stages in DIF Vector-Radix 3D-FFT
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Figure 4.1d shows that the contribution of a single element in a particular octant

to the remaining seven octants can be determined without performing the butterfly

operations. In the context of a multiprocessor system, this means that data need

not be exchanged between the eight processors. Table 4.1 summarizes the result by

indicating the sign of the contribution an element in a given octant has to another

octant.

Table 4.1: Effect of First Three Butterfly Stages in DIF Vector-Radix 3D-FFT

Initial Destination Octants

Octant 1 2 3 4 5 6 7 8

1: x < M/2, y < M/2, z < M/2 + + + + + + + +

2: x ≥ M/2, y < M/2, z < M/2 + − + − + − + −
3: x < M/2, y ≥ M/2, z < M/2 + + − − + + − −
4: x ≥ M/2, y ≥ M/2, z < M/2 + − − + + − − +

5: x < M/2, y < M/2, z ≥ M/2 + + + + − − − −
6: x ≥ M/2, y < M/2, z ≥ M/2 + − + − − + − +

7: x < M/2, y ≥ M/2, z ≥ M/2 + + − − − − + +

8: x ≥ M/2, y ≥ M/2, z ≥ M/2 + − − + − + + −

4.1.2 Parallelizing the Charge Projection in SPME

Constructing the charge mesh Q is the first step in the iterated portion of the SPME

algorithm. The projected components of each charge are individually added to the

appropriate coordinates in the mesh, and then the inverse 3D-FFT of Q is computed

as shown in Figure 2.7. In multi-node MD simulations, the charge projection is

typically performed on a single processor and the resulting Q mesh is disseminated

across multiple processors in preparation to compute a distributed 3D-FFT [2]. Even

though constructing the Q mesh appears to be in the critical path of the SPME

algorithm, its computational complexity is only O(N) compared to O(N log(N)) for

the 3D-FFT.

If the vector-radix 3D-FFT algorithm is being used, the results of Table 4.1 can be

utilized to skip the first three butterfly stages of the FFT computation. For example,

if a projected charge component is to be added to the first octant, it can also be added

to the appropriate elements in the other seven octants as well. This result is possible
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because the charge projection is a linear operation. The computation of the first three

butterfly stages can be performed at the same time as the construction of the charge

mesh in this manner. Furthermore, if Q is volumetrically partitioned into octants

that reside on different processors, each processor can independently construct the

mesh for its particular octant using only the knowledge of qi and ~ri. This can result

in significant savings for large 3D-FFTs because the interprocessor communication

required by the first butterfly stage is reduced from each processor exchanging 3/8M3

mesh elements during each butterfly to each processor receiving only 4N elements at

the start of each operation: the X,Y and Z components of ~ri, and the charge qi.

Figure 4.2 compares the original SPME flowchart with the flowchart for the tech-

nique described. The charge projection phase is now performed on each processor in

parallel instead of being computed by a single processor. Additionally, each processor

does not exchange data with any of the other processors. The only communication

they perform is receiving the initial position and magnitude of each charge at the

beginning of each iteration.
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Figure 4.2: Flow Chart for Parallelizing the Charge Mesh Construction in SPME

The parallelization strategy in Figure 4.2 cannot be used with any of the other three

techniques for performing 3D-FFTs described in Chapter 3 to reduce the amount

of interprocessor communication. Each of these algorithms achieves the 3D-FFT by

transforming dimensions independently, which requires that the elements for an entire
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pencil or slab are contained within a single processor. As a result, butterfly operations

in these algorithms do not span multiple processors and there can be no savings in

interprocessor computation.

4.1.3 Extending the Parallelization Beyond P = 8

It is natural to ask whether it is possible to extend the parallelization made possi-

ble by integrating the mesh construction with the butterfly operations beyond eight

processors. This situation is complicated by the multiplication of the twiddle factors

that occurs after every third butterfly stage.

For example, suppose that there are P = 64 processors in a system where each

contains a M
4
× M

4
× M

4
mesh. The notation P (a, b, c){e′x′,y′,z′} is used to refer to a

specific element e′x′,y′,z′ in the local mesh of processor P (a, b, c). The relationship be-

tween local mesh element P (a, b, c){e′x′,y′,z′} and the element Q(x, y, z) of the original

charge mesh is given by P (a, b, c){e′x′,y′,z′} = Q(aM
4

+ x′, bM
4

+ y′, cM
4

+ z′).

The effect of a single element ex,y,z in Q on each of the 64 sub-octants is determined

by analyzing the first six butterfly stages, which includes a twiddle factor multipli-

cation between the third and fourth stages as shown in Figure 4.3. After the first

three stages, e has only affected eight of the possible 64 sub-octants. Each of these

elements are then multiplied by their corresponding twiddle factors and then the re-

maining three butterfly stages are computed. This procedure can still be combined

with the charge projection step and performed independently by each processor, only

now the projected component must be multiplied by a complex number in addition

to changing its sign according to the coordinates of e in Q.

As an example, suppose M = 64 and e is located at coordinates x = 23, y = 15,

z = 60. The coordinates of the affected element in each local mesh is obtained by

taking these values modulo-M
4

:

x′ = x mod
64

4
= 7

y′ = y mod
64

4
= 15

z′ = z mod
64

4
= 12
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Figure 4.3: Butterfly Stages of the DIF Vector-Radix 3D-FFT

The exponent of the twiddle factor used by processor Pa,b,c is given by:

W = W kx

M ·W ky

M ·W kz

M

where

kx =







0 a < 2,

23 mod M
2

= 23 a ≥ 2

ky =







0 b < 2,

15 mod M
2

= 15 b ≥ 2

kx =







0 c < 2,

60 mod M
2

= 28 c ≥ 2

The sign of the contribution of e ·W kx+ky+kz

M to each local mesh is determined by

applying Table 4.1 recursively.
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It is possible to continue extending this technique by subdividing Q into succes-

sively smaller local meshes and computing more of the butterfly and twiddle factor

stages during the construction of the local mesh. In the extreme case where the

number of processors is equal to the total number of mesh points, this parallelization

technique is equivalent to computing a single output value of the M ×M ×M-point

DFT for each projected component e. By linearity, this process can be repeated for

each charge element and the results summed to obtain the output value as shown in

Equation (4.1).

Pa,b,c(0, 0, 0) =

N · p3

∑

ei

ex,y,z ·W [ax+by+cz]
M (4.1)

This result shows that in the extreme limit of scalability, the 3D-FFT operation

can be performed by multiplying each projected charge element by a single twiddle

factor and summing the results.

4.2 Parallelizing the Charge Mesh Operations

The previous section combined the construction of the charge mesh Q with the inverse

3D-FFT to compute F−1 {Q} in a parallel fashion. The next step in the SPME

algorithm is to compute the reciprocal-space contribution to the electrostatic potential

energy of the simulation cell. This section describes how this operation can also be

performed in a parallel fashion.

4.2.1 Performing the Energy Summation

After the completion of the charge construction step, each processor contains a small

subset of the transformed charge mesh F−1{Q} in bit-reversed order. Rearranging the

data into natural order requires a substantial amount of interprocessor communication

that can hamper the speedup obtained by parallelizing the 3D-FFT. Fortunately, this

operation is not necessary in SPME.

Equation (2.31) gives the formula for computing the reciprocal-space contribution

to the electrostatic potential energy of a simulation cell. The B and C meshes defined

in Equations (2.27) and (2.28) are independent of the magnitude and positions of the

point charges in the system. This property allows the meshes to be precomputed
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prior to the start of the iterated portion of the SPME algorithm. Furthermore, only

the element-wise product of the B and C meshes is retained since B or C are never

used separately in the SPME algorithm.

The summation index k̂ in Equation (2.31) iterates over all mesh points but does

not impose an order in which the summation must be performed. This property

allows each processor to perform the energy summation for its local mesh points

independently using the corresponding bit-reversed subset of the mesh BC to compute

|F−1{Q}|2 ·BC for each element. The bit-reversal permutation of BC does not affect

the execution time of the SPME algorithm because it can be performed as part

of the precomputation phase of BC. The elements of the local charge mesh are

overwritten with the product F−1{Q} ·BC in preparation for the forward 3D-FFT

in Section 4.2.2.

Once every processor has computed its portion of the reciprocal-space energy, a

collective addition operation (such as MPI Reduce [33]) can be performed to obtain

the final energy result. This step can be performed efficiently as each processor is

only sending a single scalar value that can be added in any order instead of a large

number of mesh points.

4.2.2 Performing the Forward 3D-FFT

The inverse 3D-FFT used to transform the mesh Q at the start of each iteration uses a

DIT approach, which accepts data in natural order and performs the longer-distance

butterfly operations in the initial stages. The latter property is a key requirement

of the optimization in Section 4.1.2. Since the inverse DIT transform has a similar

structure to the forward DIF transform, the output of this step is produced in bit-

reversed order.

The next step of the SPME algorithm performs the forward 3D-FFT operation to

obtain the convolution result Q ⊗F−1{BC} shown in Equation (2.33). The forward

transform uses a DIT approach because the input data is already in bit-reversed or-

der. The output of the forward transform is consequently in natural order, thereby

avoiding any costly bit-reversal permutations in the SPME algorithm. Since the

long-distance butterflies occur in the final stages of the forward transformation, in-

terprocessor communication associated with the transform may be avoided until then.

The next section describes a method that uses this property to interpolate the forces

acting on each charge in a parallel fashion.
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4.3 Interpolating Net Forces in Parallel

The forward 3D-FFT transform described in Section 4.2.2 produces the mesh E =

Q ⊗ F−1{BC}, which is volumetrically decomposed across multiple processors. The

final step of the SPME algorithm is to interpolate the net force acting on each charged

particle by computing the result ∂Q/∂~r ·E. Since the convolution result E is already

available, only ∂Q/∂~r remains to be computed.

Equation (2.35) gives the formula for interpolating the elements of ∂Q/∂~r by using

the derivative property of the B-spline. Rather than computing the entire ∂Q/∂~r

mesh and multiplying it by E, it is possible to exploit linearity and consider the

charges individually. A p × p × p mesh for each point charge qi is generated for

each dimension of ~r in ∂Q/∂~r and its elements are multiplied by the corresponding

elements in E. The products are then summed to obtain the net force acting in the

given dimension on qi.

This operation is similar to the mesh construction process in that it is a linear

operation that can be performed independently by each processor. Suppose in the

previous section that the computation of the forward 3D-FFT distributed across eight

processors was interrupted prior to computing the interprocessor butterfly stages.

Each processor contains a partially-transformed local mesh with dimensions M
2
× M

2
×

M
2

. Since the force interpolation function is linear, it is possible for each processor

to interpolate local force values using its partially-transformed local mesh. The final

interprocessor butterfly operations can then be replaced by a collective addition of

the locally-interpolated forces generated by each processor.

The mathematics of this method is similar to the approach used in combining the

initial butterfly stages of the inverse 3D-FFT with the mesh construction operation.

Consider an element ex,y,z of the convolution result mesh E. Its value is influenced by

a single point in the local mesh of each processor involved in computing the forward

3D-FFT. This can be verified by tracing backward through the butterfly diagram for

the DIT vector radix 3D-FFT, shown in Figure 3.8 for three butterfly stages. In the

case where there are eight processors, Table 4.1 can be used to determine if the local

mesh element must be added or subtracted to compute the result.

Parallelizing beyond more than eight processors adds an additional complexity as

the individual components of ∂Q/∂~r must be multiplied by the appropriate twiddle

factors. The products are then summed to form a complex-valued force contribution.

Since the overall net force is real, due to the fact that Q is real and BC is real and
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symmetric, the imaginary component can be omitted. The extreme limit of scalability

is the case where each processor contains only a single element and computes the

three-dimensional DFT of it for different output values.

4.4 A Parallelized SPME Algorithm

A flow chart for a parallelized SPME algorithm that utilizes all of the techniques

described in this chapter is presented in Figure 4.4. The key results are as follows:

• The vector-radix 3D-FFT combined with several modifications to the additions

performed in the SPME algorithm can dramatically reduce the amount of in-

terprocessor communication normally required by 3D-FFT implementations.

• Using the vector-radix 3D-FFT with the SPME algorithm allows the convo-

lution problem to be scaled across many processors that do not communicate

directly with each other, unless as part of a collective addition operation.

• Bit-Reversal permutations are not required in either the forward or reverse 3D-

FFTs of the convolution operation as the multiplication of the BC mesh and

energy summation are independent of the ordering of mesh elements.
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Figure 4.4: Flow Chart for Parallelized SPME Algorithm
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Chapter 2 provided an overview of the O(N2) Ewald summation technique for cal-

culating electrostatic interactions in MD simulations, and also introduced the SPME

algorithm for performing these calculations with O(N log(N)) complexity. The re-

duction in computational complexity between these two methods is made possible

by approximating a three-dimensional continuous Fourier transform using the dis-

crete 3D-FFT, which was reviewed in Chapter 3, and using it to perform a three-

dimensional convolution operation. Chapter 4 combined key results from the two

preceding chapters and presented a method for implementing the SPME algorithm in

a parallel fashion in an attempt to reduce the overall execution time for computing

electrostatic interactions.

This chapter describes the architecture of a hardware engine that can be used

to further reduce the wall-clock time required to perform the O(N log(N)) three-

dimensional convolution operation by computing the forward and reverse 3D-FFT

computations. A brief review of an existing hardware architecture that implements

the SPME algorithm is first given in Section 5.1. Next, the design requirements and

specifications of the 3DCE for use with the parallelized SPME algorithm described

in Chapter 4 are presented in Section 5.2. Section 5.3 explains the theory behind the

operation of the 3DCE and gives a high-level architectural overview of its major com-

ponents. Section 5.4 concludes the chapter by tabulating the design implementation

statistics.

5.1 Review of Existing Ewald Accelerators

There have been numerous attempts to improve the throughput of MD simulations

by off-loading the most computationally-intensive calculations performed by MD sim-

ulation software to custom hardware accelerators [6, 34, 35, 36, 37, 38, 39]. Most ap-

proaches begin by profiling the execution of the MD software to identify the routines

that occupy the largest fraction of processor time. As stated earlier in Chapter 2, the
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non-bonded interactions consume up to 99% of the total execution time of MD sim-

ulations due to their high computational complexity, and as such the profiling phase

usually identifies the routines that compute these interactions. Then, in accordance

to Amdahl’s Law, these routines are moved from software to custom hardware en-

gines that typically provide between two to three orders of magnitude in performance

improvement over a software implementation running on a single processor node.

A wide variety of approaches have been used to implement the calculation of non-

bonded interactions using custom hardware solutions. In essence, they all compute

pair-wise interactions between atoms within a given volume. The evaluation of the

interaction potential can be computed explicitly [6, 40], although it is more commonly

interpolated from a small table of precomputed coefficients to reduce hardware uti-

lization [2, 41]. The latter approach also allows a single hardware structure to be

used for computing different interaction potentials such as Lennard-Jones or Ewald

direct-space by using different interpolation coefficients.

Computing pair-wise interactions is the best method of evaluating short-range in-

teraction potentials, but it cannot be used for computing the long-range electrostatic

potential. As described in Chapter 2, the slow asymptotic decay of the electrostatic

potential requires that the interactions between atoms in the original simulation cell

and atoms in a large number of replica simulation cells be evaluated for the sum

to converge. Some accelerators attempt to approximate electrostatic interactions by

truncating the Coulombic interaction equations (Equations (2.7) and (2.8)) beyond

a certain distance. However, the error introduced by truncating the electrostatic

interaction potential has been shown to render simulation results unacceptable as

described in Section 2.3. For this reason, the problem of computing electrostatic in-

teractions is usually deferred to software. This can cause the execution time of the

Ewald algorithm to become the critical path of MD simulations.

There is only one hardware engine known to date, the Reciprocal Sum Compute

Engine (RSCE), that focuses solely on computing electrostatic interactions using a

mesh-based approximation technique [38]. The RSCE is considered a precursor to

the work in this thesis and a brief review of its operation is given in the following

section.
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5.1.1 The RSCE

The RSCE is designed as a stand-alone engine that can be used by the NAMD software

MD simulation package for performing the reciprocal-space portion of the SPME

algorithm. The RSCE calculates the reciprocal-space contribution to the electrostatic

potential energy as well as the corresponding forces acting on each charge in the

system. The engine hardware is implemented using the Xilinx Multimedia Board,

which consists of a single Xilinx XC2V2000 Virtex-II FPGA and five independent

banks of 512 × 36-bit Zero Bus Turnaround (ZBT) Static Random Access Memory

(SRAM) [42]. Figure 5.1 illustrates the interface between NAMD executing on the

host computer and the RSCE implemented on the Multimedia board used to validate

the functionality of the RSCE.
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Figure 5.1: Software/Hardware Interface of the RSCE [38]

Figure 5.2 gives an overview of the RSCE design architecture. Although the con-

nections are not explicitly shown, the softprocessor shown in Figure 5.1 has memory-

mapped access to each of the five ZBT memory banks. The Real Charge Mesh

Memory (QMMR) and Imaginary Charge Mesh Memory (QMMI) banks are used to

store the real and imaginary components of the charge mesh Q respectively. The

B-Spline coefficient Lookup Memory (BLM) bank contains precomputed values that

are used to interpolate the B-Spline values for the charge projection step and also to

interpolate the derivative B-Spline values used in the force interpolation step. The

Energy Term Memory (ETM) bank is also precomputed and stores the B ·C mesh
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used to calculate energy. Finally, the upper half of the Particle Information Mem-

ory (PIM) bank is used to store atomic coordinates and charge information, while

the lower half of the bank is used to store computed forces.
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Figure 5.2: Architecture of the RSCE Hardware [38]

The iterated portion of the SPME algorithm is achieved as follows:

1. The contents of the QMMR and QMMI banks as well as the lower half of the

PIM bank are cleared.

2. The coordinates and charge of each atom in the system are written into the

upper half of the PIM bank by the softprocessor.

3. The B-Spline Coefficient Calculator (BCC) module generates p B-spline inter-

polation coefficients for each of the three fractional coordinates of every atom

and sends the values to the Mesh Composer (MC) module.

4. The MC module multiplies the appropriate projection components for each

atom together to generate a small p × p × p mesh, which is then offset by the

integer part of the atomic coordinates and added to the charge mesh Q in the

QMMR bank.
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5. The 3D-FFT module performs an in-place inverse 3D-FFT transformation on

the QMMR bank. The transform is achieved by performing a one-dimensional

FFT on each dimension of Q independently.

6. Once the inverse 3D-FFT of the final dimension is completed, the results are

streamed directly to the Energy Calculator (EC) module where they are mul-

tiplied by the contents of the ETM. The product is then written back to the

QMMR and QMMI memories. The scalar energy value is also accumulated

simultaneously in this step.

7. The forward 3D-FFT is performed on the new contents of the QMMR and

QMMI memory banks by performing a one-dimensional transform indepen-

dently on each dimension of the mesh.

8. The Force Calculator (FC) module uses the derivative B-Spline values gener-

ated by the BCC module along with the transformed QMMR memory bank

to calculate the force acting on each component of every atom and writes the

result to the lower half of the PIM memory.

All of the arithmetic performed by the RSCE is implemented using fixed-point

representations for rational numbers, in contrast to the single-precision floating-point

representations used by NAMD [2]. The RSCE software driver is responsible for per-

forming the conversion between the two formats. The hardware pipeline is param-

eterized such that the number of mantissa bits can be adjusted to strike a balance

between numerical precision and FPGA resource utilization.

Of particular interest in Figure 5.2 is the 3D-FFT module and the convolution

operation performed using it in steps 5 through 7. The 3D-FFT module is realized

using the pencil decomposition technique and a predesigned core for computing one-

dimensional FFTs available from Xilinx [43], which uses signed 24-bit fixed-point

numerical representations of rational numbers. The core can be configured to perform

transforms in a streaming fashion, however the RSCE is unable to take advantage

of this capability due to lack of FPGA resources. Instead, the input data for each

one-dimensional FFT must be loaded completely into the core prior to performing a

transform and the output data unloaded afterwards.

The author of the RSCE engine provides a thorough commentary on techniques to

improve the throughput of the engine that can be combined to give an estimated

performance improvement of between 3x and 14x for the reciprocal-space SPME
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calculation over the corresponding software executing on a single processor node.

The majority of performance improvements are achievable by migrating the design

to newer technology with more abundant FPGA resources and higher memory band-

width. This permits the use of more arithmetic units for performing a greater number

of computations in parallel.

A technique for further improving performance of the RSCE by parallelizing its

operation across multiple FPGAs is also proposed by the author of the RSCE. The

suggested approach appears to provide nearly linear speedup results, but it requires

several all-to-all communication operations between the FPGAs to maintain coherent

copies of local memories, as well as to perform the transpose operations of the parallel

pencil-decomposed 3D-FFT. The overhead of the data communication is not factored

into the computation of estimated speedup and it is therefore difficult to estimate

what the actual limit of scalability of this approach is.

In contrast, the parallelized SPME algorithm presented in Chapter 4 describes

a technique for performing the reciprocal-space computations in a distributed fash-

ion that eliminates the all-to-all communication requirement. Since the parallelized

SPME algorithm relies upon the vector-radix decomposition technique for performing

the 3D-FFT, the 3DCE presented in this chapter also uses the vector-radix approach

for calculating the forward and inverse 3D-FFTs. Several observations from the au-

thors’ RSCE analysis are also used to motivate the design parameters of the 3DCE:

• The 24-bit fixed-point precision of the Xilinx FFT hardware core is insufficient

to meet the error tolerance of 10−5 recommended by [37].

• The RSCE engine only supports a maximum mesh size of 128×128×128 due to

the limitations of the FFT core, and 64× 64× 64 due to the available memory

on the multimedia board. This limits the size of molecular systems that can be

simulated accurately.

• The bandwidth of the 3D-FFT module used by the RSCE is limited by the

36-bit data width of the ZBT memory banks.

• The maximum operating frequency of the RSCE is limited by the critical path

of the soft processor core used to clear the QMMR and QMMI banks and store

the precomputed values of the ETM and BLM banks.
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5.2 Design Requirements and Specifications

Computing the O(N log(N)) three-dimensional convolution using the forward and

inverse 3D-FFT is the most computationally-complex operation in calculating the

reciprocal-space portion of the SPME algorithm. This observation coupled with those

made in the previous section suggest that performing the necessary forward and

inverse vector-radix 3D-FFTs using a custom hardware engine is a logical step toward

decreasing the wall-clock execution time of the SPME algorithm, and ultimately

reducing the time required to perform MD simulations.

The remainder of this chapter focuses on the design and implementation of the

3DCE for use with the parallelized SPME algorithm developed in Chapter 4. Sec-

tion 5.2.1 establishes the general design requirements of the 3DCE based on lessons

learned from the RSCE, and Section 5.2.2 defines the design specifications based on

the available implementation technology.

5.2.1 Design Requirements

Although the RSCE provides a nearly complete implementation of the reciprocal-

space SPME algorithm, the engine developed in this thesis work focuses only on the

three-dimensional convolution operation and energy calculation for two reasons: first,

the BCC, MC and FC modules in Figure 5.2 of the RSCE design can be adapted for

use with the parallel SPME algorithm, and second, limiting the scope of this thesis

work to the 3DCE allows more design effort to be concentrated towards developing a

compact and efficient hardware implementation of the most computationally-complex

portion of the reciprocal-space SPME calculation. The following design requirements

for the 3DCE developed in this chapter are based upon recommendations made by

the author of the RSCE for improving its overall performance.

Floating-Point Numerical Representation

The primary deficiency of the 3D-FFT module used in the RSCE is its relative lack

of precision inherent to the use of fixed-point numerical representations. For this

reason, the 3DCE should use floating-point numerical representations to allow for a

wider dynamic range and higher-precision results. Using the NAMD software package

as a baseline, IEEE single-precision numbers (8 exponent bits and 24 mantissa bits)

should be utilized by the arithmetic units in the 3DCE for performing calculations [2].
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Faster Memory Technology

The throughput of the RSCE 3D-FFT module is limited by the bandwidth between

the QMMR and QMMI banks and the FPGA. Furthermore, the maximum number of

mesh points is limited by the available memory capacity of 2MBytes per bank. Both

the size and the throughput limitations are inherent to SRAM technologies as they

are designed to support random memory access patterns in constant time.

The 3DCE should support memory technologies with larger capacities and higher

bandwidth, such as Synchronous Dynamic Random Access Memory (SDRAM) with

Dual Data Rate (DDR) data channels. These memory technologies are developed for

burst-oriented transfers, that is, they have a larger initial access latency compared to

SRAMs but can sustain much higher throughput for multiple data elements stored

in sequential positions. Realizing this peak throughput requires that the 3DCE not

only supports the physical DDR interfaces, but that it also performs burst accesses

to and from the memory to take advantage of the higher data throughput.

Support for Large Mesh Dimensions

Darden et al. [19] recommend that the total number of mesh points chosen for a

particle-mesh Ewald summation be linearly proportional to the number of atoms in

the simulation. The corollary of this statement is that simulating large molecular

systems requires a large number of mesh points. The design of the 3DCE should be

parameterized such that it can support a wide range of FFT mesh dimensions, with

the only practical limit being the size of available memory used to store meshes.

Isolation of Modules

The RSCE engine uses customized interfaces for interconnecting the computing mod-

ules, which complicates hardware reuse. Furthermore, the RSCE requires explicit

synchronization signals between modules to control the flow of data throughout the

system. The 3DCE should interconnect its modules by using a standardized inter-

face that does not require detailed knowledge of either module. Furthermore, this

interface should also facilitate the isolation of clock domains between modules so

that performance-critical components can run at higher speeds without subjecting

less-critical components to the same timing requirements.
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Wider and Pipelined Arithmetic Datapath

One of the final suggestions for improving the performance of the RSCE engine was

to replicate the number of functional pipelines and to stream data through them

more effectively to overlap the memory access with computation. This observation

is applicable to the majority of hardware designs including the 3DCE. The width

and overall throughput of the arithmetic datapath of the engine should be designed

to match or exceed the data rate of the memory by replicating arithmetic units as

necessary.

5.2.2 Design Specifications

The 3DCE is not designed as a complete engine for performing the reciprocal-space

SPME algorithm such as the RSCE. Rather, the 3DCE is designed as a component

that can be integrated into a larger MD simulation system, such as an updated version

of the RSCE capable of supporting the parallelized SPME algorithm developed in

Chapter 4.

The 3DCE is designed to meet the following specifications, which are derived from

available technology as well as from recommendations of the RSCE design.

• Implemented using FPGA technology

• Target operating frequency of 80MHz

• Computation of the forward and reverse in-place 3D-FFT using the vector-radix

〈2, 2, 2〉 technique

• Datapath width supporting two vector operands of four single-precision floating-

point numbers per cycle

• Support for DDR or DDR-2 memory using abstracted memory interfaces

• Parameterizable burst transaction lengths (16, 32, 64, 128 or 256 data elements

per memory transaction) to support different synchronous memory technologies.

• Support for cubic mesh dimensions between 8 × 8 × 8 and 1024 × 1024 × 1024

(in powers of 2)
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• Standardized First-In, First-Out (FIFO)-based interconnection mechanism be-

tween modules to simplify synchronization, clock-domain crossing and design

verification of modules

• Single-precision floating-point arithmetic units (8 exponent bits, 24 mantissa

bits, no support for denormalized number representations)

• Hardware support for streaming multiplication of the transformed charge mesh

F−1{Q} by static mesh B ·C (overlapped with 3D-FFT calculations)

• Simultaneous accumulation of reciprocal-space Ewald energy term using double-

precision arithmetic (11 exponent bits, 53 mantissa bits, no support for denor-

malized number representations) during B ·C mesh multiplication step

The target platform used to implement the 3DCE is the Amirix AP1100 FPGA

Development platform [44]. The board consists of a Xilinx Virtex-II Pro XC2VP100

FPGA [45], as well as four banks of 100MHz DDR SDRAM that are fused to create

two independent banks of 64MBytes each. Each bank connects to the FPGA through

a 32-bit DDR interface that is capable of transferring 64 bits of data per clock cycle.

The clocking infrastructure of the AP1100 is designed such that the memory can be

operated at a frequency of 80MHz.

5.3 3DCE Implementation

This section explains how the 3DCE is constructed. The theory of operation is first

explained in Section 5.3.1. Section 5.3.2 describes the overall architecture of the

engine and explains how each major component in the design is realized.

5.3.1 Theory of Operation

The vector-radix 3D-FFT is defined recursively by Equation (3.19) in Chapter 3.

Implementing the recursion directly in hardware requires many non-localized accesses

to the charge mesh memory, which would expose the access latency of the SDRAM

and substantially reduce the throughput of the memory. The 3DCE implements the

reverse 3D-FFT transform, B ·C mesh multiplication, and forward 3D-FFT transform

in a manner that masks the access latency of the SDRAM.
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Consider the simplified signal flow graph for the operation of the 3DCE illustrated

in Figure 5.3. The transformation is separated into stages (denoted by the vertical

columns) of butterfly operations, twiddle factor multiplications and an energy mesh

multiplication that successively operate on the entire contents of the charge mesh

memory. Each stage is implemented in hardware by streaming the contents of the

mesh memory from the SDRAM through an appropriate functional unit and writing

the modified data back to the SDRAM. Performing each stage efficiently requires

that the data is read from and written to the SDRAM in linear bursts to mitigate

the latency of the memory accesses and functional units.
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Figure 5.3: Simplified Signal Flow Graph for the 3DCE, M = 22

Figure 5.3 does not directly correspond to the signal flow graph obtained by per-

forming an inverse 3D-FFT, a point-wise multiplication by the mesh B ·C and a

forward 3D-FFT in succession. The twiddle factor multiplications and X-axis but-

terfly stages for n = 1 have been omitted. In the following sections, it is shown that

these modifications reduce the number of memory accesses required.

Butterfly Operations

The address A of element ex,y,z within a M × M × M charge mesh memory is given

by A = M2z + My + x, where M is a power of two as defined in the design specifi-

cations. In the first stage of the transform, elements in the upper half of the Z-axis

corresponding to addresses defined by 0 ≤ A < 1
2
M3 in mesh memory are butterflied

(refer to Equation (3.8)) with elements in the lower half of the mesh memory. The
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difference between the addresses of any two butterflied elements in this butterfly stage

is given by ∆A = 1
2
M3.

In the second stage of the transform, the upper and lower halves of the mesh data

are butterflied along the Y dimension. The difference in address between any two

elements in this stage is ∆A = 1
2
M2. The elements in the upper half of the butterfly

satisfy the inequality: kM2 ≤ A < 2k+1
2

M2, where k ∈ {0 · · · (M −1)}. Similarly, the

third butterfly stage of the transform operates along the X dimension, corresponding

to an address difference between butterflied elements of ∆A = 1
2
M . The addresses of

elements in the upper half of the butterflies of this stage satisfy kM ≤ A < 2k+1
2

M ,

where k ∈ {0 · · · (M2 − 1)}.
The memory access pattern of the address A must be performed such that elements

are read from memory in sequential bursts of length B, where B is typically a power

of two for SDRAM components. For butterfly stages where ∆A > B, elements that

are in the upper and lower halves of the butterfly operations are read alternately

in bursts of length B from the SDRAM and buffered inside the FPGA. Elements

for both halves of the butterfly operation are then presented to the arithmetic unit

simultaneously. This situation is illustrated for a read operation in the left half of

Figure 5.4. In stages where ∆A ≤ B, the entire charge memory is read sequentially

in bursts. Again, the burst data is buffered inside of the FPGA, but the position of

individual elements within each burst are also reordered so that they can appear in

the correct order to the butterfly arithmetic unit. This operation is illustrated by the

right half of Figure 5.4.
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Figure 5.4: Burst Read Accesses for Butterfly Operations

Table 5.1 illustrates an example of the burst memory access pattern for the inverse

vector-radix 3D-FFT with a mesh size of M = 25 and a burst transfer size of B = 23.

Each entry in the table denotes a binary digit of a counter or address. The binary
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digits ai in the top row represent the address A of a particular element within the

charge mesh memory. The twelve most-significant bits of A (given by bi) form the

address of burst transfer operations, and the three least-significant bits (ei) form the

burst transfer counter.

Table 5.1: Burst Memory Access Pattern for Vector-Radix 3D-FFT, M = 25, B = 23

a14 a13 a12 a11 a10 a9 a8 a7 a6 a5 a4 a3 a2 a1 a0

Stage b11 b10 b9 b8 b7 b6 b5 b4 b3 b2 b1 b0 e2 e1 e0 Alt/Seq

5:Z x c13 c12 c11 c10 c9 c8 c7 c6 c5 c4 c3 c2 c1 c0 Alt

5:Y c13 c12 c11 c10 c9 x c8 c7 c6 c5 c4 c3 c2 c1 c0 Alt

5:X c13 c12 c11 c10 c9 c8 c7 c6 c5 c4 x c3 c2 c1 c0 Alt

4:Z c13 x c12 c11 c10 c9 c8 c7 c6 c5 c4 c3 c2 c1 c0 Alt

4:Y c13 c12 c11 c10 c9 c8 x c7 c6 c5 c4 c3 c2 c1 c0 Alt

4:X c13 c12 c11 c10 c9 c8 c7 c6 c5 c4 c3 x c2 c1 c0 Alt

3:Z c13 c12 x c11 c10 c9 c8 c7 c6 c5 c4 c3 c2 c1 c0 Alt

3:Y c13 c12 c11 c10 c9 c8 c7 x c6 c5 c4 c3 c2 c1 c0 Alt

3:X c13 c12 c11 c10 c9 c8 c7 c6 c5 c4 c3 c2 x c1 c0 Seq

2:Z c13 c12 c11 x c10 c9 c8 c7 c6 c5 c4 c3 c2 c1 c0 Alt

2:Y c13 c12 c11 c10 c9 c8 c7 c6 x c5 c4 c3 c2 c1 c0 Alt

2:X c13 c12 c11 c10 c9 c8 c7 c6 c5 c4 c3 c2 c1 x c0 Seq

1:Z c13 c12 c11 c10 x c9 c8 c7 c6 c5 c4 c3 c2 c1 c0 Alt

1:Y c13 c12 c11 c10 c9 c8 c7 c6 c5 x c4 c3 c2 c1 c0 Alt

1:X c13 c12 c11 c10 c9 c8 c7 c6 c5 c4 c3 c2 c1 c0 x Seq

The binary digits ci within the table form a counter C that enumerates the specific

butterfly operation being performed between two elements in a given stage. For a

given value of C, the ‘x’ bit is either equal to zero if the element at location A is used

in the upper half of the butterfly operation, or one if it is used in the lower half. It

can be shown that this arrangement of ci and x for each stage satisfies the inequalities

and conditions on ∆A presented earlier.

In every stage, the counter C begins at zero and increases monotonically until it

reaches its maximum value. The behaviour of x changes depending on the relationship

between ∆A and the burst transfer length B. In stages where ∆A ≤ B (denoted by

‘Seq’ in the final column), the digits ci and x toggle such that A increases sequentially.

The value of x is controlled by the burst transfer counter and determines whether
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the element A belongs to the upper or lower branch of the butterfly. In stages where

∆A > B (denoted by ‘Alt’ in the final column), the value of the x bit toggles after

every burst operation, which allows the charge mesh memory interface to alternately

accesses elements for the upper and lower halves of the butterfly operation.

Twiddle Factor Multiplications

The multiplication of twiddle factors occurs every three butterfly stages in the signal

flow graph for a vector-radix 3D-FFT. During a twiddle factor stage, each element

in the mesh must be read from the mesh memory, multiplied by a complex-valued

constant and written back to memory. The mesh memory can be accessed in sequen-

tial bursts provided that the twiddle factors are generated in the appropriate order,

which is possible because the value of the twiddle factor depends only on the position

of an element within the mesh. The twiddle factors are streamed to the complex

multiplication unit at the same rate as the SDRAM bandwidth.

The twiddle factor corresponding to element ex,y,z in the nth twiddle factor stage

of a forward 3D-FFT is given by Equation (5.1) below:

W (x, y, z) = W
−(a+b+c)
2n (5.1)

where

a =







0 (x mod 2n) < 2(n−1),

x mod 2(n−1) otherwise

b =







0 (y mod 2n) < 2(n−1),

y mod 2(n−1) otherwise

c =







0 (z mod 2n) < 2(n−1),

z mod 2(n−1) otherwise

The value of n ranges from 2 to M as seen from Figure 5.3. The stages corresponding

to n = 1 are omitted because the twiddle factors are equal to unity. Twiddle factors for

the inverse 3D-FFT are obtained by taking the complex conjugate of Equation (5.1).

Two design specifications of the 3DCE allow for several simplifications that reduce

the number of unique twiddle factors that must be generated: the charge mesh is

restricted to cubic dimensions, and mesh dimensions are always equal to powers of
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two. Referring back to the properties of twiddle factors given in Equations (3.4)

and (3.5) of Chapter 3, it can be shown that under these conditions a M×M×M-point

3D-FFT requires a maximum of only M unique twiddle factors. Furthermore, the

twiddle factors required in the multiplication stages of smaller 3D-FFTs are a subset

of the factors required by the multiplications performed in larger 3D-FFT stages.

This allows the twiddle factors for all mesh dimensions supported by the 3DCE to be

generated using a 1024-entry table of complex constants, since the maximum value

of M supported by the engine is 1024.

B ·C Mesh Multiplication

The multiplication of the B ·C mesh is combined with the last X-axis butterfly

stage for the inverse 3D-FFT and the first butterfly stage for the forward 3D-FFT

as illustrated in Figure 5.5. Combining these stages is possible because the datapath

of the 3DCE is wide enough to accommodate up to two pairs of two complex-valued

operands in each clock cycle. Since the upper and lower elements of the butterfly

operation for the X-axis when n = 1 are adjacent to one another (∆A = 1) in

memory, both elements are available simultaneously to the datapath. Coalescing

these three stages into a single one eliminates two read operations and two writes

operations of the mesh memory.

The contents of the B ·C mesh are precomputed and stored in a separate SDRAM

after performing a bit-reversal permutation on the address. This organization permits

the 3DCE to stream the complex-valued data from the mesh memory and real-valued

data from the B ·C mesh memory simultaneously in sequential bursts. The mesh

data is then butterflied along the X-axis, multiplied by the corresponding elements

from the B ·C mesh, butterflied again along the X axis and written back to the mesh

memory. Electrostatic potential energy is also computed by the arithmetic pipeline in

this stage and accumulated in a separate register using double-precision floating-point

arithmetic as is done in NAMD [2]. This additional precision enables the accumulator

to capture a wide dynamic range of energy term values for each mesh point.

5.3.2 Architectural Description

The hardware architecture of the 3DCE is shown below in Figure 5.6. There are

four major components to the design: the charge mesh memory interface, the core

arithmetic datapath, the B ·C memory interface, and the twiddle factor generation
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Figure 5.5: Combination of X-Axis Butterfly Operations with Energy Multiplication

module. A fifth component, the MicroBlaze softprocessor, is used to emulate the

components that are required for performing the reciprocal-space SPME algorithm.

Data is transferred between modules using simplex FIFO links described next.

The Xilinx FSL

The Xilinx Fast Simplex Link (FSL) is a parameterized FIFO module that can be used

for point-to-point unidirectional communication between a hardware module that

produces data and a hardware module that consumes data. It can be implemented

using a minimal amount of hardware resources on Xilinx FPGA devices [46]. The

width and depth of the FIFO can be configured to support arbitrary aspect ratios.

The FSL can also be configured for either synchronous or asynchronous operation

between the producer and consumer modules. Figure 5.7 shows the control signals

for the FSL module.

The FSL has two interfaces: the master interface is used by the producer hardware

to enqueue onto the FIFO and the slave interface is used by the consumer hardware
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SDRAM Controller SDRAM Controller

Charge Mesh Memory Interface Mesh Memory InterfaceTwiddle Factor Generation

Arithmetic Datapath
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UFSL_IN LFSL_IN UFSL_OUT LFSL_OUT TW_FSL BC_FSL

Charge Mesh

Memory

      Mesh

Memory

Figure 5.6: Top-Level Architecture Diagram of the 3DCE

to dequeue data. The master interface consists of a write input signal and an output

signal to indicate if the FIFO is full. The slave interface consists of a read input signal

and an output signal that indicates that data exists in the FIFO. Synchronization

between producer and consumer modules is implicitly achieved assuming the producer

qualifies write operations to the FSL using the full status signal, and the consumer

qualifies read operations using the empty status signal.

All of the data and status signals output by the FSL are generated by registers in

the appropriate clock domains to improve the timing of the producer and consumer

modules. Additionally, there are no combinational paths between the master and

slave interfaces providing timing isolation between producer and consumer modules.

Write

Data In

Full

Read

Data Out

Exists

Figure 5.7: The Xilinx FSL Interface [46]

Core Arithmetic Module

The core arithmetic module performs the streaming calculations required by the but-

terfly, twiddle factor multiplication and energy calculation stages. Its datapath is

comprised of a total of four logical floating-point adders, four logical floating-point
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subtracters and eight logical floating-point multipliers that are interconnected as re-

quired using multiplexers to achieve the appropriate mathematical operation.

The floating-point arithmetic cores are generated using the Xilinx Floating Point

core generation library [47]. Each core provides most of the functionality given by the

IEEE-754 standard for floating-point arithmetic, with the exception of support for

several infrequently-used rounding modes as well as support for denormalized num-

bers [48]. The latter limitation only affects the precision of numbers with magnitudes

that are extremely close to zero.

Each physical core operates at twice the frequency of the datapath to provide two

logical cores. This virtualization of the floating point units is done to conserve the

amount of FPGA resources required by the 3DCE. Since the floating-point cores are

designed for operation well in excess of 160MHz (twice the operating frequency of the

datapath), the virtualization does not restrict the maximum operating frequency of

the design. A clock source that is phase-locked to the datapath clock and oscillates

at twice the frequency is required to virtualize the floating-point cores. This clock

source is generated using clock management resources that are part of the FPGA [45].

The datapath configuration for performing butterfly operations is shown in Fig-

ure 5.8. Two pairs of complex numbers are butterflied during each clock cycle.

R0 R1 I0 I1 R2 R3 I2 I3

R0 R1 I0 I1 R2 R3 I2 I3

UFSL_IN LFSL_IN

UFSL_OUT LFSL_OUT

Figure 5.8: Datapath for Butterfly Operations

Figure 5.9 illustrates the datapath configuration for performing complex twiddle

factor multiplications. Two complex multiplications are performed in each clock cycle.
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TW
R0

TW
R1

TW
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TW
I1
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TW_FSLUFSL_IN

UFSL_OUT

Figure 5.9: Datapath for Twiddle Factor Multiplications

Figure 5.10 shows the configuration of the datapath for performing the combined

X-axis butterfly and B ·C mesh multiplication stage. Also illustrated is the pipeline

for accumulating the energy terms. The accumulator maintains several partial energy

sums in its pipeline due to the non-zero latency of the floating-point adding unit. Once

all of the energy terms have been input to the accumulator, the enable signal to the

feedback register is sequenced according to a predetermined pattern such that the

partial sums are added together.

The latencies of the floating-point components as well as the overall latency for

each datapath configuration of the arithmetic core are listed in Table 5.2. Latencies

listed for the physical floating-point components are with respect to the 160MHz clock

signal, and latencies for the logical floating-point components are given with respect

to the original clock frequency. Additional delays introduced by shimming registers

and clock domain-crossing registers are also included in the latency values.

The control unit of the arithmetic module consists of two state machines for con-

trolling the configuration of the datapath and managing the hardware pipeline, re-

spectively. The first state machine consists of counters that keep track of the stage

n, the operation performed during each stage (butterfly, twiddle or energy) as well as

the total number of arithmetic operations performed. The second state machine mon-

itors the status of the pipeline to account for FIFO underflow and overflow conditions
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Figure 5.10: Datapath for B ·C Multiplication and Energy Accumulation

on the input and output FSLs, respectively. It also handles draining data from the

arithmetic units before reconfiguring the datapath to perform different operations.

Charge Mesh Memory Interface Module

The charge mesh memory interface module provides a layer of abstraction between

the memory and the arithmetic datapath. The Xilinx Multi-Port Memory Controller

2 (MPMC2) is used as the controller for the SDRAM [49]. The MPMC2 is a param-

eterizable core that provides shared access for up to eight devices to a single bank

of DDR or DDR-2 memory. The core supports multiple bus interface standards as

well as a FIFO-based Native Port Interface (NPI) that allows system designers to

create custom interfaces for hardware modules. The charge mesh memory interface

uses the NPI to access the contents of the mesh memory. A second interface is also

included in the MPMC2 to allow the MicroBlaze softprocessor memory-mapped ac-

cess to the mesh for emulating other functionality required by the SPME algorithm.

The processor interface is configured to allow the processor to execute at a slower

clock frequency than the memory.

Memory access commands are performed over the NPI through a request and ac-

knowledge mechanism. The direction of the desired operation (read or write) along
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Table 5.2: Latencies of Floating-Point Cores and Datapath Configurations

Component Latency (Cycles)

Physical Single-Precision Multiplier (@ 160MHz) 6

Physical Single-Precision Adder/Subtracter (@ 160MHz) 11

Physical Double-Precision Adder/Subtracter (@ 160MHz) 12

Logical Single-Precision Multiplier 6

Logical Single-Precision Adder/Subtracter 8

Logical Double-Precision Adder/Subtracter 8

Butterfly Operation (Figure 5.8) 9

Twiddle Factor Multiplication (Figure 5.9) 15

Energy Term Multiplication (Figure 5.10) 23

with the target address and number of data elements in the burst transfer is supplied

to the controller with each request. Once the operation has been acknowledged, data

is either sent from the memory to the hardware through the NPI read FIFO for a read

operation, or from the hardware to the memory through the NPI write FIFO for a

write operation. The NPI read and write FIFOs are both 64-bits wide, corresponding

to the effective data width of the DDR memory banks on the Amirix FPGA board.

The duration of every burst operation is set to the largest supported value of 32 64-bit

words per transfer to maximize memory throughput.

Figure 5.11 illustrates the architecture of the charge mesh memory interface. The

read and write interfaces are divided into two pairs of FIFOs that perform width

conversion between the 64-bit data width of the MPMC2 and the 128-bit operand

width of the arithmetic core datapath. Independent read and write burst address

generators are used to provide the addresses of memory operations as described by

Table 5.1. The address generators also output a select signal that control whether a

particular element in a burst is written to (or read from) the upper or lower width

conversion FIFOs.

An arbiter determines if the read or the write interface has ownership of the NPI,

with the priority given to write requests to avoid deadlocking the arithmetic pipeline.

The arbiter also ensures that the number of burst accesses performed by the read

interface is not allowed to exceed the number of write accesses by eight, since doing

so can cause memory coherency issues for the smallest supported mesh size.
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Figure 5.11: Architecture of Charge Mesh Memory Interface Module

Twiddle Factor Generation Module

The twiddle factor generation module produces the twiddle factors required to com-

pute the reverse 3D-FFT followed by the forward 3D-FFT in succession, omitting the

trivial multiplications performed in the n = 1 stages. Two single-precision complex-

valued twiddle factors are produced per cycle to match the operand width of the

arithmetic core.

The core makes use of several trigonometric identities and properties of twiddle

factors to simplify its implementation. These simplifications allow the module to be

implemented using only two dual-ported 512×32-bit memories, which are interspersed

throughout the Xilinx Virtex-II FPGA fabric [45]. The two tables store the real and

imaginary components of the first 512 exponents of W1024 respectively. To obtain the

remaining 512 elements, the index is subtracted by 512 and the corresponding table

entry is negated.

The structure in Figure 5.12 is used to implement the generation of twiddle factors

according to Equation (5.1). Two independent pipelines are used to generate the

appropriate indices for each table. The increment register starts at zero and counts

through the total number of elements by two. The x, y and z values are extracted from

the appropriate bit positions of the counter and are multiplied by a power of two that
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is determined by the current stage n. This multiplication realizes the subset property

of twiddle factors in Equation (3.4) and is performed using a barrel shifter. Next,

the shifted values for the index in each dimension are either kept or cleared based

on the value of the most significant bit, which implements the modulus comparisons

of Equation (5.1). The resulting values are summed and used to index the twiddle

factor tables, and the sign of the output values are adjusted accordingly.

Mesh Element
Counter (+2)

Barrel
Shifter

8:09

Barrel
Shifter

8:09

Barrel
Shifter

8:09

Z Y X

10 10 10 10

Dual-Port
Twiddle ROM 

(Imaginary)

Dual-Port
Twiddle ROM 

(Real)

Stage
Counter

Shifting

Phase

Masking

Phase

Adding

Phase

Lookup

Phase

32 32 32 32

(128 bits)

TW_FSL

Figure 5.12: Architecture of Twiddle Factor Generation Module

Energy Term Memory Interface Module

The energy term memory interface module also uses the MPMC2 for controlling

accesses to the DDR memory. The contents of the memory are precomputed by the

softprocessor and initialized via the processor bus interface. An NPI port is used by

the hardware to stream data from the memory to the arithmetic unit. The output

data bus of the energy term interface module is only 64-bits wide since the energy

terms are purely real. Figure 5.13 illustrates the architecture of this module.

The data is streamed from the NPI read FIFO and collected in another FIFO

before being sent to the arithmetic unit. Data is not sent directly from the NPI read

FIFO to the arithmetic core because it is not possible to monitor the number of free

elements in the MPMC2 read FIFO. This makes it impossible to sustain a continuous
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Figure 5.13: Architecture of Energy Term Memory Interface Module

stream of data from the memory to the arithmetic core. Using an intermediate FIFO

with full and empty watermark signals allows data to be prefetched from the B ·C
memory and prevents pipeline stalls due to buffer underruns.

The Xilinx MicroBlaze Soft-Processor

The MicroBlaze softprocessor is used in conjunction with the 3DCE to provide a

complete implementation of the reciprocal-space SPME algorithm. It is connected

to the charge and B ·C mesh memories through memory-mapped interfaces. The

processor emulates the functionality of other hardware modules used by the RSCE,

such as the mesh composer, B-Spline coefficient generator, and the force interpolator.

It also precomputes and initializes the values of the B ·C mesh.

All calculations executed by the MicroBlaze are performed using its single-precision

floating-point coprocessor. The coprocessor has the same functionality and limitations

as the floating-point modules used by the arithmetic core of the 3DCE.

The MicroBlaze processor can also be connected to up to eight 32-bit master and

slave FSL ports. Its instruction set directly supports pushing data from its register

file to a master FSL port, as well as popping data from a slave FSL port directly into

a register. Support for FSL synchronization signals are also built into the MicroBlaze

architecture to avoid FSL overflow or underflow conditions. The FSL interfaces are

used extensively in Chapter 6 for performing in-circuit testing of individual modules.
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5.4 Design Implementation Statistics

The 3DCE consisting of the major modules and a MicroBlaze softprocessor can be suc-

cessfully implemented on the FPGA fabric to run at the target frequency of 80MHz.

The critical path in the design consists of a high-fanout signal that controls the en-

able input to the pipeline registers in the arithmetic core. All of the implementation

results are generated using the Xilinx Embedded Development Kit version 8.1.02i and

the Xilinx Integrated Software Environment version 8.1.03i, with the effort level on

the place and route tools set to the medium level.

Table 5.3 summarizes the FPGA resource utilization of each major module in the

3DCE as reported by the synthesis tools. The total percentage of resources occupied

on the Xilinx Virtex-II Pro XC2VP100 and XC2VP70 components for these modules

is also given. Resource utilization percentages for the XC2VP70 FPGA are included

as platforms based on this component are considered in Chapter 7. The resource uti-

lization of the MicroBlaze softprocessor is listed for reference, but it is not considered

to be part of the 3DCE design and excluded from the utilization percentage.

These numbers can vary in the final placed and routed design as some logic may

be combined, replicated or pruned during the global optimization phase of the FPGA

tool flow. Each slice consists of two 4-input lookup tables and two flip-flops.
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Table 5.3: Summary of FPGA Resource Utilization

Design Module Slices

Slice 4-Input 18-bit x 18bit 18kbit

Flip- Lookup Fixed-Precision Block

Flops Tables Multipliers RAMs

MicroBlaze Soft-Processor 1502 1202 2233 7 32

Arithmetic Core 5948 9212 8395 16 0

Twiddle Factor Generation 273 428 341 0 2

B ·C Memory Interface 102 109 184 0 2

Charge Memory Interface 1031 1237 1510 0 16

MPMC2 for B ·C Memory 623 956 834 0 10

MPMC2 for Charge Memory 623 956 834 0 10

3DCE Total
8600 12898 12098 16 40

Resource Utilization

Total XC2VP70
33088 66176 66176 328 328

FPGA Resources [45]

XC2VP70 Utilization 26.0% 19.5% 18.3% 4.9% 12.2%

Total XC2VP100
44096 88192 88192 444 444

FPGA Resources [45]

XC2VP100 Utilization 19.5% 14.6% 13.7% 3.6% 9.0%
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The previous chapter described the hardware architecture of the 3DCE. This chapter

briefly describes how testing and verification of the hardware was performed. A

collection of software models, hardware simulations and on-chip emulation models

were used throughout multiple levels of the design hierarchy to ensure that the 3DCE

produces correct results.

Section 6.1 describes some of the software models that were used to define the

proper algorithmic behaviour of components in the 3DCE. An overview of the hard-

ware simulation methodology is presented in Section 6.2. The chapter concludes with

an explanation of the on-chip testing strategy used to validate the operation of the

3DCE hardware in Section 6.3.

6.1 Software Models

Developing hardware for performing arithmetic operations requires a model with

which to compare results. The 3DCE used a series of software models to validate

the results of hardware components at various stages throughout development. The

models began by prototyping the entire reciprocal-space SPME algorithm and were

successively refined until software models for specific modules were obtained.

6.1.1 MATLAB Software Model

The first software model implemented the entire reciprocal-space SPME algorithm

using double-precision arithmetic, and was developed using the MATLAB software

package [50]. Inputs to this model consisted of an array containing atomic charges

and coordinates. The model generated an output array populated with the reciprocal-

space forces acting on each atom, as well as the reciprocal-space energy contribution

to the electrostatic potential energy. Mesh sizes from M = 23 up to M = 27 were

tested and the MATLAB one-dimensional FFT routines were used to perform the

forward and reverse 3D-FFT computations.
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The MATLAB model was then refined to use the vector-radix 3D-FFT algorithm

described in Chapter 3. Tests using pseudo-random data were also performed to

ensure that the results generated by the vector-radix 3D-FFT were in close agreement

(within the tolerance of floating-point rounding errors) to the results generated by

MATLAB.

6.1.2 Parallelized SPME Software Model

The second iteration of the software model implemented the parallelized SPME al-

gorithm developed in Chapter 4. This model was written using the C language and

utilized the Message-Passing Interface (MPI) standard for exchanging data across

multiple processors [51]. The purpose of this model was to ensure that the paral-

lelized SPME algorithm generated correct results, and also to verify that a perfor-

mance improvement was observed by distributing the computation. Inputs to this

model consisted of standardized molecular structure files for the ApoA1 benchmark

included with NAMD [2], and the calculated forces and energy were written to an

output file. The results were then compared and found to be in agreement with

the corresponding ApoA1 simulation results generated by instrumenting the SPME

implementation used by NAMD code.

This model initially included a single-precision version of the non-recursive vector-

radix 3D-FFT algorithm introduced in Section 5.3.1. Operands for each arithmetic

operation were obtained by performing element-by-element accesses to memory with-

out consideration for data locality. Once the algorithm was verified, it was improved

to perform localized memory accesses as described by Table 5.1.

The wide datapath of the arithmetic core was also modelled in this version using

the Intel Streaming Single-instruction, Multiple Data Extensions 2 (SSE2) instruc-

tion set enhancements to perform vector floating point operations [52]. The width of

a single operand in the SSE2 instruction set is equal to four single-precision floating-

point numbers, which corresponds to the width of the datapath of the 3DCE. SSE2

arithmetic instructions include element-wise vector additions, subtractions and mul-

tiplications as well as operations to perform vector load and store memory opera-

tions. Arithmetic operations performed in the butterfly, twiddle and energy calcula-

tion stages were modelled using routines consisting of SSE2 instructions.
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6.1.3 On-Chip Software Emulation Models

The flexibility of softprocessors implemented on FPGA fabric allows for a level of sys-

tem modelling not possible with custom integrated circuit designs. Hardware modules

that are under development can be emulated using software executing on softproces-

sors. This ability enables modules of the hardware system to be prototyped rapidly

on the target FPGA chip. Using this method, the flow of data throughout the system

may be observed under controlled situations, albeit at a slower rate than possible with

actual hardware modules. Prototyping in this manner also allows physical interfaces

to components such as the DDR memory to be tested directly in addition to using

simulation models.

Emulation models for the arithmetic datapath module, twiddle factor generation

module and memory interface modules were all developed using the MicroBlaze soft-

processor. Since the floating-point units used by the MicroBlaze are identical to those

used in the arithmetic core, the results of any calculations performed by emulation

models were equivalent to those performed by hardware modules. Furthermore, the

native support for FSL interfaces by the MicroBlaze architecture allowed the softpro-

cessor to be seamlessly integrated with other emulated or fully-implemented hardware

modules in the datapath.

6.2 Simulations of Hardware

The majority of hardware testbenches apply a vector of input stimuli to a device

under test and compare the produced outputs with known results. This method is

effective for testing the cycle-by-cycle behaviour of smaller design modules, but it is

impractical for testing modules that process potentially billions of inputs such as the

3DCE.

Two categories of hardware simulation testbenches were used to verify the correct

operation of modules in the 3DCE. Structural testbenches, covered in Section 6.2.1,

were used to verify the basic functionality of design modules. Algorithmic testbenches

on the other hand were used to validate more complex state-based behaviour of mod-

ules. Section 6.2.2 describes how they were implemented and used.
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6.2.1 Structural Testbenches

Structural testbenches were used mainly to verify the cycle-by-cycle functionality of

modules in the 3DCE hardware design. The testbenches were designed to produce

a series of input stimuli to a module and automatically verify that the generated

output values were correct. Additional verification measures described below were

also utilized to allow for more thorough testing of design modules.

Floating-Point Conversion Functions

Since floating-point numbers are treated as a vector of binary values in simulation,

verifying the output of numerical operations that use floating-point representations

is a difficult task. A small library of conversion functions were developed to convert

between binary representations of floating-point values and native floating-point data

types used by the simulator. This technique allowed input stimuli to be generated by

testbenches using floating-point arithmetic rather than from a table of precomputed

binary values. Module outputs were tested by converting the binary output values

into floating-point values and comparing them against the calculated result of the

input stimuli.

Instrumentation Code

Some design modules have certain combinations of input and output values that

should not be possible, such as those corresponding to attempts to read from an empty

FIFO or write to a full FIFO. While it is possible to test for these conditions using

testbenches, assertions to check for these inconsistencies can also be inserted directly

into design modules using non-synthesizable instrumentation code. This technique

was used in modules containing input-output combinations that could be identified a

priori as being incorrect. The synthesis tool was instructed to ignore instrumentation

code for implementation purposes.

6.2.2 Algorithmic Testbenches

Algorithmic testbenches were used to verify control mechanisms of modules that were

part of the datapath of the 3DCE. The testbenches were written to interface to FSLs

instead of directly to the modules. Input stimuli was generated by using either a

stream of pseudo-random data, or by using a simple arithmetic series in combination
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with the conversion functions described in Section 6.2.1. Output data was checked for

correctness wherever possible, but not to the same degree as structural testbenches.

The algorithmic testbenches were written in a manner that allowed the rate of

production and consumption of data to be modified easily. This was an effective

technique for ensuring that the pipeline synchronization mechanisms for each datap-

ath module were functioning correctly. The number of consumed input elements and

produced output elements were also counted to make sure that data elements were

not being dropped or replicated by modules. For modules that switched behaviour

based on the number of elements processed (such as the arithmetic core module), the

status of the internal state machines were also monitored by the testbench to check

for proper state transitions.

Since the majority of design errors involved synchronization issues, algorithmic

testbenches proved to be an effective technique for exposing design errors in the

3DCE.

6.3 On-Chip Testing Methodology

Hardware testbenches are often charged with the responsibility of ensuring a design

is error-free after simulating only a relatively miniscule number of clock cycles. As

described earlier in Section 6.1.3, the flexibility of FPGA technology permits more

cycles of operation to be simulated by embedding testing mechanisms directly onto

the FPGA fabric. Section 6.3.1 describe how on-chip testbenches were used during

the development of the 3DCE to perform thorough simulations of each module in

isolation, as well as in part of a larger system. Section 6.3.2 describes how on-chip

mechanisms were also used to conduct non-obtrusive observations of the system at

full speed.

6.3.1 On-Chip Testbenches

The on-chip software emulation models introduced in Section 6.1.3 not only provided

a method to emulate the behaviour of missing or incomplete hardware modules, but

they also provided a valuable method for testing the behaviour of completed modules.

Hardware simulation testbenches described in Section 6.2 provided detailed insight

into the operation of each module, but at the cost of several orders of magnitude in

increased execution time compared to the actual speed of the module under test. In
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contrast, on-chip testbenches could run at speeds much closer to that of the actual

hardware at the expense of reduced visibility into the behaviour of each module. Even

with the comparatively reduced lack of insight, on-chip testbenches still allowed for

rigorous testing of every module in the 3DCE to be conducted.

Figure 6.1 illustrates the on-chip testbench architectures used to test each module

in the 3DCE. In most cases, the emulation model for each module was modified to

generate test stimuli and compare the produced output with calculated results. It

is important to note that the on-chip testbenches were used to supplement the tests

performed in Section 6.2, and not to replace them.
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Figure 6.1: On-Chip Testbench Architectures
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Arithmetic Core

The architecture of the on-chip testbench for the arithmetic core is shown in Fig-

ure 6.1a. Two MicroBlaze softprocessors were used to conduct testing of the module.

The first softprocessor contained a version of the arithmetic core emulation code that

was modified to compare its computed results with data received from the arithmetic

core module over the FSL interfaces. The second softprocessor emulated the twiddle

factor generation module as well as the B ·C mesh memory interface. Both softpro-

cessors counted the number of elements produced to ensure that the correct number

of data elements were being processed by the arithmetic core.

Twiddle Factor Generation Module

Figure 6.1b illustrates the on-chip testbench used to verify the operation of the twiddle

factor module. The testbench used a single softprocessor containing the modified

emulation code as a data sink. Twiddle factors generated by the hardware module

were repeatedly compared to the values calculated by the processor.

Charge Mesh Memory Interface

Two softprocessors were used to perform testing of the charge mesh memory inter-

face, as shown in Figure 6.1c. The first softprocessor was responsible for initializing

the charge mesh memory and then sourcing and sinking data for the upper memory

channel. The second softprocessor acted as a source and sink of data for the lower

memory channel. Even though a single MicroBlaze processor has a sufficient number

of FSL channels to connect to every channel of the charge mesh interface, two softpro-

cessors were used so that data could be produced and consumed for both the upper

and lower channels in parallel. The second processor only transmitted and received

data during butterfly operations.

Separate testbenches were written for each softprocessor that ensured the values

written to memory in one pass matched the values read from memory in the following

pass. The testbenches were also responsible for ensuring that elements were read

from the memory in the order specified by Table 5.1 for butterfly operations and sent

through the appropriate FSL channels.
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B ·C Mesh Memory Interface

Figure 6.1d depicts the testbench architecture of the B ·C mesh memory interface.

A single MicroBlaze softprocessor was used to verify the functionality of the design

module. The processor first initialized the B ·C memory contents with known data

via the processor bus port provided by the MPMC2, and then proceeded to compare

the results streamed over the FSL with the initialized values.

6.3.2 System Monitoring

A major drawback of using softprocessors to emulate hardware modules is that data

cannot be consumed or produced at the same rate as the hardware module. This can

change the dynamic behaviour of a system under test, causing potential errors to be

masked. An alternative use of softprocessors that does not interfere with system

behaviour is to monitor status signals produced by modules in the design. The

observed signals can then be analyzed to diagnose and report problems in the system.

This approach was used during the initial integration phase of modules in the 3DCE

to debug the operation of the entire system. The status signals of the FSL channels,

MPMC2 interfaces and the state registers of major modules were monitored by a

single softprocessor. Components that did not perform as expected in the context of

the entire system were often identified by observing the collected information. This

technique was also useful for estimating processing bottlenecks in the system similar

to the manner described in [53]. The results observed are discussed in the following

chapter.
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This chapter presents the performance measurements of the 3DCE described in Chap-

ter 5. Section 7.1 focuses on the performance of a single 3DCE operating as an

accelerator for the O(N log(N)) convolution operation required by the reciprocal-

space portion of the SPME algorithm. Next, Section 7.2 discusses improvements that

can be achieved by migrating the 3DCE design to a platform with higher memory

capacity and bandwidth. Section 7.3 concludes the chapter by presenting the perfor-

mance improvement that can be achieved by using the 3DCE in combination with

the parallelized SPME algorithm presented in Chapter 4. The performance results

given in each section are compared against implementations that can also perform

three-dimensional convolutions in either hardware or software.

7.1 Performance of a Single 3DCE

A single 3DCE can be used as a stand-alone accelerator for performing the three-

dimensional convolution operation required by the SPME algorithm (specifically, the

inverse 3D-FFT, followed by the element-wise multiplication, and finally the forward

3D-FFT). In Section 7.1.1, a simplified formula for calculating the lower bound on

the time required to perform the operation is derived based on the architecture of the

hardware platform. Section 7.1.2 compares the measured execution time of the 3DCE

with the predicted values to obtain an estimate of the overall processing efficiency.

The measured results are then compared to the amount of time required to perform

a convolution by the RSCE 3D-FFT module as well as the time taken from single-

processor software implementations in Section 7.1.3.

7.1.1 Estimating the Transformation Time

It is a useful exercise to estimate the time required by the 3DCE to complete a

convolution based on the memory bandwidth of the underlying hardware platform.

This estimate gives a basis for measuring the overall processing efficiency of the
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engine, that is, the percentage of time that the functional units in the design are kept

occupied. It is assumed for the remainder of the section that the dimensions of the

mesh are cubic with length M , where M is a power of two.

In each arithmetic stage performed by the 3DCE, the entire contents of the mesh

memory (M3 elements) are read from the SDRAM component, streamed through an

arithmetic unit and written back to memory. It is assumed that the arithmetic unit is

capable of processing data at the same or higher rate as the memory bandwidth and

does not create a bottleneck. The time required to perform a convolution operation

is therefore limited by the bandwidth of the memory interface. Table 7.1 illustrates

the type and number of each arithmetic stage that must be performed by the engine

during a convolution. The number of bytes that must be transferred to/from the

charge mesh memory for every arithmetic operation within a stage is also given.

Table 7.1: Number and Type of Stages in an M × M × M-point Convolution

Stage Type Number of Stages Bytes per Operation

Butterfly 2 × (3 log2(M) − 1) 32

Twiddle 2 × (log2(M) − 1) 16

Energy 1 16

Total 8 log2(M) − 3 −

A lower bound for the transform time of the 3DCE can be computed using Ta-

ble 7.1. It is assumed for simplicity that the latencies associated with functional

units, memory accesses, clock-domain crossings and FIFO delays are all equal to zero

(in actuality, this latency is on the order of log2(M) clock cycles and becomes a negli-

gible component as M increases). The clock frequency of the arithmetic core is given

by F , and the constants C16 and C32 denote the number of effective clock cycles (with

respect to the frequency of the arithmetic datapath) required to transfer 16 and 32

bytes between the SDRAM and FPGA, respectively. Equation (7.1) gives the formula

for the minimum operation time of the 3DCE under these assumptions.

TTransform = TButterfly + TTwiddle + TEnergy

=
0.5M3C32[6 log2(M) − 2]

F
+

M3C16[2 log2(M) − 2]

F
+

M3C16

F

(7.1)

In the Amirix AP1100 platform, a maximum of 64-bits can be transferred between
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the SDRAM and the FPGA during each clock cycle. This corresponds to access times

of C16 = 2 and C32 = 4, respectively. It is apparent that the memory bandwidth

of the AP1100 is only capable of keeping the 3DCE occupied during 25% of the

execution time for the butterfly operations and 50% of the execution time for the

twiddle multiplication and energy calculation operations. This issue is addressed

later in Section 7.2.

7.1.2 Measured Transformation Time

The performance of the 3DCE is measured using an on-chip profiling module that

monitors status signals generated by the 3DCE. Additional signals are also monitored

to determine the processing efficiency of the engine. Once the engine completes

an operation, the profiling module transmits the captured results through an FSL

channel to a softprocessor. The events monitored by the profiler are listed below:

1. Total number of cycles elapsed between assertion of ‘start’ and and ‘finish’

signals;

2. Total number of cycles elapsed between assertion of ‘request’ and ‘grant’ signals

of the MPMC2 interface to the charge mesh memory;

3. Total number of cycles that the MPMC2 ‘request’ input signal generated by the

charge mesh memory interface is deasserted.

An accurate measurement of total execution time is obtained by capturing the first

event. The second event measures the number of cycles that the state machine of the

charge mesh memory interface remains idle because it is waiting for a grant signal

from the MPMC2 interface. This value includes the access latency of the SDRAM as

well as the number of cycles spent transferring data between the memory and FPGA,

since the MPMC2 does not grant arbitration requests until all of the data from the

previous request has been transferred. An estimate of the SDRAM access latency can

be obtained by subtracting the number of cycles spent transferring data.

The last monitored event counts the number of cycles that the charge mesh memory

interface is idle because it is not requesting ownership of the MPMC2. This situation

occurs because the burst throttling mechanism limits the difference between the num-

ber of burst reads and writes to eight to ensure memory coherency between adjacent

stages.
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Table 7.2 lists the performance measurements of the 3DCE hardware implemented

on the Amirix AP1100 board at a clock frequency of 80MHz. The tests are run for

mesh sizes ranging from M = 23 to M = 27, corresponding to the maximum memory

capacity of the AP1100.

Table 7.2: Performance Measurements of the 3DCE on the Amirix AP1100

Measurement M = 23 M = 24 M = 25 M = 26 M = 27

Calculated Execution
2.69x10−4 2.97x10−3 3.03x10−2 2.95x10−1 2.78x100

Time (Seconds)

Measured Execution
3.18x10−4 3.52x10−3 3.60x10−2 3.50x10−1 3.30x100

Time (Seconds)

Computational
84.58% 84.27% 84.24% 84.24% 84.24%

Efficiency

MPMC2 Arbitration
2.40x104 2.67x105 2.73x106 2.65x107 2.50x108

Delay (Cycles)

Data Transfer
2.15x104 2.38x105 2.42x106 2.36x107 2.22x108

(Cycles)

Average Memory
3.66 3.95 3.98 3.99 3.99

Latency (Cycles)

Efficiency Loss 9.67% 10.42% 10.49% 10.49% 10.49%

MPMC2 Idle
1.46x103 1.50x104 1.52x105 1.47x106 1.39x107

Cycles

Efficiency Loss 5.75% 5.31% 5.27% 5.27% 5.27%

Table 7.2 shows that the 3DCE implemented on the Amirix AP1100 platform con-

sistently performs at approximately 84% computing efficiency. The second set of rows

in the table indicate that approximately 10% of the efficiency loss is caused by an

average of four cycles of latency in performing burst transfers. This is due to the fact

that the MPMC2 controller is not able to support back-to-back memory transfers,

and also because refresh and activate commands must be inserted by the controller

between accesses to memory [49].

An additional 5% performance reduction is caused by the throttling of burst re-

quests by the charge mesh memory interface module. This overhead can be mitigated

for larger values of M by increasing the number of outstanding read bursts transac-

tions. This number is determined empirically through simulation.
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7.1.3 Performance Comparisons of a Single 3DCE

Table 7.3 compares the performance of the 3DCE operating at 80MHz on the AP1100

platform with three other implementations that perform three-dimensional convolu-

tions. The values are compared for cubic mesh dimensions of M = 25 through M = 29.

Values with an asterisk subscript denote extrapolated results based on the efficiency

measurements in Table 7.2.

The first candidate for comparison is an improved version of the 3D-FFT hardware

module used by the RSCE as proposed by its author [38]. This engine performs each

of the two requisite 3D-FFTs using the pencil decomposition strategy with a fully-

pipelined, one-dimensional FFT core. The FFT core is capable of performing an M-

point transform in M clock cycles after an initial M cycle latency [43]. Calculations

are done using signed 24-bit fixed-point numerical representations. It is assumed

that any element can be accessed from the charge mesh memory in a single clock

cycle. Under this assumption, the time required to perform the necessary convolution

operation is given by 12
F

M3. The clock frequency F of the design is taken to be

100MHz.

The second comparison is drawn against a single node of the IBM BlueGene/L

supercomputer [30]. Each node in the system consists of two PowerPC 440 cores

running at 700MHz, two associated dual floating-point units and up to 2GBytes of

RAM depending on the configuration. The relatively low processor clock frequency

is a deliberate architectural decision designed to lower the power consumption of

each node and improve the integration density of the BlueGene/L system. Only

one processor in the node is used for performing the calculation. An optimized one-

dimensional FFT routine from the Technical University of Vienna is used as the

building block for performing the 3D-FFT operations. Calculations are performed

using double-precision arithmetic since the vector floating point units do not support

single-precision operands [54].

Performance numbers for the actual convolution operation on the BlueGene/L are

not directly available and are estimated by doubling the amount of time reported

to perform a 3D-FFT operation. It is assumed that the time required to perform

the forward and inverse transformations is equal. This estimate is conservative as it

does not account for the time required to perform the point-wise multiplication of the

B ·C mesh in between the inverse and forward transforms.
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A final comparison is drawn against the execution time of a convolution operation

constructed using the 3D-FFT routine provided by the Fastest Fourier Transform

in the West (FFTW) library, running on a 3.2GHz Pentium Xeon processor with

3GBytes of physical memory [26]. The processor is running the 2.6.15 version of the

Linux kernel with support for HyperThreading technology enabled. The calculations

are performed using single-precision arithmetic and both the forward and inverse

transformations are done without using intermediate memory buffers (in-place).

Table 7.3: Performance Comparisons of a Single 3DCE

Platform M = 25 M = 26 M = 27 M = 28 M = 29

3DCE on
3.60x10−2s 3.50x10−1s 3.30x100s 3.04x101s∗ 2.75x102s∗

Amirix AP1100

Improved RSCE
3.93x10−3s 3.15x10−2s 2.52x10−1s 2.01x100s 1.61x101s

3D-FFT Module

700MHz IBM
1.94x10−2s 2.10x10−1s 2.24x100s 3.62x101s -

BlueGene/L Node [30]

3.2GHz Pentium
2.44x10−3s 2.88x10−2s 3.34x10−1s 3.24x100s 3.88x101s

Xeon Processor

Figure 7.1 plots the performance results given in Table 7.3 using logarithmic axes.

In the majority of cases, the 3DCE has the slowest performance of the four imple-

mentations considered.

The estimated performance values of the improved 3DCE module for the RSCE

appear to scale extremely well with M and have the fastest execution time beyond

M = 27. However, this implementation assumes the existence of a mesh memory

of size 8M3 that allows random access to any element in a single clock cycle. It is

unlikely that this assumption remains valid beyond M = 27 due to the non-zero access

latency inherent to larger memory components, which would cause the performance

of the engine to degrade considerably.

The performance of the BlueGene/L node scales well with M until a mesh size of

M = 28. Since the processor speed is only 700MHz, execution times measured on

the BlueGene/L node are considerably slower than those of the Pentium processor.

Performance numbers are not available for M = 29 since the memory requirements

of the mesh consume the entire 2GBytes of physical memory available to the node.
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Figure 7.1: Performance Comparison of Single-Node Three-Dimensional Convolutions

The convolution based on the FFTW implementation executing on the Pentium

Xeon processor outperforms the 3DCE by a factor of 10 on average. This discrepancy

in performance is largely attributed to the increased memory bandwidth available to

the processor, which is discussed in Section 7.2. A slight reduction in performance

is visible at M = 29 due to the increased number of transfers between the processor

and main memory.

7.2 Extrapolated Performance on the BEE2 Platform

The previous section illustrated that the performance of the 3DCE on the Amirix

AP1100 platform was severely limited by the lack of memory bandwidth. The pro-

cessing efficiency of the engine was further reduced due to overheads associated with

performing memory accesses. In this section, the 3DCE is migrated to the Berkeley

Emulation Engine 2 (BEE2) platform, which has much greater memory capacity and

bandwidth than the Amirix AP1100 platform.
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Figure 7.2: BEE2 Platform Architecture [55]

7.2.1 Overview of the BEE2 Platform

The BEE2 platform is a multi-FPGA development board designed especially for syn-

chronous dataflow applications requiring high memory bandwidth [55]. A BEE2 board

consists of five Xilinx XC2VP70 FPGAs, which have slightly fewer logic, memory

and multiplier resources than the XC2VP100 component used on the Amirix AP1100

board as described in Table 5.3. Each FPGA is connected to four independent mem-

ory banks containing up to 1Gbyte of DDR2-400 SDRAM. A total of 128 bits can be

transferred between the FPGA and memory in a single 200MHz clock cycle for an

effective throughput of 3.2Gbytes/s per bank.

Four FPGAs interconnected in a grid topology are reserved for performing com-

putations as illustrated in Figure 7.2. The fifth FPGA is designated as the control

FPGA and connects to each of the compute FPGAs through a dedicated bus. Off-

board communication is achieved through commercial high-speed serial interconnec-

tion protocols such as 10-Gbit Ethernet or Infiniband [56, 57].
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7.2.2 Estimated Performance of the 3DCE on the BEE2 Platform

The 3DCE can be implemented on the BEE2 platform in two ways. Both cases

assume that only a single computation FPGA of the four available is used. The first

technique uses one SDRAM bank to store the contents of the mesh memory. The

values of C16 and C32 for this method are both unity as 32 bytes can be transferred

between the FPGA and memory per clock cycle.

The second technique uses two SDRAM banks, one containing the input data for

each arithmetic stage and the other storing the output results. After each arithmetic

stage, the role of the two banks are reversed. This strategy effectively doubles memory

bandwidth since there is no contention between read and write transfers during an

arithmetic stage. The values of C16 and C32 are equal to 0.5 in this case.

Assumptions

Since the BEE2 platform was not available for testing, several assumptions were made

to estimate the performance of the 3DCE on the BEE2 platform.

The BEE2 board utilizes newer DDR2 memory technology instead of the DDR

SDRAM components used by the AP1100 platform. In addition to providing twice

the peak memory bandwidth, DDR2 memory components incorporate improvements

to the command interface that can reduce the latency between successive memory

transfer operations [58]. The memory access pattern generated by the 3DCE can re-

duce the efficiency loss caused by memory access latency to only 2.5%. The remaining

loss is caused by the overhead of periodically refreshing the memory [59].

The value of F for the arithmetic core on the BEE2 platform is taken as 100MHz

instead of 80MHz, which is a valid assumption since the XC2VP70 components used

on the BEE2 are of a 14% faster speed grade than the XC2VP100 component used

on the AP1100 [45]. The remaining 11% can be achieved by increasing the effort level

of the implementation tools, as they were originally set to medium effort to reduce

the time required to place and route the design [60].

A less conservative burst throttling mechanism that leads to an efficiency loss of

only 2.5% is also assumed, since the memory coherency issue is only a factor at smaller

mesh sizes. Overall, the 3DCE implemented on the BEE2 platform is estimated to

run at 95% processing efficiency and at a clock frequency of F = 100MHz.
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Performance Results and Comparisons

Table 7.4 tabulates the estimated performance results that can be achieved using the

BEE2 platform under the assumptions above. The increased memory bandwidth of

the BEE2 platform yield improvements of 4.5x and 9.0x over the Amirix AP1100

platform for the single and dual memory configurations, respectively. Further im-

provements of up to 18.0x could also be realized by utilizing all four of the memory

banks available to a single FPGA. However, this would require that the datapath

of every module in the design be doubled in either width or clock frequency to ac-

commodate the increased bandwidth. The former option would require a redesign

of each module, while the latter would double the arithmetic logic usage since the

technique used to virtualize the floating-point cores would exceed the capability of

the FPGA [43].

Table 7.4: Estimated Performance of a Single 3DCE on the BEE2 Platform

Platform M = 25 M = 26 M = 27 M = 28 M = 29

3DCE on
3.60x10−2s 3.50x10−1s 3.30x100s 3.04x101s∗ 2.75x102s∗

Amirix AP1100

BEE2 with one
7.93x10−3s 7.73x10−2s 7.28x10−1s 6.71x100s 6.08x101s

DDR-2 Bank

BEE2 with two
3.97x10−3s 3.86x10−2s 3.64x10−1s 3.36x100s 3.04x101s

DDR-2 Banks

3.2GHz Pentium
2.44x10−3s 2.88x10−2s 3.34x10−1s 3.24x100s 3.88x101s

Xeon Processor

The performance results for the Pentium processor are also given in Table 7.4 for

comparison. For smaller data sizes (M = 25 and M = 26), the performance of the

processor still exceeds that of the dual-memory implementation on the BEE2 platform

as the mesh memory fits within the processor cache. Since the processor runs at a

considerably higher clock frequency than the FPGA, the transformation takes less

time on the processor than it does on the FPGA. Figure 7.3 plots the performance

results for the convolution implementations in Table 7.4.

For larger mesh sizes (M = 64 and M = 128), the charge mesh spills out of the

processor cache and the performance of the transform is limited by the bandwidth of

the main memory. In this case, the performance of the dual-memory 3DCE on the
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Figure 7.3: Estimated Performance of a Single 3DCE on the BEE2 Platform

BEE2 platform is within 10% of the processor. This result is unsurprising considering

that the memory architectures of the two platforms are very similar. The processor

used to perform the FFTW-based convolution measurements contained two 1Gbyte

banks of DDR2-400 memory in a dual-channel configuration, which combine to give

the same peak memory bandwidth available to the 3DCE in the dual memory config-

uration. In the largest mesh size, the 3DCE exceeds the performance of the processor

node as the processor must contend with swapping memory to and from disk.

7.3 Performance of Parallel 3DCEs

The previous sections showed that the execution time of the 3DCE for M ≥ 27 on

the BEE2 platform is comparable to that of a single 3.2GHz processor, since the

computation is memory-limited and both architectures have similar memory band-

widths. Further reductions in processing time require that the convolution operation

be distributed across multiple computing engines and performed in parallel, which in

effect increases the available memory bandwidth.
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This section estimates the performance increase that can be obtained by using

multiple instances of the 3DCE with the parallel SPME algorithm. In Section 7.3.1,

an architecture for a multi-FPGA computing machine that can be used to implement

an array of 3DCEs is briefly introduced. Section 7.3.2 then presents the performance

improvement that can be achieved by using multiple 3DCEs in tandem and compares

the results with estimates for the convolution operation based on reported values from

the BlueGene/L parallel 3D-FFT implementation [32].

7.3.1 The TMD Machine

The 3DCE consumes approximately 25% of the available resources on the Xilinx

XC2VP100 FPGA as shown in Table 5.3. As a result, a maximum of four instances

of the 3DCE can be implemented on this component. Even though larger components

are available, a single FPGA is still unable to accommodate more than a handful of

engines due to other issues such as I/O pin availability for connecting external memory

components. More than one FPGA must be used to provide a truly scalable platform

for building an array of 3DCEs.

The TMD (no acronym definition is given) is an architecture for a scalable com-

puting machine constructed entirely using FPGA computing nodes. The goal of the

architecture is to provide a multi-FPGA platform for implementing many instances

of interconnected computing engines [61]. Such an architecture is targeted toward

applications with abundant parallelism that require more hardware resources than a

single FPGA can provide.

Communication between hardware engines in the TMD is achieved using an ab-

stracted communication interface based on message-passing. Hardware engines com-

municate directly with message-passing modules that route messages to their ap-

propriate destinations. Network topologies within an FPGA can be defined accord-

ing to the application requirements, while inter-FPGA communication is provided

by low-latency communication channels implemented using high-speed gigabit serial

links [62]. The communication interface transparently routes messages across the

serial links for communication between engines that do not reside within the same

FPGA [63].

The TMD platform is ideal for implementing parallel 3DCEs as it provides the nec-

essary framework for networking multiple FPGAs. Furthermore, the current driving

application of the TMD is the simulation of molecular dynamics, and the 3DCE can
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be integrated into the framework of the simulator to perform the reciprocal-space cal-

culation of the SPME algorithm. An initial prototype of the TMD architecture based

on the AP1100 platform was used for implementing the parallel SPME algorithm

across eight FPGA nodes with a single 3DCE per node.

7.3.2 Performance Comparisons of Parallel 3DCEs

The parallel SPME algorithm absorbs the operations of the forward and inverse

vector-radix 3D-FFT that exchange data across multiple nodes into independent local

operations performed by each node. This allows individual nodes to perform convolu-

tion operations on local mesh data without having to communicate with other nodes

in the system. The speedup that can be achieved in the reciprocal-space portion of

the parallel SPME algorithm is then limited by only three factors:

1. The time required to disseminate the atomic coordinates and charges to each

processor at the beginning of every operation;

2. The time required to perform the table lookup and twiddle factor multiplication

necessary to combine FFT operations with the mesh construction step;

3. The time required to sum the results from each processor node at the conclusion

of every operation.

In this section, the performance of multiple 3DCEs working in tandem is compared

to the estimated performance of a parallel convolution operation performed on the

IBM BlueGene/L computing platform. Four assumptions about the operation of both

platforms must be made before comparisons can be drawn.

Assumptions

The first assumption is that the time required to initialize the local charge mesh of

each node prior to performing the convolution operation is identical in both implemen-

tations and can be omitted from the performance comparison. In the BlueGene/L

platform, the entire charge mesh must be constructed (presumably on a relatively

small number of nodes) before local mesh data can be transmitted to each node.

Since the data sent to each node is unique, the communication for this step has a

one-to-all pattern and P unique messages of size M3/P are sent to each processor.

In contrast, the parallel SPME algorithm requires that each node has a copy of the
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positions and magnitudes for every point charge before the initialization of the local

charge meshes can occur. Since the data sent to each node is identical, one broadcast

message of size ∼M3 is sent to all nodes as the number elements in the mesh is on the

order of the number of particles in the system (M3 ∝ N). Thus the first assumption

relies on the fact that the time required to perform P unique sends of size M3/P

takes at least as much time as a broadcast of size M3 to P nodes.

The second assumption is that the performance impact of folding butterfly opera-

tions into the charge mesh construction step of the parallel SPME algorithm is neg-

ligible. In the original SPME algorithm, the charge mesh is constructed by adding

the projected components of each point charge to the appropriate location in the

charge mesh. The parallel SPME algorithm replaces the addition operation with

a small table-lookup to determine if the component should be added or subtracted

to the mesh. The element is also multiplied by a twiddle factor if P > 8. Since

the calculation of each projected component already requires numerous addition and

multiplication operations (refer to Equations (2.23) and (2.24)), it is assumed that

the added overhead of this step is negligible.

The third assumption is that both implementations perform the three-dimensional

discrete convolution operation required by the core of the reciprocal-space SPME al-

gorithm, which consists of an inverse 3D-FFT, followed by a point-wise multiplication

with a precomputed mesh, and finally the forward 3D-FFT. Once again, performance

numbers for this convolution operation are not directly available for the BlueGene/L

platform and are conservatively estimated by doubling the reported time required to

compute a forward 3D-FFT. This assumption omits the time required to perform the

element-wise multiplication of the B ·C mesh, which gives a slight artificial advantage

to the BlueGene/L results.

The final assumption is that the time required to collect output data from each node

once the operation has completed is identical. In the BlueGene/L implementation,

this step requires that each node send a message containing its transformed mesh to

a central node. In the parallel SPME algorithm, M3 data values generated by each

node are reduced to a single message of size M3 by summing the output data from

each node. This assumption requires that the time required for each of the P nodes

to send a message of size M3/P to a central node takes at least as long as the time

required for P nodes to perform a collective sum operation on a message of size M3.
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Comparisons

It is possible to obtain a first-order comparison of the scalability of the convolution

operation performed on the BlueGene/L and the scalability of the same operation

performed on multiple 3DCEs under the assumptions above. Since the time required

to scatter data among the nodes at the start of the each operation and to gather data

from the nodes at the conclusion of each operation is assumed to be identical between

the two implementations, differences in scalability can be computed by analyzing the

time required to perform the convolution operation only.

The execution time of the 3DCE configured for parallel operation on a local mesh

is slightly longer than the execution time of a single engine operating on the same

mesh size. This is because an additional twiddle factor stage is inserted at the be-

ginning and end of the entire operation to reduce the complexity of the local charge

mesh initialization and force interpolation steps, respectively. Performance measure-

ments were conducted for local mesh sizes between M = 23 through M = 28 on the

Amirix AP1100 platform, and performance figures for M > 28 were obtained through

extrapolation.

The performance data for the BlueGene/L processor was obtained from two sep-

arate sources. An initial paper on the volumetric decomposition algorithm provided

the execution time of the forward 3D-FFT for M = 27 through M = 29 [31], and a

later paper presented results for M = 25 through M = 27 after significant improve-

ments were made to the interprocessor communication routines. It was determined

by the authors that the BlueGene/L 3D-FFT implementation shows the strongest

scaling ability for mesh sizes of M = 27.

Figure 7.4 illustrates the difference in scalability between the two implementa-

tions. The speedup of the parallel 3DCE implementation is not adversely affected

as P increases since there is no communication between nodes. However, a limit

is encountered when the size of the local mesh in each processor reaches the mini-

mum supported dimension of M = 23. The effect of interprocessor communication

overhead causes the speedup of the BlueGene/L implementations to plateau after a

certain number of processors for the results given in [30]. Unfortunately, additional

performance data beyond P = 512 processors is not available for the results in [31]

and the plateau of scalability cannot be observed.

Table 7.5 uses the data presented in Figure 7.4 to estimate the number of 3DCEs

implemented on the AP1100 platform that are required to match or exceed the max-
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Figure 7.4: Performance Comparison of Parallel 3D Convolution Implementations

imum performance achieved by the BlueGene/L implementations. The same proce-

dure was repeated to obtain similar estimates for the single and dual-memory engine

configurations implemented on the BEE2 platform. The performance trends for these

platforms exhibit the same slope as the Amirix platform, but are offset corresponding

to the constant factor of performance improvement over the Amirix platform. In each

case, the number of 3DCE instances, P3DCE, is limited to an integral power of two

due to the restrictions of the parallel SPME algorithm. A similar restriction applies

to the BlueGene/L platform as well.
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Table 7.5: Number of 3DCEs required to match BlueGene/L Performance

Mesh Size Max. BlueGene/L Equivalent Number of 3DCEs, P3DCE

(M) Scalability, PBG Amirix AP1100 BEE2 - 1 Bank BEE2 - 2 Banks

32 [30] 512 64 (64) 16 (1) 8 (1)

64 [30] 1024 256 (256) 64 (4) 32 (4)

128 [30] 8192 1024 (1024) 256 (16) 128 (16)

128 [31] 512 64 (64) 16 (1) 16 (2)

256 [31] 512 128 (128) 32 (2) 16 (2)

512 [31] 512 128 (128) 32 (2) 16 (2)

(Value in parentheses denotes number of physical boards)

Table 7.5 shows that the value of P3DCE required to match the maximum perfor-

mance reported by the BlueGene/L platform is consistently lower than PBG. This

result actually holds true for all performance values for which PBG ≥ 8 due to the

strong scalability of the parallel SPME algorithm. The ratio of PBG : P3DCE between

columns two and three of Table 7.5 are a direct result of this scalability, as it was

shown earlier in Figure 7.1 that the single-node performance of the BlueGene/L and

Amirix platforms are comparable. Columns four and five, corresponding to the two

BEE2 platforms, have even higher ratios of PBG : P3DCE and this additional per-

formance advantage is attributed to the increased memory bandwidth of the BEE2

platform. Note that the ratio of P3DCE between the three hardware implementa-

tions is not always constant since the number of engines required to meet a certain

performance threshold must be rounded upwards to the next power of two.

The results presented earlier in this chapter illustrated that the performance of a

single 3DCE is similar to the performance of a single processor node, provided both

architectures have the same memory throughput. However, the results in Table 7.5

show that the advantage of using the FPGA-based 3DCE is realized when the compu-

tation is distributed across multiple nodes and used in combination with the parallel

SPME algorithm. This is because the algorithm eliminates communications between

nodes during the convolution, allowing the performance to scale linearly. This en-

ables an array of 3DCEs operating in tandem to provide the same performance as

a supercomputer containing a much higher number of nodes. For a common mesh

dimension of M = 27 [7], it is estimated that a mere 16 BEE2 boards containing 128
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dual-memory 3DCEs can provide the same convolution performance as an 8192-node

BlueGene/L supercomputer due to the elimination of the interprocessor communica-

tion bottleneck.

A machine constructed using FPGA nodes to implement the 3DCEs has several

inherent advantages over a similar implementation on a supercomputer:

• The cost of the machine is likely to be lower since fewer nodes are required, and

FPGAs are commodity components whereas supercomputing nodes generally

are not [32];

• The communication infrastructure of the machine is less complex as the nodes

are not required to communicate as frequently with each other;

• The power consumption of the system can be reduced since fewer FPGA nodes

are required;

• The maintainability of the system is higher as there are fewer physical nodes

that can fail.

Thus, using multiple FPGA-based 3DCEs to compute the three-dimensional con-

volution operation at the heart of the SPME algorithm is a very effective approach to

reducing the time required to calculate electrostatic interactions in MD simulations.
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This chapter draws conclusions and states the novel contributions of this work in

Section 8.1 based on the observations made in the previous chapters. Avenues for

future work are discussed in Section 8.2.

8.1 Conclusions

The goal of this research was to develop a method of improving the performance of the

SPME algorithm used to compute electrostatic potential energies and forces in MD

simulations. Previous work showed that a major bottleneck of this computation is

the O(N log(N)) computation of a forward and inverse 3D-FFT to achieve a discrete

three-dimensional convolution operation. The 3D-FFT operations can be distributed

across multiple processors to reduce the computation time, but the scalability of this

approach is hindered by the overhead of interprocessor communication.

With the goal of eliminating this overhead, a technique for parallelizing the com-

putation of the forward and inverse 3D-FFT was developed in Chapter 3 based on

the vector-radix decomposition method. This technique was applied in Chapter 4 to

parallelize the SPME algorithm in a manner that eliminates communication between

nodes, allowing the the algorithm to scale extremely well regardless of the underlying

architecture.

In Chapter 5, an FPGA-based hardware implementation of a three-dimensional

convolution engine, the 3DCE, was developed for use with the parallel SPME algo-

rithm. The engine accommodates mesh sizes containing over one billion elements

(N = 23 · 10) and computes the necessary inverse vector-radix 3D-FFT, element-wise

multiplication and forward vector-radix 3D-FFT required to perform the convolution.

Techniques for performing on-chip testing of the modules that comprise the 3DCE

were presented in Chapter 6.

The performance of the 3DCE was evaluated in Chapter 7. It was demonstrated

that for smaller mesh sizes, a general-purpose workstation outperforms the 3DCE
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since a large fraction of the mesh resides within the processor cache memory. However

for larger mesh sizes, the time required to perform the convolution is limited by the

bandwidth of the main memory, and the performance of the single engine was shown

to be comparable to that of a workstation with similar memory bandwidth.

The advantage of using the 3DCE was realized when it was combined with the

parallel SPME algorithm. Since the algorithm scales well, a small number of FPGAs

were shown to provide performance equivalent to a supercomputer comprised of a

much larger number of processor nodes. For a common mesh dimension of M = 27,

it was estimated that 128 instances of the 3DCE engine implemented on 64 FPGAs

could provide the same convolution performance as an 8192-node supercomputer.

The novel contributions of this work are described in Section 8.1.1.

8.1.1 Contributions

Since the scope of this work encompassed multiple disciplines, there are three novel

contributions contained within this thesis:

• The first reported use of the vector-radix approach to parallelizing the compu-

tation of the 3D-FFT;

• The development of a parallel SPME algorithm based on the forward and inverse

vector-radix 3D-FFT that eliminates all of the interprocessor communication

during the convolution operation;

• The design, implementation and verification of an FPGA-based 3D-FFT engine

using the vector-radix 3D-FFT method that is capable of realizing the maximum

throughput of burst memory devices.

8.2 Future Work

System Integration

There are several opportunities for future work that can enhance the usability of the

3DCE in the context of a larger system. For example, the current version of the

engine is designed to operate on mesh dimensions that are equal in every dimension.

By enhancing the state machines for each module, the engine can be made to operate

on meshes where the number of points along one dimension has either twice or half
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of the number of points in the other two dimensions. For example, mesh dimensions

(Mx, My, Mz) = (2, 4, 4) or (Mx, My, Mz) = (2, 2, 4) could be used instead of requiring

Mx = My = Mz = 4. This permits a much finer granularity in the selection of mesh

dimensions for the SPME algorithm since the number of atoms N must be propor-

tional to the number of mesh points. Allowing non-cubic dimensions also reduces

processing time since less memory is exchanged between the FPGA and memory.

Once this modification has been applied, the next avenue for future work would be

to integrate the 3DCE with the other components of the RSCE engine to provide a

complete implementation of the reciprocal-space SPME computation. The datapath

of the other components must be upgraded to utilize single-precision floating-point

numerical representations, and modifications to support the charge mesh initialization

step of the parallel SPME algorithm must also be incorporated. Once the appropriate

components have been overhauled, the design can be integrated into a larger simula-

tion framework on an architecture such as the TMD. At this point, hardware engines

for computing the real-space and self-energy terms can be added to give a complete

implementation for calculating electrostatic interactions in MD simulations.

Architectural Exploration

It was noted in Chapter 7 that the performance of a single 3DCE is limited by the

bandwidth of main memory. Since the vector-radix 3D-FFT localizes the inner butter-

fly operations of the inverse and forward transforms, the problem can be distributed

in a manner that avoids communication between nodes. In effect, this technique in-

creases the bandwidth of the mesh memory by allowing many independent accesses

to it. This localization property can also be used by a single convolution engine that

contains many small arithmetic datapaths, each with its own separate local memory.

Future generations of FPGA components may be able to support such an architecture

if more area-efficient floating-point units were available.

To explore a new direction, an interesting exercise would be to evaluate the perfor-

mance of the parallel SPME algorithm on different architectures as the algorithm is

not limited to the 3DCE. Existing 3D-FFT libraries that use different approaches to

computing the transform can be used locally by each node in the architecture, since

the vector-radix decomposition is only used in the outer butterfly stages to partition

the problem into smaller, independent problems.
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An example of a suitable architecture is an array of vector graphics processors.

These processors utilize a large number of single-precision floating-point pipelines

in combination with a high-bandwidth memory interface, which is similar to the

architecture of the 3DCE. Recent work shows that the performance increase for two-

dimensional FFTs over processor architectures is promising [64]. An evaluation of

the number of graphics processors required to give the same performance as a cluster

of FPGAs would be necessary to determine the viability of such an architecture.

Other Uses

Although the 3DCE performs a fairly specific operation, it can be easily modified to

perform generic 3D-FFTs using a single FPGA or a small number of FPGAs inter-

connected using high-speed data links. An ideal platform for the latter configuration

would be the BEE2 introduced in Chapter 7, since the high-bandwidth parallel data

buses between the computation FPGAs shown in Figure 7.2 map naturally to the

vector-radix 3D-FFT interprocessor communication pattern. There are many poten-

tial applications for a generic 3D-FFT engine, including discrete numerical simulations

of turbulence as well as other N -body simulation techniques such as those used to

predict the time-evolution of stellar bodies [25].
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A Table of Mathematical Symbols

Table A.1: List of Mathematical Symbols

Symbol Definition

A Average number of atoms per patch

∆A Difference between the linear address in memory between the

upper and lower elements of a butterfly operation

B B-Spline Coefficient Mesh, formed by Equations (2.27) and

(2.28).

C Charge Potential Mesh, product of discretized Fourier trans-

forms of g(~r) and γ(~r), given in Equation (2.30).

C16, C32 Number of clock cycles (with respect to arithmetic datapath)

required to transfer 16 and 32 bytes between an FPGA and

external memory, respectively

DFTM{ · } M -point discrete Fourier transform operator

~Fn Force acting on atom n

F { · } Discrete Fourier Transform operator

L(~r) Lattice function - defines an impulse at the origin of every replica

cell under the periodic boundary condition

M Number of points along one dimension of a mesh (Note: In

Chapter 3, M also refers to the size of the FFT transform)

Mp(x) Cardinal B-Spline function of order p, defined for (0 ≤ x < p)

in Equation (2.24)

N Number of atoms in a MD simulation environment

P Number of processors participating in a parallel operation

Continued on next page
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Table A.1 - Continued from previous page

Symbol Definition

Q Charge Mesh, formed by projecting magnitude of point charges

in a simulation volume onto a discrete mesh using the charge

assignment function W (x)

Rn Radius of spherical shell enclosing periodic replica cells

T Elapsed wall-clock time

U Potential Energy

V Volume of simulation space

W (x) Charge assignment function, used to project point charges onto

discrete mesh in Equation (2.23)

W̃ ( · ) Fourier transform of charge assignment function W (x)

WM Complex-valued twiddle factor defined by Equation (3.3)

Xj Output sample of Discrete Fourier Transform performed on the

input sequence xk

~an Instantaneous acceleration of atom n

b1(k̂1), b2(k̂2), b3(k̂3) Interpolation coefficients of the Euler complex exponential

spline, given in Equation (2.27)

b∗1(k̂1), b
∗
2(k̂2), b

∗
3(k̂3) Complex conjugate of Euler complex exponential spline coeffi-

cients

c1, c2, c3 Coordinates of replica simulation cell (integers)

ex,y,z The element at arbitrary discrete coordinates (x, y, z) of a mesh

f̃(~k) Fourier Transform of arbitrary continuous function f(~r) defined

over R
3

f̂M (r̂) Discretized representation of continuous function f(~r) for a mesh

with length M , and defined over Z
3

g(~r) Green’s function of Coulombic potential, 1/|~r|

g̃(~k) Fourier-transformed Green’s function of Coulombic potential,

given by 4π/|~k|2 and defined over R
3

~k Reciprocal-space vector in R
3. The relationship between ~r and

~k is analogous to that between time and frequency domain.

Continued on next page
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Table A.1 - Continued from previous page

Symbol Definition

k̂ Discrete reciprocal-space vector in Z
3. The relationship between

r̂ and k̂ is analogous to that between time and frequency domain.

The values of k̂ are formed by linear combination of integer

multiples of the reciprocal lattice vectors ~m1, ~m2, and ~m3.

k̂β Component of discrete vector k̂ along dimension β

~m1, ~m2, ~m3 Reciprocal lattice vectors of ~n1, ~n2, ~n3, defined by ~ni · ~mj = δi,j.

These vectors form a basis for ~k

mn Mass of atom n

~n Vector displacement from origin to replica cell, ~n = c1~n1+c2~n2+

c3~n3

~n1, ~n2, ~n3 Lattice vectors defining simulation volume

p B-Spline Interpolation Order

qn Magnitude of charge for atom n

rc Cut-off radius: Value beyond which interaction potentials are

truncated

~ri Vector displacement from origin to atom i

~rij Vector displacement from atom j to atom i, ~ri − ~rj

rβ Value obtained by projecting vector value onto ~nβ and multiply-

ing by M , ranges from [0,M)

r̂ Discrete coordinates of a mesh element defined by the triplet of

integers r̂β

r̂β Integer portion of rβ, ranges from 0 . . . (M − 1) and usually de-

fines a discrete mesh coordinate

r̂i,β Discrete mesh coordinates of point charge i along dimension β

r̄β Fractional component of rβ , ranges from [0, 1) and defined by

rβ − r̂β

~vn Instantaneous velocity of atom n

xk Input sample of a Discrete Fourier Transform

~x Vector position

Continued on next page
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Table A.1 - Continued from previous page

Symbol Definition

~xn Vector position of atom n

α Ewald Coefficient, trades off real/reciprocal space computation

complexity

β Index indicating the dimension a component represents, β ∈
{1, 2, 3}

δ(~r) Dirac Delta function, defined only at ~r = 0 such that
∫

δ(~r)d~r =

1

δi,j Kroenecker Delta function, equal to unity if i = j and zero

otherwise

ǫ Lennard-Jones Interaction Parameter between two atoms

ǫ0 Permittivity of free space, ǫ0 = 8.854 × 10−12F/m

γ(~r) Gaussian screening function, given in Equation (2.14)

∇z{ · }z Gradient operator with respect to z

φ(~r) Electrostatic potential function

φ̂M(Recip) Discretized electrostatic potential mesh in the SPME algorithm

φ̃(~k) Fourier transform of electrostatic potential function, defined

over R
3

φqi
(~r) Electrostatic potential induced by point charge qi

φρ(~r) Electrostatic potential induced by charge density function ρ(~r)

ρ(~r) Electrostatic charge density function

ρ̃(~k) Fourier transform of electrostatic charge density function, de-

fined over R
3

ρ̂M (r̂β) Discretized version of the electrostatic charge density, given by

Equation (2.23)

σ Lennard-Jones Interaction Parameter between two atoms

⋆ Linear convolution operator for continuous functions

⊗ Discrete circular convolution operator for discrete functions
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B Derivation of the Decimation in Frequency

FFT

This appendix gives the derivations and diagrams for the Decimation in Frequency

(DIF) FFT. A summary of the differences between the DIT and DIF FFT algorithms

is provided in Section B.0.1.

Equation (3.1) for the DFT can be rewritten as two separate summations of the

first and second halves of xk as follows:

Xj =

M/2−1
∑

k=0

xk ·W−jk
M +

M−1
∑

k=M/2

xk ·W−jk
M (B.1)

The bounds of the second summation can be rewritten to be the same as the first:

Xj =

M/2−1
∑

k=0

xk ·W−jk
M +

M/2−1
∑

k=0

xk+M/2 ·W−j(k+M/2)
M

=

M/2−1
∑

k=0

xk ·W−jk
M + W

−jM/2
M ·

M/2−1
∑

k=0

xk+M/2 ·W−jk
M

(B.2)

By Equations (3.4) and (3.5), the twiddle factor coefficient of the second summation

can be simplified:

W
−jM/2
M = W−jM

2M

=
[

W M
2M

]j

= (−1)j

(B.3)

Using this result, Equation (B.2) simplifies to:

Xj =

M/2−1
∑

k=0

xk ·W−jk
M + (−1)j ·

M/2−1
∑

k=0

xk+M/2 ·W−jk
M (B.4)
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Equation (B.4) can be separated into two equations by considering the odd and even

elements of Xj in isolation. Equation (B.5) considers the even components, while

Equation (B.6) considers the odd components.

X2j =

M/2−1
∑

k=0

xk ·W−(2j)k
M + (−1)2j ·

M/2−1
∑

k=0

xk+M/2 · W
−(2j)k
M

=

M/2−1
∑

k=0

[

xk + xk+M/2

]

·W−(2j)k
M

=

M/2−1
∑

k=0

[

xk + xk+M/2

]

·W−jk
M/2

= DFTM/2

{

xk + xk+M/2 | k ∈ 0 . . . M
2
− 1
}

(B.5)

X2j+1 =

M/2−1
∑

k=0

xk ·W−(2j+1)k
M + (−1)2j+1 ·

M/2−1
∑

k=0

xk+M/2 · W
−(2j+1)k
M

=

M/2−1
∑

k=0

[

xk − W−k
M · xk+M/2

]

·W−(2j)k
M

=

M/2−1
∑

k=0

[

xk − W−k
M · xk+M/2

]

·W−jk
M/2

= DFTM/2

{

xk − W−k
M ·xk+M/2 | k ∈ 0 . . . M

2
− 1
}

(B.6)

Equations (B.5) and (B.6) show that an M-point DFT can be decomposed into

two M/2-point DFTs. The even-indexed results are obtained by computing the M/2-

point DFT of the sum of the two halves of the input sequence. Odd-indexed results

are obtained through a slightly more complex operation. First, each element in the

second half of the input sequence is multiplied by a twiddle factor, and then the

result is subtracted from the first half of the input sequence. A M/2-point DFT of

the resulting sequence yields the odd-indexed values of the original M-point DFT.

This recursion continues until M = 2 and the 2-point FFT butterfly in Figure B.1

is obtained. Note that in the general case, the twiddle factor multiplication occurs

after the butterfly operation as shown in Figure B.1, as opposed to the DIT FFT,

where it occurs before the butterfly operations.

The schematic representation of an 4-point DIF FFT is illustrated in Figure B.2.

Using the DIF method causes the output values to be generated in bit-reversed order.
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Figure B.2: Signal Flow Graph of the DIF Radix-2 FFT for M = 4

Figure B.3 illustrates the construction of the 8-point DIF FFT. The signal flow

graph for the 2 × 2 × 2-point vector-radix DIF 3D-FFT is illustrated in Figure B.4.
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Figure B.3: Signal Flow Graph of the DIF Radix-2 FFT for M = 8

B.0.1 Summary of Differences between DIT and DIF Algorithms

The following is a summary of the key differences between the DIT and DIF methods

of performing the FFT. The methods exhibit a duality in that the forward DIF
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Figure B.4: Signal Flow Graph of the DIF Radix-〈2, 2, 2〉 FFT Butterfly

algorithm has the same properties and structure as the inverse DIT algorithm, and

the forward DIT algorithm has the same properties and structure as the inverse DIF

algorithm.

• The DIT algorithm performs decimations on the input data xk, causing the

input to the signal flow graph to be in bit-reversed order. In contrast, the DIF

algorithm performs decimations on the output data Xj, which means that the

output of the signal flow graph is produced in bit-reversed order.

• The DIT algorithm performs initial butterflies that are ‘close’ together in mem-

ory (after it has been permuted), meaning that adjacent elements are butterflied

first, and elements that are a distance of M
2

apart are butterflied last. In the

DIF algorithm, the long-distance butterflies are performed in the initial stages

and butterflies between adjacent elements are performed in the final stage.

• Twiddle factor multiplication occurs before a butterfly stage in the DIT algo-

rithm, and after butterfly stages in the DIF algorithm.
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