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Abstract

Improving the performance of Java programs often requires the manipulation of
Java bytecode, either within a Java compiler or within a Java Virtual Machine (JVM).
However, the manipulation of Java bytecode requires familiarity with the details of
the class file format. Most of these details are unimportant to a user wishing only to
manipulate bytecode.

We describe the design and implementation of BCIR, a representation and inter-
face to hide the details of the class file from the user and to present its contents in
an intuitive manner. JVM instructions are presented in an object-oriented format
for simple addition, deletion and reordering. We provide an interface to the constant
pool, which is the encoded symbol table for the class file. Finally, we provide users
with a means to extend class files by defining new attributes. BCIR provides users
with the tools to modify Java class files without requiring the user to be familiar with

the details of the file format.
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Chapter 1

Introduction

1.1 Motivation

The Java programming language [GJS96] offers many advantages. Compiled Java
programs are portable to any platform in binary form, as long as the Java Virtual
Machine (JVM) exists for that platform. Strong typing, exception handling and the
elimination of pointer arithmetic allow programmers to avoid problems that are often
encountered when programming in C [Gos97]. Most tasks of memory management are
also eliminated, as Java provides automatic garbage collection. Runtime verification
allows even untrusted Java programs to be executed in a safe and secure fashion.
Unfortunately, verification and interpretation (as opposed to native execution) both
increase the execution time of a Java program. Java confers desirable advantages to
the programmer and the user, but the execution model means poor execution time
when compared to similar programs written in C.

Despite the inferior running time, the advantages of Java still make it a popular
language. If the quality of compiled Java code could be improved, the tradeoff would
be even less noticeable. Improving the performance of Java programs often requires
the manipulation of Java bytecode, either within a Java compiler or within the JVM.
However, simple operations on bytecode require extensive knowledge of the details of
the class file format. We seek to build a framework to read, modify and write byte-
code so that compiled Java binaries can be manipulated by a user without requiring

knowledge of these details.



1.2 Overview

The main goal of this project is to provide a user with an interface to modify various
aspects of a class file. We accomplish this by designing the ByteCode Intermediate
Representation (BCIR) to represent a compiled Java program. The implementation
of BCIR involved the design and implementation of a suitable representation for a
class file and the interface to access the representation. In fact, the class file format
(which we will discuss later) has a hierarchical format, which BCIR follows closely

except for a few notable deviations.

1.2.1 Features of BCIR

BCIR was designed to extract the information present in Java class files and represent

them in a useful manner. The following are the more salient features of BCIR:

e The instructions are stored in the class file as a stream of binary data. BCIR
converts these instructions into an object-oriented representation and provides

methods for ease of addition, deletion and reordering.

e One of the major hurdles encountered in modifying a class file is that an en-
coded symbol table (called the constant pool) is used extensively by other com-
ponents of a class file. This constant pool is difficult to interpret and also must
be correctly maintained under class file updates. BCIR automatically handles
constant pool updates for common tasks, such as instruction addition, deletion
and reordering, relieving the user from explicitly updating the constant pool.
More complicated class file modifications, such as addition of user-defined at-
tributes, may require explicit knowledge and use of the constant pool. BCIR
provides a constant pool interface to simplify constant pool maintenance for

these tasks.

e Attributes in Java class files allow information to be transmitted from compile-
time to run-time. There are several pre-defined attributes in Java which trans-

mit information such as the name of the source file, or mapping of bytecode



instructions to lines of source code. However, a programmer can create a new
attribute to pass data from compile-time to run-time as long as the compiler
and JVM are both aware of an attribute. BCIR provides an interface for the
pre-defined attributes and a mechanism for user-defined attributes to be added

to a class file.

1.3 Organization

The remainder of this document is organized as follows. Chapter 2 explains various
concepts pertaining to this project and discusses the class file format in detail. Chap-
ter 3 presents the software architecture of BCIR and describes its major portions,
including: handling of the constant pool, extending attributes, and interpretation of
instructions. Chapter 4 provides examples of how to perform various tasks using the

given framework. Chapter 5 contains some concluding remarks.



Chapter 2

Background

2.1 The Java Compilation Model

The source code for a Java program resides in a text file called the source file which
has the extension .java and typically contains only one class. The source file contains
descriptions about the fields of the class, which store a value or reference, and the
methods of the class which contain a series of statements to be executed. The reader
is referred to the language specification for Java [GJSBO0O0] for details.

A compiler, such as javac, translates the source file into a class file, which has
the extension .class. The class file is essentially machine code to be run by a suitable
Java Virtual Machine such as java. Figure 2.1 illustrates the compilation path of

Java.

JavaSource | JavaCompiler | JavaBytecode ‘| JavaVirtual Machine
java javac .class l java

Figure 2.1: Java Compilation Path.

The statements in a Java source file are compiled into a sequence of assembly-
like instructions called bytecode. Each instruction is composed of a one-byte number
called an opcode, followed by a number of parameters depending on the opcode. The

opcode and corresponding parameters comprise an nstruction.



2.2 Java Bytecode Format

In this section, we discuss the format of a Java class file in detail. The class file
contains all the information a JVM needs to know about one Java class or interface.
It generally consists of a number of tables, each describing a list of items that can
appear in a class file.

A description of structures in a class file along with their size, in bytes, can be

found in Table 2.1.

Table 2.1: Top Level Table of a Class File [MDS97].

Size | Name Description

8 magic magic information. See Section 2.2.1 for details.

2 constant_pool_count | the number of entries in the constant pool

N/A | constant pool See Section 2.2.2 for details.

2 access_flags access modes for the class. See Appendix A.1

2 this_class index of a constant pool entry indicating the name
of this class

2 super_class index of a constant pool entry indicating the su-
perclass

2 interfaces_count the number of interfaces implemented by this class

N/A | interfaces See Section 2.2.4 for details.

2 fields_count the number of fields used by this class

N/A | fields See Section 2.2.5 for details.

2 methods_count the number of methods declared by this class

N/A | methods See Section 2.2.6 for details.

2 attributes_count the number of top-level attributes in this class

N/A | attributes See Section 2.2.3 for details.

The magic (Section 2.2.1) identifies the file as a Java class file and also indicates
the level of JVM specification used by this class [MDS97|. The constant_pool_count
specifies the size of the constant pool (Section 2.2.2) followed by the constant pool
itself. The access_flags specify the access modes for the class; a complete listing of
access flags is listed in Appendix A.1. The items this_class and super_class give
the name of this class and its super class, respectively. Note that this_class and
super_class actually are numeric references (indices) into the constant pool, which
contains the strings representing the respective names.

The item interfaces_count enumerates the number of interfaces implemented



by this class; a sequential array of these interface definitions comprise the interfaces
array. Similarly, the cardinality counts for fields, methods and attributes are each
followed by sequential arrays of the fields, methods and attributes, respectively. At
this time, JVM specification [LY99] requires that only the SourceFile attribute be
recognized at the top level.

The following sections describe each of the class file items in more detail.

2.2.1 Magic

The magic item of the class file contains information to indicate that the file is a Java

class file. Table 2.2 describes the format of magic structures and their size in bytes.

Table 2.2: Format of Magic Numbers in Class Files [MDS97].

Size ‘ Name ‘ Description

4 magic The unsigned integer OxCAFEBABE identifies a Java class file.
2 minor_version | Java interpreters expect minor_version this to be 3.

2 major_version | Java interpreters expect major_version to be 45.

The first four bytes must contain "0xCAFEBABE" ; this marks the file as a Java class
file. The next two 2-byte values are the minor version and major version, indicating

the JVM specification to which the class file adheres.

2.2.2 Constant Pool

The constant pool can be thought of as a one-dimensional array of variable-length
entries. Fach entry consists of a one byte tag specifying the format contents of that
entry, followed by the data represented by that entry.

A particular entry is referenced using its position in the array. As we will see,
there will be references to constant pool entries by other constant pool entries as
well as other class file constructs. These references appear in bytecode as numeric
indices. In Figure 2.2(a), we illustrate a fragment of the constant pool as it appears
in the class file. In Figure 2.2(b), we display the same fragment interpreted with the

numeric indices resolved.



UTF
CP15- UTF "println"
"println" UTF
CP16- UTF "(Ljaval/lang/ String;)V'
"(Ljaval/lang/ String;)V' UTF
CP17-UTF "javaliol PrintStreant
"javaliolPrintStreant NameAndType
CP18 - NameAndType "println"
15 "(Ljaval/lang/ String;)V'
16 Class
CP19 - Class "javaliolPrintStreant
17 M ethodr ef
CP20 - Methodr ef "println"
18 "(Ljaval/lang/ String;)
19 "javaliolPrintStreant

(@ (b)

Figure 2.2: Constant Pool Fragment.

There are eleven different types of constant pool entries, and they fall roughly

into 4 categories:

1. UTF (UTF): a UTF entry contains a string conforming to the specification out-

lined in Appendix B.1.

2. Basic Arithmetic Types (Integer, Float, Long, Double): the datum is
either a 4-byte integer, a 4-byte float, an 8-byte long, or an 8-byte double,

respectively.

3. Single Redirect Types (Class, String, NameAndType): the datum within
a Class entry is a 2-byte number referring to a UTF entry and is used to represent
a Java class. Similarly, the datum in a String entry is an index of a UTF entry
and is used to refer to a Java string. Finally, a NameAndType entry contains
two 2-byte indices that both index UTF entries; it is frequently used as a type

descriptor (name and type).

4. Double Redirect Types (Fieldref, Methodref, InterfaceMethodref):

these types all have the same format—a 2-byte index to a Class entry, followed



by a 2-byte index to a NameAndType entry. These are used as type signatures

and represent fields and methods.

A complete listing of the constant pool types can be found in Appendix C.1.

2.2.3 Attributes

An attribute is data that the compiler wishes to pass to the JVM. Attributes do not
exist at the source code level but are added by a compiler to provide information about
the program. An attribute may be necessary for execution like the Code attribute,
which contains the instructions to be executed. There are a number of optional
attributes that provide useful debugging information, such as the name of the source
file or a mapping of source code line numbers to instructions in bytecode. Table 2.3

describes the format of structures found in an attribute and their size in bytes.

Table 2.3: Format of an Attribute [MDS97].

Size | Name Description

2 attribute_name_index | index of a constant pool entry indicating the name
of the attribute

4 bytes_count length of the data in this attribute

N/A | data bytes of this attribute

An attribute may be associated with the top-level table, a field, a method,
or even with another attribute. For example, the Code attribute may contain a
LineNumberTable attribute, which describes a mapping between instructions and
source code lines. The format of all attributes is the same—two bytes referring to
the name of the attribute in the constant pool, four bytes specifying the length of
the data segment, then the data segment.

Various attributes differ only in the format of the data segment; they range from
the simplicity of one 2-byte number (ConstantValue attribute) to the complexity of
the Code attribute (explained in Section 2.2.6.1). Figure 2.3 illustrates the interpreted

format of common attributes.



Generic Attribute: |tag| length |data

SourceFile Attribute: | tag | length ConstantPool Entry specifying name of SourceFile
ConstantValue Attribute: | tag | length ConstantPool Entry specifying the constant value

Exceptions Attribute: ‘ tag ‘ length ‘ data

Exceptionl /

Exception2 ,

ExceptionN /

LineNumber Table Attribute: ‘ tag ‘ length ‘ data

- 7

Offsetl | LineNumberl ,/
Offset2 | LineNumber2 ,

OffsetN | LineNumberN .

LocalVariableTable Attribute: ‘ tag ‘ length ‘ data

Offsetl | Lengthl | Namel | Typel| Slotl| |
Offset2 | Length2 | Name2 | Type2 | Slot2|

Offsan [ LengthN] Namen] Typen] SioiN]/

Figure 2.3: Format of Various Attributes. [MDS97].

2.2.4 Interface

Each interface is represented in a class file as a single 2-byte number. This number
is a reference to a constant pool entry representing the name of a Java interface

implemented by this class.

2.2.5 Field

Table 2.4 describes the format of structures found in a Java field and their size in

bytes.
Table 2.4: Format of Fields in Class Files [MDS97].

Size | Name Description

2 access_flags access modes for this field. See Appendix A.1.

2 name_index index of a constant pool entry indicating the name of this
field

2 type_index index of a constant pool entry indicating the type de-
scriptor for this field

2 attributes_count | the number of attributes associated with this field

N/A | attributes See Section 2.2.3.
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A field has several allowable access modes, as detailed in Appendix A.1. Also,
the name and type are stored as numeric indices; the actual values for the name and
type are kept in the constant pool.

The format of a field attribute is exactly the same as the format for a top-level
attribute and can be found in Section 2.2.3. The only field attribute currently recog-

nized by the JVM is the ConstantValue attribute.

2.2.6 Method

Table 2.5 describes the format of structures found in a Java method and their size in

bytes.
Table 2.5: Format of Methods in Class Files [MDS97].

Size | Name Description

2 access_flags Access modes for this method. See Appendix A.1.

2 name_index index of a constant pool entry indicating the name of this
method

2 type_index index of a constant pool entry indicating the type de-
scriptor for this method

2 attributes_count | the number of attributes associated with this method

N/A | attributes See Section 2.2.3.

Methods are identical to fields in format. The allowable access flags differ slightly
as do the recognized attributes. A method that is not abstract must contain a Code
attribute; this attribute contains the bytecode instructions that are executed on the

JVM when this method is called.

2.2.6.1 The Code Attribute

Figure 2.6 describes the format of the structures found in a Code attribute and their
size in bytes.

The Code attribute adheres to the format for attributes in general—the data
portion is everything that follows bytes_count. The value code_count specifies the
size, in bytes, of the stream of bytes that comprise the JVM instructions for this

method. The code itself can be thought of as an array of variable-length instructions.
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Table 2.6: Format of the Code Attribute [MDS97].

Size | Name Description

2 attribute_name_index | This contains the string “Code”.

4 bytes_count length of this attribute excluding the first six bytes
2 max_stack maximum size required by the operand stack

2 max_locals number of local variables used by this method

4 code_count number of bytes in the code array

N/A | code array containing the VM instructions for this method
2 handlers_count number of exception handlers for this method

N/A | handlers array of exception handlers for this method

2 attributes_count number of attributes associated with the code
N/A | attributes See Section 2.2.3.

Each instruction begins with a 1-byte tag specifying the opcode to execute, fol-
lowed by some number of parameters dependent on the opcode. Parameters are usu-
ally numeric indices into the constant pool, or numeric branch offsets to another byte
in the byte stream. The following is a sequence of bytecode instructions, expressed in
“assembly language”, which invokes the println method to print the string “Hello
World!” to standard output:

getstatic java/lang/System/out Ljava/io/PrintStream;
ldc "Hello World!"
invokevirtual java/io/PrintStream/println(Ljava/lang/String;)V

In bytecode, the same code would appear as:

getstatic 12 16
1dc 8
invokevirtual 18 11

The numeric values are the indices of the appropriate entries in the constant pool.
The Code attribute may contain attributes also. For example, the

LocalVariableTable attribute contains a description of the local variables used by

the code. Similarly, the LineNumberTable attribute contains a mapping between line

numbers in the source code and bytecode instruction offsets.



Chapter 3
BCIR Architecture

3.1 Motivation

Our goal is to provide a framework to facilitate in the creation and manipulation of
class file components, and bytecode in particular. Currently, the task of modifying
information in class files is difficult because the class file is encoded and it is designed
for read-only access. To illustrate this difficulty, the steps necessary to accomplish
the relatively simple task of adding an instruction to a particular method in a class

are examined. A user would have to accomplish the following tasks:

1. Preparation. The class file, particularly the constant pool and the desired

method, must be read in.

2. Find location for insertion. The Code attribute for the desired method must

be decoded into instructions so the insertion point can be found.

3. Modify constant pool. If the added instruction uses a new constant pool
entry as a parameter, one or more entries may need to be added to the constant

pool.

4. Add instruction. The new instruction must be added to the bytecode

stream.

5. Update branch offsets. A target address in a branch instruction is stored
as a numeric offset from beginning of the branch instruction. If there are any

branches across the added instruction, then the offsets must be modified.

12
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6. Update code attributes. If the LineNumberTable or LocalVariableTable
attributes exist, they need to be changed to reflect the new byte offsets caused

by the added instruction.

7. Update Code attribute. The code_count and bytes_count within the Code

attribute need to be updated to account for the added instruction.

8. Update method information. If the maximum stack size or number of local
variables is increased, then max_stack and/or max_locals for the method must

be updated.

9. Writing the class file. The modified class must be written to a file.

Ideally, a user wishing to add an instruction to bytecode should only be required
to find the addition location, then add the desired instruction. However, the current
class file format would require this user to have extensive knowledge of the details of

the class file, as illustrated above.

3.2 BCIR Overview

The functionality of BCIR can be thought of as an interface to modify class files,
which provides more intuitive access to its more complicated structures. As shown in
Figure 3.1, BCIR provides a means for class files to be created and/or manipulated

before execution.

Java Source JavaCompiler | JavaBytecode ‘| JavaVirtual Machine

java javac .class l java

BCIR Interface
- BCIR

Figure 3.1: BCIR in the Java Compilation Model.

As illustrated by Figure 3.2, BCIR was designed to receive a Java class file as

input, modify the components within the class file, then output the modified class
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file. For the most part, BCIR structures are based on the class file specification; BCIR
defines a class to represent the top-level of the class file, as well as separate classes
to represent fields, interfaces, methods and attributes. Much of the information
associated with these class file structures is stored in member fields within the classes
and accessed through accessor methods. For example, the access flags for a field
are stored internally by the private member _access_flags and can be queried
using the accessor method getAccessFlags(), which simply returns the value of
_access_flags. The access flags for a field are modified with the accessor method
setAccessFlags(), which simply writes over the existing value of _access_flags
with a specified value.

In some cases, changes to a member field force changes to other class file struc-
tures. For example, changing the name of a field may require constant pool entries
to be modified or added. BCIR hides this dependence by automatically updating
underlying structures when necessary. In this case, the relevant constant pool entries

are added or updated by BCIR.

Standard

Interface
BCIR
Internals

.class ——> Class Reader

ClassWriter [———> .class

Instruction
Modification

BCIR
Interface

Attribute
Extension

Constant Pool
Manipulation

Figure 3.2: Functional description of BCIR.

In Section 3.3, we will discuss the BCIR structures and their interfaces in more

detail.



3.3 BCIR Structures

15

3.3.1 Overview
The class hierarchy of BCIR mirrors the high-level organization of class files, as shown
in Figure 3.3. BCIR uses a ClassFile object to represent the top-level of the class

file, as well as separate classes to represent the fields (Field), interfaces (Interface),

methods (Method), attributes (Attribute), instructions (Instruction) and instruc-

tion parameters (Parameter) that may be present in the class.

AttributeSourceFile

Field

ClassFile

Attri buteEch
T

I nstruction

Attri buteOonst\Qm Val ue |,/

Attributeli neWrTabl e

!
’
-

K

AT kgut/éliocal Var i\a\bl eTabl e

Const ant Pool Val ue

Par anet er

Const ant Pool

Const ant Pool Ref

Const ant PQOT UTF

P
Attribute
Const ant Pool Mem
Legend
A B AusesB
A----- =B A derivesfromB

~
~

Const ant Pool El enent

Figure 3.3: BCIR Class Hierarchy.

The top-level (Classfile) contains header information, as well as Vectors of

Fields, Interfaces, Methods and (top-level) Attributes represented by the class

file. A Method also contains a Java Vector of Instructions, which comprise the
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code for that method. Fach Instruction contains a Java Vector of Parameters,

which is the parameter list for that instruction. The use of BCIR classes to represent

a class file is shown in Figure 3.4.

ClassFile

Magic and Header information

Const ant Pool UTF
Const ant Pool El enent "nyl nt er f aceNane"
Const ant Pool El enent Interface UTF
Const ant Pool El ement Interface Name "nyFi el dNane"
UTF
"Ljaval/lang/ String;"
UTF
Interfaces Interface .. "([Ljaval/lang/String;)V"
Interface Field . UTF
‘I FiddName " i n”
Field Type - UTF
Attribut eConst ant Val ue| "Hello World!"
Fields Field ' MethodRef
Field Met hod “println"
| Method Name "(Ljava/l ang/ String;)
Method Type "javaliol PrintStreant
AttributeLi neNunber Tabl e
Methods Met hod AttributelLocal Vari abl eTabl e Instruction Par amet er ('s)
Met hod AttributeExceptions getstatic "java.l ang. System out"
"out"
Instructions I nstruction I dc "Hello World!"
AttributeSourceFile Instruction i nvokevirtual |["println"

"(Ljaval/lang/ String;)V"

"java.io.PrintStreant

Figure 3.4: Class File Representation Using BCIR Structures.

The top level also contains a ConstantPool class to represent the constant pool.

The Field, Interface, Method, Instruction and Parameter objects all contain a

pointer to the ConstantPool, as any of these constructs refer to and may update

entries in the ConstantPool.

There is a set of common functions to each class representing each of the above

structures. The function writeFile() in any of the classes writes the contents of that

object as bytecode into the specified stream. The function dump () will dump the con-

tents of the object (as formatted text) to System.out. The function writeJasmin()

will dump the contents of the object as Jasmin source code to System.out. Finally,

each of the classes has a constructor that will read the object from a stream (of

bytecode), as well as an additional constructor to create an “empty” instance of that

object.
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3.3.2 The Constant Pool

The constant pool often comprises the largest part of a class file—often up to around
60% [Dah97]. The importance of a constant pool is evident when strings, methods
or fields are used repeatedly in the bytecode instructions—bytecode instructions are
designed to make a reference to the constant pool instead of explicitly storing the
value in every bytecode instruction. Hence, the constant pool plays the role of a

symbol table for a Java class file.

3.3.2.1 Constant Pool Design

The ConstantPool is implemented using a reference-counting hash-table. The ele-
ments of the hash-table are ConstantPoolElements, each of which represents an entry
in the constant pool. When BCIR reads a class file, the constant pool is converted
to the hash-table-based ConstantPool. Other BCIR structures represent references
to the constant pool internally as pointers to elements in the ConstantPool object.
The ConstantPool class defines methods to add or look up entries which return a
pointer to the ConstantPoolElement. Other BCIR class file structures store refer-
ences to the constant pool internally as pointers to ConstantPoolElements instead
of as numeric indices. This representation makes updates to the constant pool more
efficient, as will be seen later.

For common tasks, users need not manipulate the constant pool directly. The
various BCIR structures define methods that automatically update the underlying
constant pool entries. For example, changing the name of a field requires updating
various constant pool entries that describe the name of the field. The BCIR method
Field.setName() updates the necessary entries automatically. Nonetheless, BCIR

provides an interface to add or delete constant pool entries directly.

3.3.2.2 Adding and Removing Constant Pool Entries

The format of the constant pool in the class file presents a major barrier to bytecode
manipulation; changes in the bytecode often require the constant pool to be modified.

A new entry may simply be added at the end of the constant pool and the constant
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pool count incremented. However, if an entry is deemed unnecessary, there are a

number of ways to handle the deletion of the entry, including:

1. Allowing the entry to remain even though no references are made to it. This

may result in a large constant pool with many unused entries.

2. Deleting the entry and re-referencing every entry after it. However, this requires
scanning the entire class file for constant pool references since there may be

references to the constant pool from all over the class file.

This problem is solved by designing the ConstantPool to be pointer-referenced
instead of numerically indexed.

When an existing class file is read in, the entries of the constant pool are tem-
porarily stored in an array. A ConstantPool is constructed from the entries that are
numerically indexed in the class file structures. This process converts the array-based
constant pool to a pointer-based ConstantPool object. It also filters unused constant
pool entries from class simply by excluding them from the ConstantPool if there are
no references to them.

When a new class is created from BCIR commands instead of being read from a

file, an empty pointer-referenced ConstantPool is created for the class.

3.3.2.3 Updating Redirected Entries

There may be up to two levels of redirection within the constant pool itself. For
example, if a Fieldref is changed, the underlying NameAndType entry and Class
entry for this FieldRef entry would also need to be modified. Also, the underlying
UTF entries of the NameAndType and Class entries must also be changed.

The ConstantPool implementation hides as much of the two-tiered redirection
as possible. Hence, the modification of a Fieldref entry automatically causes the
underlying NameAndType and Class entries to be changed, as well as causing their

respective underlying UTF entries to be changed.
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3.3.2.4 Keeping Track of Constant Pool Entries

A reference-counting implementation is used to determine when a constant pool entry
is unnecessary, and hence, when it may be deleted.

A counter is maintained for each entry in the ConstantPool object. When an
entry is initially created, its reference count is initialized to 1. The reference count is
incremented by 1 whenever a BCIR structure makes a new reference to the entry. The
reference count is decremented by 1 whenever a BCIR structure deletes a reference
to the entry and the ConstantPoolElement is removed when the reference count
reaches zero.

For common tasks, BCIR implements methods that maintain the reference counts
for the underlying constant pool entries automatically. For example, consider the
task of changing the name of a field. The BCIR method Field.setName() function
is used:

public void setName(String nname) {
_cp.delUtf (_name) ;
_hame = nname;
_cp.addutf (_name) ;

This function deletes a constant pool reference to the old name, changes the pri-
vately stored _name, then adds a constant pool reference to the new name. The
ConstantPool.delUtf () method also removes the constant pool entry completely
if there are no longer any references to the entry and the ConstantPool.addUtf ()
method also creates the necessary constant pool entry if it does not exist. A user
wishing to change the name of a field uses the Field.setName () function and never
needs to know the details of how constant pool entries are counted.

However, complex tasks that require direct access to ConstantPoolElements re-
quire a user to update the reference counts correctly. A user requiring direct access to
the ConstantPool should remember that updates to an entry should actually delete

the old entry, then add the new entry.
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3.3.3 Interfaces

BCIR implements an Interface class to represent interfaces in a Java class file.
Along with the standard writeFile() and dump() methods, the Interface class
also implements the getName () and setName() methods. These methods return the
name of the interface represented by this Interface or set the name of the interface
represented by this Interface, respectively.

Note that the Interface.setName () method actually deletes a reference to the
previous name from the ConstantPool, then adds a reference to the new name, as

pointed out in Section 3.3.2.4.

3.3.4 Fields

BCIR implements a Field class to represent fields in a Java class file. In addition to
the input and output methods, the Field class implements a number of methods to
access the information within.

The getName() and getType() methods return a Java String specifying the
name of the field and the type descriptor for the field, respectively. The setName ()
and setType() methods handle the tasks involved in changing the name and type
descriptor for the field (including updating underlying constant pool references). The
setConstantValue() method allows a user to change the information that will be
stored in the ConstantValue attribute in the class file. The getConstantValue()
method returns the AttributeConstantValue that is already associated with this
field or null if there is currently no AttributeConstantValue for this field. Fi-
nally, the getAccessFlags() and setAccessFlags() methods permit the query and

modification of the access flags for this field, respectively.

3.3.5 Methods

BCIR implements a Method class to represent a method in a Java class file. In addi-
tion to the standard input/output methods, the Method class implements numerous
functions to modify the data represented within.

The getName(), setName(), getType(), setType(), getAccessFlags() and
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setAccessFlags () methods perform the same function as the similarly-named meth-
ods in the Field class. The getMaxLocals() and getMaxStack() methods re-
turn the local variable usage and stack usage for this method, respectively. The
setMaxLocals() and setMaxStack() methods permit a user to specify the local
variable usage and stack usage for this method.

The Method class defines a number of methods to manipulate its attributes and its
code’s attributes. The addException() and delException() methods respectively
add or delete an entry from the Exceptions attribute for the method; the method
delExceptions() deletes all entries from the Exceptions attribute.

The addLineNumber () and delLineNumber () methods add or delete an entry
from the LineNumberTable attribute for the Code attribute within this Method.
The delLineNumberTable () method removes all entries from the LineNumberTable
attribute. The similar methods, addLocalVariable(), delLocalVariable() and
delLocalVariableTable() perform the same functions for the LocalVariableTable
attribute.

The Method class also implements a number of methods to access the instructions
for the Method. The getInstruction() method returns the instruction list for the
method as a Vector of Instruction objects (which are discussed in Section 3.3.6).
The addInstruction() method adds a specified instruction to the instruction list
for the method and verifies that the format of the required parameters is specified
correctly. The removeInstruction() method removes a specified instruction from

the instruction list for the method.

3.3.6 Bytecode

When a class file is read, BCIR reads in a Code attribute and generates a list
of Instructions, each with a Vector of Parameters. Numeric constant pool
references in the class file are represented in BCIR internally as pointers to
ConstantPoolElements. Branch offsets in the class file are represented internally
as pointers to the target Instructions.

BCIR Methods include functions to manipulate their instruction lists; these func-
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tions perform basic checks to ensure that their Instructions are created with the

correct Parameter count and format.

3.3.6.1 The Instruction Class

The bytecode instructions are found in a method attribute named Code. BCIR al-
ready contains a class to represent class file attributes and an interface to manipu-
late attributes. However, the complexity of the Code attribute (as detailed in Sec-
tion 2.2.6.1) suggests that we represent the data in the attribute in a more intuitive
manner. In particular, BCIR defines an Instruction class, which represents one
instruction in bytecode. The instructions associated with a Method are stored in a
Java Vector of Instructions. Modifying the instructions now amounts to modifying
entries in a Vector, as opposed to modifying bytes in the binary data segment of an

attribute.

3.3.6.2 Parameters

The parameters for bytecode instructions come in various forms. A parameter for a
branch instruction is stored as a branch offset from the first byte of that instruction.
Type signatures and strings are represented in bytecode as numeric indices into the
constant pool. Numeric constants may appear in the constant pool or in bytecode
directly, depending on the opcode.

BCIR defines a Parameter class, which represents all the possible types of in-
struction parameters. A parameter containing a constant pool index is converted to
a BCIR Parameter containing a reference to a ConstantPool, so that a Parameter
can properly update any underlying ConstantPoolElements if necessary.

Addition or deletion of Instructions in the instruction list could require byte
offsets to be changed. To avoid this problem, a Parameter representing a branch
offset is converted to a reference to the target Instruction. Obviously, when writing
to a file, the Instruction references need to be converted back to byte offsets but

BCIR internally represents branches as pointers instead of offsets.
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3.3.6.3 Instruction Deletion

An Instruction that is the target of a branch instruction must be handled care-
fully; if it is simply deleted, then the branch instruction will have a pointer to
an Instruction that no longer exists. Moreover, class file structures besides
Instructions may also target Instructions (for example, the LineNumberTable
attribute).

BCIR implements methods that allow an Instruction to maintain a list of
all objects that refer to it. When a BCIR structure makes a new reference to
an Instruction, the Instruction.addReferrer() method is called for the target
Instruction. Similarly, the Instruction.delReferrer() method is used when a
BCIR structure deletes a reference to an Instruction.

If an Instruction is deleted while there are objects referring
to it, a bcirLostReferenceException is thrown. A user deleting
the instruction must catch the exception. The wuser may then call
bcirLostReferenceException.getReferrers() to get a Vector of the ob-
jects that currently contain a reference to the deleted instruction. The BCIR objects
in the returned Vector should be modified so that they no longer refer to the deleted

Instruction.

3.3.7 Attributes

JVMs are required to recognize a number of specified attributes but may ignore
other attributes. This provides compiler writers with a method to pass data from

compile-time to run-time.

3.3.7.1 The Attribute Class

All attributes contain a common portion then a variable length data portion that is
interpreted according to the tag in the common portion. BCIR defines an Attribute
class to represent generic attributes found in a class file.

The Attribute class stores the name of the attribute (the tag) and the data

portion in a byte array.
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3.3.7.2 Required Attributes

BCIR was designed to interpret objects found in Java class files and represent them
in an intuitive and useful manner, and attributes are no exception. For example, a
SourceFile attribute is very different from a LocalVariableTable attribute, and
the user should not be expected to delve into the details and construct byte arrays
for the required attributes.

In accordance with this philosophy, after an Attribute is created, it is
converted an attribute of a more specific type. BCIR defines a number of
inherited classes, mnamely AttributeSourceFile, AttributeConstantValue,
AttributelocalVariableTable, AttributeLineNumberTable and
AttributeExceptions to represent the attributes required by the JVM speci-
fication.

An Attribute can be thought of as belonging to a parent structure (the top-
level, a method, a field, or a Code attribute). BCIR implements methods within these
parent structure to modify the data represented by an required attribute, while hiding
the manipulation of the attribute from the user. For example, BCIR defines functions
in the top-level (the ClassFile object) that permit modification of the name of the

source file without explicitly requiring a user to modify an AttributeSourceFile.

3.3.7.3 User-Defined Attributes

A user could use attributes to pass useful data to a JVM that is aware of his at-
tributes. This would require some process to read and interpret attributes that are
not recognized by the JVM specification. BCIR provides a mechanism by which a
user can define a new attribute type, read the attribute from a file and write the
attriute to a class file.

There are three tasks that must be completed to extend BCIR with new attributes.

1. Representation of attribute data. A class must be created to represent
the new attribute type with fields to represent the information stored in the

attribute
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2. Identification and creation of new attribute. The existing Attribute
class must be modified to identify an occurance of the new attribute type.
When the new attribute is identified, the Attribute class provides the new
attribute’s constructor with the binary stream comprising the data segment
of the attribute. Therefore, the new attribute must be able to construct an

instance of itself given the binary stream.

3. Outputting of new attribute. The new attribute type must be able to write
itself to a class file. A method must be created to convert the attribute data

into a binary stream.

In addition, a user-defined attribute (or any BCIR structure) that makes
a reference to an Instruction must implement the InstructionReferrers in-
terface. The interface requires the implementation of a method to deter-
mine if the structure refers to a specified Instruction and a method to up-
date references. The InstructionReferrers.containsReference() method re-
turns true if the class has a reference to a specified Instruction. The
InstructionReferrers.updateReference() method searches for reference to a
specified Instruction in its fields and updates it to another specified Instruction.
These methods are implemented for the current structures in BCIR.

An example of creating a new attribute is given in Section 4.3.

3.4 Related Work

Just-In-Time (JIT) compilation [ATCL*98] is run-time compilation of bytecode to
native code for faster execution. Native compilation [Sol98] is the transformation of
Java bytecode to an executable that runs on a particular platform. JIT compilers and
native compilers both manipulate bytecode by optimizing bytecode for a particular
platform.

The Soot Java Bytecode Optimization Framework [VRCG199] provides three
flavours of transformed bytecode specifically for the optimization of bytecode. BCIR

was not designed solely for the optimization of bytecode, and so, there is currently
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no effort for BCIR to transform bytecode to a more readily optimized format. BCIR
does not transform the bytecode but merely repackages the existing instructions in
a more usable format. Soot can also be used to aid in the addition of new at-
tributes [PQVR*00] but their method requires an augmented assembler to actually
write the class file.

The JavaClass API [Dah97] provides a framework to represent Java classes. How-
ever, the user may still need to manipulate the constant pool explicitly—in BCIR, this
is done automatically unless a user-defined Attribute requires constant pool access.

Furthermore, the JavaClass API does not discuss the addition of new attributes.



Chapter 4

Examples

4.1 Manipulation of Bytecode Instructions

Let us consider the simple case where a user wishes to add a single JVM instruction
to a method in the class. Here are the necessary steps described earlier in Section 3.1,

showing how they can be accomplished using BCIR:

1. Preparation. This command reads the Java class file “HelloWorld.class”

and stores it in the variable myclassfile.

ClassFile myclassfile = new ClassFile("HelloWorld.class");

2. Find location for insertion. This loop iterates over all the methods in
myclassfile. When a method named “methodToModify” is encountered, in-
structions to modify the method (not shown) can be inserted.
for (int i = 0; i < myclassfile.getMethodCount(); i++) {

Method m = myclassfile.getMethodAt(i);
if (m.getName() .equals("methodToModify")) {

}
}

3. Modify constant pool. Modification of the constant pool is handled auto-

matically by the addInst () wrapper function.

4. Add instructions. This function call adds a NOP instruction to the beginning

(position 0) of the method m.

27
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m.addInst (0, Instruction.NOP);

5. Update branch offsets. BCIR uses instruction references instead of numeric

indices, so that no offset updates are required.

6. Update code attributes. BCIR uses instruction references, so that the code

attributes will be resolved correctly when written out.

7. Update Code attribute. The values of bytes_count and code_count are

computed automatically as the ClassFile is written.

8. Update method information. BCIR does not automatically calculate the
stack size and local variable usage, and so, the user is still required to explicitly
change these values. In this example, we suppose the updated stack usage is 4
and that the updated local variable usage is 4.

m.setMaxStack(4) ;
m.setMaxLocals(4);

9. Writing the class file. The class file is written to a file named Hel-

loWorld.class using the following method call:

myclassfile.writeFile("HelloWorld.class");

The use of BCIR has simplified the task to searching a Vector of Methods for
the desired method, followed by searching a Vector of Instructions for the desired
addition point. The actual addition of an Instruction is again simple using the
Vector interface.

A similar example can be found in Appendix E.1.

4.2 Generating a ClassFile

BCIR also permits a user to create a class file from scratch. To illustrate the process,
we outline the steps necessary to create a class file that corresponds to the following

source code:
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public class generateExample {
String myField;
public static void main(String args[]) {
generateExample myExample = new generateExample();
String localField = myExample.myField;
System.out.println("localField is " + localField);

The preceding source was compiled with javac and decompiled using javap. The

main method generated the following bytecode instructions:

new generateExample

dup

invokespecial generateExample/<init>()V

astore_1

aload_1

getfield generateExample/myField Ljava/lang/String;

astore_2

getstatic java/lang/System/out Ljava/io/PrintStream;

new java/lang/StringBuffer

dup

ldc "localField is "

invokespecial java/lang/StringBuffer/<init>(Ljava/lang/String;)V

aload_2

invokevirtual java/lang/StringBuffer/append(Ljava/lang/String;)
Ljava/lang/StringBuffer;

invokevirtual java/lang/StringBuffer/toString()Ljava/lang/String;

invokevirtual java/io/PrintStream/println(Ljava/lang/String;)V

return

Also, javap revealed that the Java compiler creates a default constructor named

<init> for the class with the following bytecode instructions:

aload_0
invokespecial java/lang/Object/<init>()V
return

The remainder of this section deals with the details of creating and saving a

ClassFile to represent this program.

4.2.1 Class Setup

First, we create a new empty ClassFile.
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ClassFile myclassfile = new ClassFile();

The three lines of the following excerpt set the magic information that marks this

class file as a valid Java class file.

myclassfile.setMagicNumber (Oxcafebabe) ;
myclassfile.setMinorVersion(3);
myclassfile.setMajorVersion(45);

We then set the name of the class to “HelloWorld”, the superclass to
“java/lang/Object”, and then we specify that this is a public class.

myclassfile.setName ("generateExample") ;

myclassfile.setSuperName("java/lang/Object");
myclassfile.setAccessFlags(AccessFlags.ACC_PUBLIC);

4.2.2 Field Setup

Next, we create an empty Field to represent “myField”.

Field myfield = myclassfile.addField();

The name for the field is “myField”. The type descriptor for the field is
“Ljava/lang/String;”, indicating that it is a Java String. The next two lines set
them accordingly. A full explanation of type descriptors is found in [MDS97].

myfield.setName("myField");
myfield.setType("Ljava/lang/String;");

The field is a private field, and so, the access flags need to be set as follows:

myfield.setAccessFlags(AccessFlags.ACC_PRIVATE);

4.2.3 Method main Setup

We want to create the method main next. The type descriptor for main is
“(|[Ljava/lang/String;)V”, which means that it takes an array of Strings as an ar-

gument and returns void.

Method methodl = myclassfile.addMethod();
methodl.setName("main") ;
methodl.setType("([Ljava/lang/String;)V");
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This method is declared as public and static; therefore, the access flags are set as

follows:

methodl.setAccessFlags(AccessFlags.ACC_PUBLIC | AccessFlags.ACC_STATIC);

The following two lines set max_stack and max_locals for this method. The
value of max_stack is an indication to the JVM of the maximum stack size that may
be used by this method. Similarly, max_locals indicates the maximum number of
local variables that may be used by this method. The values of these constants are
usually determined by a Java compiler. At present, their values must be supplied by

the user. In this example, the values were obtained using javap.

methodl.setMaxStack(3);
methodl.setMaxLocals(4);

4.2.4 Creating the Instructions for the main method

These lines add the desired instructions to the main method.

methodl.addInst (Instruction.NEW, "generateExample");

methodl.addInst (Instruction.DUP) ;

methodl.addInst (Instruction.INVOKESPECIAL, "<init>", "(QV",
"generateExample") ;

methodl.addInst (Instruction.ASTORE_1);

methodl.addInst (Instruction.ALOAD_1);

methodl.addInst(Instruction.GETFIELD, "myField", "Ljava/lang/String",
"generateExample") ;

methodl.addInst (Instruction.ASTORE_2);

methodl.addInst(Instruction.GETSTATIC, "out", "Ljava/io/PrintStream;",
"java/lang/System") ;

methodl.addInst(Instruction.NEW, "java/lang/StringBuffer");

methodl.addInst (Instruction.DUP);

methodl.addInst(Instruction.LDC, "localField is");

methodl.addInst (Instruction.INVOKESPECIAL, "<init>",
"(Ljava/lang/String;)V", "java/lang/StringBuffer");

methodl.addInst (Instruction.ALOAD_2);

methodl.addInst (Instruction.INVOKEVIRTUAL, "append",
"(Ljava/lang/String;)Ljava/lang/StringBuffer;",
"java/lang/StringBuffer");

methodl.addInst(Instruction.INVOKEVIRTUAL, "toString",
"()Ljava/lang/String;", "java/io/PrintStream");

methodl.addInst(Instruction.INVOKEVIRTUAL, "println",
"(Ljava/lang/String;)V", "java/io/PrintStream") ;

methodl.addInst (Instruction.RETURN) ;
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4.2.5 Method <init> Setup
The name for this method is “<init>” and the type descriptor is “()V”. This default
constructor is created as a public function.

Method method2 = myclassfile.addMethod();
method2.setName ("<init>");
method2.setType("(OV");

method2.setAccessFlags (AccessFlags.ACC_PUBLIC);

For this method, max_stack and max_locals are both one, which again was

determined using javap.

method2.setMaxStack(1);
method?2.setMaxLocals(1);

4.2.6 Creating the Instructions for the <init> method

We create our instructions one at a time, as with the previous method:
method2.addInst (Instruction.ALOAD_O);
method2.addInst (Instruction.INVOKESPECIAL, "<init>", "(QV",

"java/lang/Object");
method2.addInst (Instruction.RETURN) ;

4.2.7 Finishing Up

Finally, we write the ClassFile to an appropriately named file.

myclassfile.writeFile("HelloWorld.class");

A complete listing of this program can be found in Appendix F.1.

4.3 Enriching Classfiles using Attributes

BCIR allows a user to add a new attribute type. To illustrate the process of im-
plementing a user-defined attribute, suppose we wish to add a Synthetic attribute,
which is now part of the Java language specification [LY99]. The new attribute is
tagged by the string “Synthetic”. The Synthetic attribute is a fixed-length attribute

of zero length and it may belong to a field or a method.
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4.3.1 Representation of Attribute Data

First, we need to create the AttributeSynthetic class to represent the new attribute.

It must implement the methods found in the AttributeTemplate interface.

4.3.1.1 Creation of New Class

We need to create the file AttributeSynthetic.java. To conform with current BCIR
attributes, we implement the AttributeTemplate interface, and include the method
declarations required by AttributeTemplate in the AttributeSynthetic.java file:

public class AttributeSynthetic extends Attribute
implements AttributeTemplate {
private ConstantPool _cp;
public void writeFile(DataOutputStream outf)
throws java.io.IOException {
// to be implemented later

}
public void AttributeSynthetic(DataInputStream in, ConstantPool cp)
throws java.io.IOException {
// to be implemented later

}

public void writeAssembler() {}

public void dump(String head) {
// to be implemented later

}

In this case, we do not need any fields to represent data, as there is no data stored

in this attribute.

4.3.2 Identification and Creation of New Attribute

As a class file is read, the attributes are initially placed in generic Attribute
objects.  After the whole class file is read, specific attribute objects such as
AttributeConstantValue or AttributeSourceFile are created from the generic

Attributes.
4.3.2.1 Identification of New Attribute

To identify the new attribute type, we need to modify the convert () method in the

Attribute class so that it can identify the new attribute. Using a series of if...else
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statements, the convert () method checks its tag to identify the attribute. The value
level checks that the new attribute is permitted to belong to the parent structure:
in this case, the AttributeSynthetic instance is created only for a field or a method.

We add the following to the convert () function of Attribute.java:

public Attribute convert(int level, object attr_data)
throws java.io.IOException {

if (_name.equals("SourceFile") && level == TOPLEVEL)) {

// Add the code between these comments
} else if (_name.equals("Synthetic") &&
( (level == FIELDLEVEL || level == METHODLEVEL) ) ) {
return new AttributeSynthetic(new DatalnputStream(
new ByteArrayInputStream(newarray)));
} else {
// Add the code between these comments

4.3.2.2 Constructing the New Attribute

The constructor for the new attribute must be able to construct an instance of the
class given a binary stream, composed of the length of the data segment followed by
the data segment. As mentioned earlier, the Synthetic attribute is a fixed length

attribute of zero length. Our constructor should simply read the 4-byte integer ”70”.

public AttributeSynthetic(DataInputStream in, ConstantPool cp)
throws java.io.IOException {

_Cp = Cp;
_count = in.readInt(); // This should equal O

4.3.3 Outputting of the New Attribute

A new attribute would be useless unless the represented data could be output. The
AttributeTemplate interface requires the new attribute to implement methods to

output to a file and to output to standard output.
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4.3.3.1 The writeFile() Method

As documented in AttributeTemplate.java, the writeFile () function must be able
to write the index of the ”Synthetic” constant pool entry to the stream, followed by

the length of the data segment (zero).

public void writeFile(DataOutputStream outf)
throws java.io.IOException {
outf.writeShort(_cp.getUtf ("Synthetic") .getIdx());
outf.writelInt(0);

4.3.3.2 The writeAssembler() Method

This function is intended to allow the new attribute to be written to standard output
as a Jasmin file. Obviously, Jasmin will not support the new attribute unless the

Jasmin assembler is also augmented, and so, this function remains empty for now.
4.3.3.3 The dump() Method

As documented in AttributeTemplate, the dump() function is simply a formatted
dump of the contents of this attribute. The AttributeSynthetic contains no data

segment. We only need to dump the name of the Attribute:

public void dump(String head) {
System.out.println(head + ": Tag: Synthetic");
}
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Conclusions and Future Work

Java bytecode is machine code for a Java Virtual Machine and as with most compiled
executables, it is not designed for ease of manipulation. This thesis discusses the
implementation of BCIR, a framework to interpret and manipulate Java bytecode

with the following features in mind:

e Maintaining a consistent constant pool requires much work, but a programmer
who wishes only to manipulate instructions has no reason to modify the constant
pool directly. BCIR can hide the details of the constant pool from users that

do not need direct access to the constant pool.

e The code in a Java class file is stored as a byte array. BCIR improves ac-
cessibility to the code by presenting the code in an object-oriented manner.
Code is converted to a Java Vector of Instruction objects, allowing for easier

addition, deletion and reordering of the instructions in a class file.

e The Java specifications allow programmers to add their own data to Java pro-
gram in the form of attributes. We provide a means by which a user can create

user-defined attributes.

Through examples on how to insert instructions, how to create a class file and how
to augment a class file with attributes, we demonstrate that BCIR greatly simplifies
the modification of existing Java class files. In these examples, BCIR hides the class
file details from the user, removing the need for a user to be familiar with the details

of a class file.
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There are a number of possible extensions to BCIR that can constitute future

work.

e BCIR was written for Java version 1.1. A possible extension is to incorporate
new attributes, such as the InnerClasses attribute and Synthetic attribute

into BCIR.

e In the present implementation, it is the responsibility of a user to determine
new values of max_stack and max_locals after manipulation of Instruction

lists. A possible extension is to compute these values.

e The hash functions used by the ConstantPool are simplistic and do not nec-
essarily hash constant pool entries well. An interesting project would be the

study and implementation of efficient hash functions for constant pool entries.

e A possible extension is the integration of BCIR as the class file generator for

the zJava project [Bre01, Qua00].
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Appendix A

Access Flag Usage

A.1 Access Flag Usage

Table A.1: Access Flag Usage

Usage

Name Value | Top | Field | Method | Description

ACC_PUBLIC 0x0001 | +/ v vV Visible to everyone

ACC_PRIVATE 0x0002 v V Visible only to the defining
class

ACC_PROTECTED 0x0004 v Vv Visible to this class and sub-
classes

ACC_STATIC 0x0008 v V A static field or method

ACC_FINAL 0x0010 | +/ vV vV No further sub-classing of a
class, no reassignment of a
field, or no overriding of a
method

ACC_SUPER 0x0020 | +/ Uses new invokespecial
semantics

ACC_SYNCHRONIZED | 0x0020 Vv Use monitor lock when
method is invoked

ACC_VOLATILE 0x0040 vV Do not cache value

ACC_TRANSIENT 0x0080 v Not to be written or read by
persistent object manager

ACC_NATIVE 0x0100 V Implemented using “native”
code (e.g., “C”)

ACC_INTERFACE 0x0200 | +/ Contains an interface

ACC_ABSTRACT 0x0400 | +/ vV This class cannot be in-
stanced, or this method
contains mno “Code” at-
tribute.
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Appendix B

UTF-8 specification

B.1 UTF-8 Specification

Strings in Java are encoded using a modified version of the UTF-8 format. ASCII
characters are simply expressed using their ASCII code 8 bits, with zero in the most
significant bit.

The null character, as well as non-ASCII characters in the range 0x0080 to 0x0071f,

are encoded in two bytes:

Byte 1 Byte 2
1 1 0 x x x x x|1 0 x x X X X X

Non-ASCII characters in the range 0x0800 to Oxffff (16-bits) are encoded in three

bytes:

Byte 1 Byte 2 Byte 3

1 1 1 0 x x x x|1 0 x x x x x x|1 0 x x x x X

Note that null characters are encoded in two bytes as 0xc080; embedded nulls do

not appear in UTF-8 encoded strings.
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Appendix C

Constant Pool Entries

C.1 Constant Pool Types

Table C.1: Constant Pool Types [MDS97]

Name Purpose Contains Used By
Class identifies a Java class | name of class new, instanceof
Fieldref identifies a Java field | Class, NameAnd- | getfield, putfield
Type signature
Methodref identifies a  Java | Class, NameAnd- | invokevirtual, in-
method Type signature vokenonvirtual,
invokestatic
InterfaceMethodref | identifies a Java in- | Class, NameAnd- | invokeinterface
terface method Type signature
String used for constant | Utf8 string lde, 1de_w
java.lang.String
objects
Int used for constant int | int value Ide, lde_w
values
Float used for constant | float value Ide, 1de_w
float values
Double used for constant | double value ldc_w
double values
Long used for constant | long value ldc_w
long values
NameAndType identifies an identi- | name and type signa- | Used by other con-
fier name and type ture stant pool entries
Utf8 gives bytes of string | byte array Used by other con-
in Utf8 format stant pool entries
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Appendix D

Instruction Parameters

D.1 Instruction Parameters

The following section contains details of the use of the Method.addInst () function.
Table D.3 contains a list of the parameters required for each bytecode instruction.
Table D.1 provides a description of the symbols used by Table D.3. Table D.4 provides

details for the parameter of the newarray instruction.

Instruction Parameters Legend
Symbol | Description
1SI | 1 byte signed integer (-128 - 127)
25T | 2 byte signed integer (-32768 - 32767)
1C 1 byte constant (Integer, Float) or String
2C 2 byte constant (Long or Double)
1UIw | 1 byte unsigned integer (2 bytes if instruction is “wide”)
ISIw | 1 byte signed integer (2 bytes if instruction is “wide”)
O Instruction reference

Table D.1: Instruction Parameter Legend

Instruction Parameters
Parameter
Opcode 1[/2]3] 4
nop

aconst_null

iconst_ml

continued on next page
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continued from previous page

Parameter

Opcode 1 [2]3]4

iconst_0
iconst_1
iconst_2
iconst_3
iconst_4
iconst_5
lconst_0
lconst_1
fconst_0
fconst_1
fconst_2
dconst_0
dconst_1
bipush 1STI: value to push
sipush 2S1: value to push

Idc 1C: constant value to push
ldc_w 1C: constant value to push
ldc2_w 2C: constant value to push
iload 1UIw: target variable number
lload 1UIw: target variable number
fload 1UIw: target variable number
dload 1UIw: target variable number
aload 1UIw: target variable number
iload_0
iload_1
iload_2
iload_3
lload_0
lload_1
lload 2
lload_3
fload_0
fload_1
fload 2
fload_3
dload_0
dload_1
dload_2
dload_3
aload_0

continued on next page




continued from previous page

Parameter

Opcode 1 [2]3]4

aload_1
aload_2
aload_3
iaload

laload

faload

daload
aaload

baload
caload

saload

istore 1UIw: target variable number
Istore 1UIw: target variable number
fstore 1UIw: target variable number
dstore 1UIw: target variable number
astore 1UIw: target variable number
istore_0
istore_1
istore_2
istore_3
Istore_0
Istore_1
Istore_2
Istore_3
fstore_0
fstore_1
fstore_2
fstore_3
dstore_0
dstore_1
dstore_2
dstore_3
astore_()
astore_1
astore_2
astore_3
iastore

lastore

fastore

dastore

continued on next page




continued from previous page

Opcode

Parameter

1[2]3] 4

aastore
bastore
castore
sastore
pop
pop2
dup
dupx1
dup_x2
dup2
dup2 x1
dup2_x2
swap
iadd
ladd
fadd
dadd
isub
lsub
fsub
dsub
imul
Imul
fmul
dmul
idiv
1div
fdiv
ddiv
irem
Irem
frem
drem
ineg
Ineg
fneg
dneg
ishl
Ishl

ishr

continued on next page
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continued from previous page

Parameter

Opcode 1

2 (374

Ishr
iushr
lushr
iand
land
ior
lor
ixor
Ixor

inc 1UlIw: variable number ‘ 1SIw: increment amount

i21

i2f
i2d

12i

12f
12d

2i

21
f2d
d2i
d21
d2f
i2b
i2¢

i2s
lemp
fempl
fempg
dempl
dempg

ifeq : target instruction

ifne . target instruction

iflt . target instruction

ifge : target instruction

ifgt : target instruction

ifle : target instruction

if_icmpeq . target instruction

if_icmpne . target instruction

if_icmplt . target instruction

eolojeoiololoje jeoleole

if_icmpge : target instruction

continued on next page
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continued from previous page

Parameter
Opcode 1 2 | 3 4
if_icmpgt O: target instruction
if icmple O: target instruction
if_acmpeq O: target instruction
if_acmpne O: target instruction
goto O: target instruction
jsr O: target instruction
ret 1UIw: variable number
tableswitch
lookupswitch
ireturn
Ireturn
freturn
dreturn
areturn
return
getstatic S: Method name S: Method type | S: Class
putstatic S: Method name S: Method type | S: Class
getfield S: Method name S: Method type | S: Class
putfield S: Method name S: Method type | S: Class
invokevirtual S: Method name S: Method type | S: Class
invokespecial S: Method name S: Method type | S: Class
invokestatic S: Method name S: Method type | S: Class
invokeinterface S: Method name S: Method type | S: Class | # args
new S: Class name
newarray 1SI: See Table D.4
anewarray S: Class name
arraylength
athrow
checkcast S: Class name
instanceof S: Class name
monitorenter
monitorexit
wide
multinewarray S: Class name 1UI: dimensions
ifnull O: target instruction
ifnonnull O: target instruction
goto_w O: target instruction
jsr-w O: target instruction
breakpoint
ldc_quick

continued on next page




continued from previous page

Parameter
Opcode 1[12]3]4
ldc2_w_quick
getfield_quick
putfield_quick
getfield2_quick
putfield2_quick
putstatic_quick
getstatic2_quick
putstatic2_quick
invokevirtual_quick
invokenonvirtual_quick
invokesuper_quick
invokestatic_quick
invokeinterface_quick
invokevirtualobject_quick
new_quick

anewarray _quick
multinewarray_quick
checkcast_quick
instanceof_quick
invokevirtual_quick_w
getfield _quick_w
putfield_quick_w

Table D.3: Instruction Parameter Specification

Array Type | Value
boolean 4
char
float
double
byte
short
int
long

© 00 ~J O Ot

—_
)

Table D.4: Argument for newarray Instruction



Appendix E

Code Example of Bytecode
Manipulation

E.1 Code Example of Instruction Addition

The following code example adds statements that print ”"got here” to the beginning
of the main() function of a class called HelloWorld:

public static void main(String[] argv) throws java.io.IOException {
ClassFile e = new ClassFile("HelloWorld.class");

for (int i = 0; i < e.getMethodCount(); i++) {
Method m = e.getMethodAt(i);
if (m.getName().equals("main")) {
m.addInst (0, Instruction.GETSTATIC, "out", "Ljava/io/PrintStream;", "java/lang/System");
m.addInst(1, Instruction.LDC, "got here");
m.addInst(2, Instruction.INVOKEVIRTUAL, "println", "(Ljava/lang/String;)V", "java/io/PrintStream");
break;
T
}

e.writeFile("HelloWorld.class");
}
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Appendix F

Code Example of Bytecode
Generation

F.1 Code Example of Class File Generation

The following code example generates a HelloWorld class, and stores it to the file
HelloWorld.class. The HelloWorld program, when run, simply prints “HelloWorld”

to standard output.

import bcir.x*;
import java.util.Vector;

public class HelloWorldGenerator f{
public static void main(Stringl[] argv) throws java.io.IOException {

// Create a new empty classfile
ClassFile myclassfile = new ClassFile();
// Set the magic info for the classfile
myclassfile.setMagicNumber (Oxcafebabe) ;
myclassfile.setMinorVersion(3);
myclassfile.setMajorVersion(45);
// Set the name, superclass, and access flags for class
myclassfile.setName ("HelloWorld") ;
myclassfile.setSuperName ("java/lang/0Object") ;
myclassfile.setAccessFlags (AccessFlags.ACC_PUBLIC | AccessFlags.ACC_SUPER );

// Add an empty method to the class

Method methodl = myclassfile.addMethod();

// Set the name, type and access flags for this method

methodl.setName("main") ;

method1.setType (" ([Ljava/lang/String;)V");

methodl.setAccessFlags(AccessFlags.ACC_PUBLIC | AccessFlags.ACC_STATIC);

// Set the stack usage and local var usage for this method

methodl.setMaxStack(5);

methodl.setMaxLocals(2);

// Add the instructions of the ‘‘main’’ method

methodl.addInst (Instruction.GETSTATIC, "out", "Ljava/io/PrintStream;", "java/lang/System");
methodl.addInst (Instruction.LDC, "Hello World!");

methodl.addInst (Instruction.INVOKEVIRTUAL, "println", "(Ljava/lang/String;)V", "java/io/PrintStream");
methodl.addInst (Instruction.RETURN) ;

// Write the classfile out to disk

myclassfile.writeFile("HelloWorld.class");
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Appendix G

BCIR Implementation Details

G.1 Implementation Details

The following section contains details about the implementation of BCIR.
BCIR consists of approximately 3300 lines of code (6300 lines including comments)

in 25 files. BCIR is coded entirely in Java for a number of reasons:

e The Java language offers many advantages, such as portability and automatic

garbage collection.

e BCIR would be more difficult to integrate into zJava project, which is is coded

entirely in Java.

Small example class files were used to test the operation of various BCIR features
in isolation. The simplicity of the small examples allowed the manual verification of

the resulting class files. These small examples were used to verify features such as:
1. addition and deletion of fields, methods, interfaces and attributes.

2. modification of the name, type and access permissions for these structures, as

they apply.
3. addition, deletion and reordering of instructions with correct parameters.

4. operation of BCIR exceptions, such as deletion of instructions that are the
target of branches and addition of instructions with incorrectly specified pa-

rameters.
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5. the renaming of the class, or a field, method or interface
6. addition, deletion and lookup of constant pool entries

7. addition and deletion of SourceFile, ConstantValue, LineNumberTable,

LocalVariableTable, and Exceptions attributes.

8. creation of a new class file

In addition, the resulting class files were executed using Sun’s Java Virtual Machine
and behaved as expected. In all cases, the resulting programs were executed and
behaved as expected. Note that we could not simply zdiff the class files to verify
the files as BCIR rearranges the constant pool. The BCIR-generated class file is
different even if no operations are performed other than reading the class file and
immediately writing it.

In addition, the BCIR classes themselves were used to test BCIR on real appli-
cations. The BCIR classes were read and regenerated, and the resulting classes were
executed to read and regenerate themselves again. The BCIR-generated-generated
classes behaved as expected when executed.

In order to verify the operation of BCIR on larger programs, the classes of the
SPECjvm98 benchmark were read using BCIR and written again with no changes.
The SPECjvm98 benchmark suite [SPE9S] consists of ten packages ranging in size
from one class file containing 859 bytes, to over 150 class files containing a total of
over 600 kilobytes. The applications in the suite include two programs to validate
the benchmarking environment (check and checkit), compression/decompression
utilities (compress and mpegaudio), two raytracing programs (mrtr and raytrace),
a parser generator (jack), and the Java compiler itself (java). The BCIR-generated
class files were then used to execute the benchmarks. In all cases, BCIR-generated
class files produced expected results. Testing using applications from the SPECjvm98

suite exposed implementation flaws that were difficult to detect, such as:

1. An AttributeConstantValue representing a String should reference a
ConstantPoolRef constant pool entry with a “String” tag. It should not di-

rectly reference the underlying ConstantPoolUtf entry. Interestingly, the Java
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Virtual Machine (java) correctly disallows this error, but the Java decompiler

(javap) will accept this error, even with verification on.

2. An LDC instruction loads a constant onto the stack. Its only parameter is a one-
byte reference to a constant pool entry. However, if a class file contains more
than 256 constant pool entries, it may become impossible for the LDC instruction
to reference the correct entry. BCIR corrects this problem by automatically
converting the instruction to an LDC_W. The LDC_W instruction behaves like a

LDC instruction except that its constant pool reference is a two-byte index.

Similarly, LDC_W instructions are converted back to LDC instructions when writ-

ten to a file if the constant pool index fits in one byte.

G.2 BCIR Documentation

In addition to this thesis, BCIR is commented using the Java Language Specifica-
tion for comments [GJS96]. The documentation was generated using the javadoc

command. The following is the documentation generated for the Field class.

Class bcir.Field

java.lang.0Object
I

+--—-bcir.Field

public class Field
extends Object

A Field contains all the necessary data pertaining to one field in a
Java class file.

Author:
Dion Lew
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Constructor Index

o Field(ConstantPool)
Creates an empty Field and prepares it for use.
o Field(DataInputStream, Vector, ConstantPool)
Reads a Field from a file.

Method Index

o dispose()
Prepares this Field for deletion by deleting references to any
ConstantPool entries referenced by this Field.
o dump(String)
Dumps the contents of this Field to standard output.
o getAccessFlags()
Gets the access flags associated with this Method.
o getConstantValue()
Returns the AttributeConstantValue for this Field.
o getName()
Gets the name of this field.
o getType()
Gets the type of this field.
o setAccessFlags(int)
Sets the access flags associated with this Field.
o setConstantValue(Object)
Sets the value of the ConstantValue attribute, which represents
a constant value assigned to this class.
o setName(String)
Sets the name of this field.
o setType(String)
Sets the type of this field.
o writeFile(DataOutputStream)
Writes this Field out to a specified DataOutputStream.
o writeJasmin(PrintWriter)
Dumps the ClassFile and its associated elements as a Jasmin file
to standard output.

Constructors

o Field
public Field(ConstantPool cp)

Creates an empty Field and prepares it for use.
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Parameters:
cp - ConstantPool of the parent ClassFile of this Field.

o Field
public Field(DataInputStream inf,
Vector tcp,
ConstantPool cp) throws IOException

Reads a Field from a file.

Parameters:
inf - DatalnputStream to read field from. Assume that it’s

already at the correct position.
tcp - Raw ConstantPool format to read values for this Attribute
cp - ConstantPool for the class; various structures of Field may
use info from this ConstantPool.

Methods

o writeFile
public void writeFile(DataOutputStream outf) throws IOException

Writes this Field out to a specified DataOutputStream.

Parameters:
outf - the DatalutputStream to write to. Assumes that it’s

already at the correct position.

o getAccessFlags
public int getAccessFlags()

Gets the access flags associated with this Method. The following
access flags specify the access modes for the Method:
= +—— 4+ +
| Name |Value | Description |
- +—— +--— +
|ACC_PUBLIC  |0x0001|Visible to everyone |
= +—— +-—-— +



|ACC_PRIVATE |0x0002|Visible only to the defining class |

o o e +
| ACC_PROTECTED | 0x0004 |Visible to this class and subclasses |
e o e +
|ACC_STATIC  |0x0008|A static field |
o o T ettt +
| ACC_FINAL |0x0010|No further assignment after initialization |
o o ittt +
| ACC_VOLATILE |0x0040|Can’t cache value |
Fom - +o————— R R +
| ACC_TRANSIENT | 0x0080|Not accessedby persistent object manager |
o o e +
Returns:

the access flags for this class

o setAccessFlags
public void setAccessFlags(int access_flags)

Sets the access flags associated with this Field.

Parameters:
flags - the new access flags for this field

o getName
public String getName()

Gets the name of this field.

Returns:
the name of this field

o setName
public void setName(String nname)

Sets the name of this field. References to the Constant Pool are
updated accordingly.

Parameters:
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nname - the new name for this field

o getType
public String getType()

Gets the type of this field.

Returns:
the type of this field

o setType
public void setType(String ntype)

Sets the type of this field. References to the Constant Pool are
fixed accordingly.

Parameters:
nname - the new type for this field

o setConstantValue
public void setConstantValue(Object value)

Sets the value of the ConstantValue attribute, which represents a
constant value assigned to this class.

Parameters:
value - the value

o getConstantValue
public AttributeConstantValue getConstantValue()

Returns the AttributeConstantValue for this Field. That
AttributeConstantValue can be queried with its accessors.

Returns:
the AttributeConstantValue for this field.
See Also:



AttributeConstantValue

o writeJasmin
public void writeJasmin(PrintWriter outf)

Dumps the ClassFile and its associated elements as a Jasmin file
to standard output.

o dump
public void dump(String head)

Dumps the contents of this Field to standard output.

Parameters:
head - a prefix for the output (for pretty-printing)

o dispose
public void dispose()

Prepares this Field for deletion by deleting a reference to the
ConstantPool entries referenced by this Field.

o7



Bibliography

[ATCL* 98]

[Bre01]

[Dah97]

[GJS96]

[GJISBOO]

[Gos97]

[LY99]

IMDS97]

[PQVR*00]

[Qua00]

[Sol98]
[SPEOS]

Ali-Reza Adl-Tabatabai, Michal Cierniak, Guei-Yuan Lueh, Vishesh M.
Parikh, and James M. Stichnoth. Fast, effective code generation in a
Just-In-Time Java compiler. In Proceedings of the ACM Programming
Languages Design and Implementation, 1998.

Neil Brewster. A high level intermediate representation for Java. Mas-
ter’s thesis, Department of Electrical and Computer Engineering, Uni-
versity of Toronto, 2001.

Markus Dahm. Byte code engineering with the javaclass api. Technical
Report B-17-98, Institut fiir Informatik, Freie Universitat Berlin, July
1997.

James Gosling, Bill Joy, and Guy Steele. The Java Language Specifica-
tion, September 1996.

James Gosling, Bill Joy, Guy Steele, and Gilad Bracha. The Java Lan-
gquage Specification, 2nd edition, June 2000.

James Gosling. The feel of Java. IEEE Computer, pages 53-57, June
1997.

Tim Lindholm and Frank Yellin. The Java Virtual Machine Specifica-
tion. Addison-Wesley Publishing Company, 2nd edition, April 1999.

Jon Meyer, Troy Downing, and Andrew Shulmann. Java Virtual Ma-
chine, April 1997.

Patrice Pominville, Feng Qian, Raja Vallee-Rai, Laurie Hendren, and
Clark Verbrugge. A framework for optimizing java using attributes. In
Proceedings of CASCON 2000, 2000.

Vivian Quan. Bytecode generation in the zJava compiler. Undergraduate
Thesis, December 2000.

Cygnus Solutions. Cygnus Implementation of the Java Language, 1998.

SPECjvm98. http://www.spec.org/osg/jvm98, 1998.

58



29

[VRCGT99] Raja Vallee-Rai, Phong Co, Etienne Gagnon, Laurie Hendren, Patrick
Lam, and Vijay Sundaresan. Soot - a java bytecode optimization frame-
work. In Proceedings of CASCON °99, 1999.



