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Abstract

This paper introduces a new field-programmable architecture
that is targeted at compute-intensive applications. These
applications are important because of their use in the expand-
ing multi-media markets in signal and data processing. We
explain the design methodology, layout and implementation
of the new architecture. A synthesis method has also been
developed with which we have mapped several circuits to the
new architecture. In this paper, we show that the invented
architecture is more area-efficient than traditional FPGAs by
a factor of more than 2.5 times.

1 Introduction

Programmable logic has outpaced most integrated circuits
with a compound annual growth rate of more than 25%. For
this trend to continue, Field Programmable Devices (FPDs)
must constantly achieve higher logic density and speed per-
formance. This paper shows that by focusing on a specific
class of applications, we may increase the area-efficiency of
FPDs significantly.

One application class of interest is signal and media pro-
cessing. FPDs are becoming a popular means of implement-
ing signal and media processing algorithms because they can
effectively extract parallelism. However, general purpose
FPDs do not offer area-efficient realizations for compute-
intensive applications. This justifies the existence of a Com-
putational Field Programmable Architecture (CFPA) that is
designed for compute-intensive applications.

High capacity general purpose FPDs contain many logic
cells that can be connected through a flexible interconnect to
implement a circuit. The logic cell in SRAM-based FPDs can
be simplified to a LookUp Table (LUT) with four or five
inputs. [VB92] and [AB92] show that general purpose FPDs
can effectively accelerate certain algorithms when acting as a
co-processor. CFPA contains logic blocks that are signifi-
cantly different from the cells that are used in general-pur-
pose FPDs. The invented block in CFPA makes possible a
more efficient realization of those algorithms.

This paper is organized as follows. Section 2 describes the
architecture of CFPA. Section 3 discusses layout implemen-
tation issues. Section 4 explains the synthesis flow and the
results of the area comparison of CFPA to existing architec-
tures.

2 Architecture

This section describes the core blocks that are used in
CFPA. Also, the architecture of the interconnection and over-
all structure of CFPA are explained.

2.1 PASM Block
Compute-intensive circuits can often be divided into two

main parts: data path, and control circuitry. The latter can be
implemented efficiently in traditional FPGAs that are LUT-

based. However, the data path of computational applications,
which is often significantly larger than the control part of the
circuit, cannot be efficiently realized in a LUT-based struc-
ture. Therefore, we designed a block for Partial Add, Sub-
tract, and Multiply (PASM) to implement data path
operations. The PASM block is formed in a nibble structure
and operates on 4-bit operands. Each block does a ripple-
carry addition, subtraction and partial multiplication. The
PASMs can be connected together through the interconnec-
tion resources to implement adders, subtractors, and multipli-
ers of any size. Based on our observations, these operations
are widely used in computational circuits. The PASM can
also realize several bit-wise logical operations, including
AND, XOR and NOR.

Figure 1(a) shows a simplified schematic of the PASM
block, consisting of 4 bit-slices. Each bit-slice has 2 data
inputs and a single data output. Carry-in (c;,) and multiplica-
tion (m) input bits are also shown, along with the carry-out
(couy) bit. The core of a bit-slice is a full adder, represented by

the 2 XOR gates and carry logic, shown in Figure 1(b). The
AND gates and multiplexers permit the PASM to be config-
ured as an adder, subtractor, or partial multiplier, as dictated
by 9 SRAMs that are not shown in the figure. The comparator
logic provides 3 outputs: greater than, less than, and equal.
These outputs can also be programmed to generate the less
than or equal, greater than or equal, and not equal functions.
The comparator outputs are multiplexed onto the outl, our2,
and out3 pins of the PASM block. Output logic contains a
multiplexer to select the output, an edge triggered D flip-flop
with asynchronous reset, and output drivers. In total, there
are 4 flip-flops in each PASM that can be combined to form a
4-bit register. This register can be shifted in both directions
based on the programming of the SRAM bits within a PASM
and its routing. The low number of SRAM bits simplifies the
programming of the PASM block, which is also desirable for
reconfigurable computing. Details of the PASM block can be
found in [K98] and [V97].

2.2 PASM Cluster and Routing Architecture

The hierarchical routing architecture of CFPA is similar in
structure to some commercial FPDs such as Altera’s Flex
family [A97]. The lowest level of hierarchy in CFPA is called
a cluster. Figure 2shows a CFPA cluster that contains 16
PASMs. The inputs of each PASM are connected to cluster-
level tracks through a partially populated crossbar. There are
a total of 76 tracks in the cluster-level routing channel that
can be connected to the 10 inputs of a PASM block using
more than 130 switches. Each input of the PASM can be con-
nected to 13 tracks of a cluster channel, on average. The
switches that allow the connection of the tracks in a cluster
channel to each input of the PASM are implemented using a
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Figure 1 - PASM block.

multiplexer. This reduces the number of SRAMs that are
needed to program the partially populated crossbar. Although
the programming of the PASM block is nibble-controlled,
the inputs of the block can be connected to the cluster chan-
nel independently. This provides higher routability with the
cost of larger interconnection area. Our future plans include
investigating the advantages and drawbacks of a nibble-con-
trolled routing structure for the PASM inputs.

There are also dedicated routing resources that provide
fast and area-efficient connections between adjacent PASMs.
These dedicated resources, which are not shown in Figure 2,
simplify the implementation of multipliers, fast adders, and
shift registers [K98].

Our choice of the size of a cluster and the number of clus-
ter-level routing tracks was affected by layout constraints and
the fact that we intended to provide enough routing resources
for the first generation CFPA. Our future plans include a
thorough investigation of a wide set of applications to deter-
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Figure 2 - Routing resources in a CFPA cluster.

mine the optimal size of a cluster and its interconnection
resources.

2.3 Overall Architecture

Many compute-intensive applications contain some control
circuitry that cannot be efficiently mapped to PASM blocks.
Therefore, CFPA also contains LUT Blocks (LUTBs) that can
implement the control part of a circuit. Each LUTB contains
four 4-input LUTs that are connected through a fully-popu-
lated crossbar. 16 LUTBs are connected together in a cluster to
provide a collection of 64 LUTs in total. Since the LUTB clus-
ter is similar to commercial FPGAs in many aspects, we do not
explain its details in this paper. Figure 3 shows a section of
CFPA that contains a LUTB cluster and several PASM clus-
ters. LUTs can connect to PASMs through 2 levels of hierar-
chy: section-level routing channels and cluster-level routing
channels.

3 Implementation
In this section we describe the layout of the PASM and its

-interconnection area. The custom layout of the PASM was

done in a 0.5 micron Hewlett-Packard CMOS process with 3
metal layers. We used BALLISTIC [095], which is an analog
and digital layout language, as an alternative to manually lay-
ing-out the PASM block. The BALLISTIC compiler generates
Mentor Graphics Lx code, running in the GDT layout editor.
The custom layout of the PASM and its routing area was
done in the form of a tile that was repeated 16 times to gener-
ate a cluster. Figure 4 shows the dimensions of the tile and its
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Figure 3 - A section in CEPA.
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major building blocks. The left side of the figure shows a
picture of the tile excluding the metal 2 and metal 3 layers.
Metal 1 is mostly used for local connections, while metal 2
and metal 3 run over the tile in the vertical and horizontal
directions, as shown in the figure. Dimensions of the internal
components of a tile are shown on the right side of Figure 4.
The major components include the PASM core, output logic
and 10 input multiplexers.

We used HSPICE to measure the circuit delays and to ver-
ify the functionality of our layout. The delay between the
input and output pins of a PASM, including routing, is less
than 2.5 ns. The area of a PASM core and its routing multi-

plexers, drivers and switches is 63240 y* . The PASM core
makes up 37% of the total area while the routing resources
make up the remaining 63%. The PASM tile consists of more
than 1150 transistors.

4 Results

To evaluate the advantages of CFPA, we need to compare
the area-efficiency of the invented architecture with general
purpose FPDs. In this section, we first overview the method-
ology used for technology mapping of the circuits into
CFPA. We then compare our results in terms of silicon area
against commercial FPDs and ASICs.

4.1 Synthesis

It is reasonable to assume that the majority of applications
in signal processing are written in some form of Hardware
Description Language (HDL). Therefore, we have developed
a technology mapper that reads Register-Transfer Level
(RTL) or behavioral code in Verilog or VHDL, and gener-
ates a structural netlist containing PASMs and LUTs. The
technology mapper uses Synopsys synthesis tools to read the
HDL code. Then using DesignWare (DW) Developer [syn],
we have customized the mapping process for our target
architecture. Figure 5 presents Synopsys synthesis flow as
used in the CFPA technology mapper. Solid rectangles repre-
sent the normal synthesis flow in Synopsys. DW developer
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permits control of the design flow, shown with shaded ovals in
the figure.

We have developed the appropriate target library, synthetic
library, and several implementations to make the mapping pro-
cess to CFPA possible. The target library contains several
library cells as well as their functionality, area, and timing con-
straints. Each cell corresponds to one specific function of the
PASM. The library also needs a 4-input LUT for parts of the
circuit that cannot be efficiently mapped to PASMs.

A synthetic library for CFPA is also needed to use DW. This
library contains the definition of operators that need to be
inferred from the HDL code. Also, the modules and their
implementations that are supposed to replace the operators are
defined in the synthetic library. Many common operators in
HDL circuits, such as add and multiply are already defined in
standard.sldb, which is provided by Synopsys as the default
synthetic library. However, we needed to define some new
operators such as bitwise AND for the CFPA technology map-
per. The Structural implementations of modules such as multi-
pliers are provided in a design library that can be accessed by
the synthetic library. The CFPA synthetic library directs Syn-
opsys to infer the operators from the HDL code and to choose
the modules and their best implementations that are provided in
the design library. Synopsys tools support implementations in
either Verilog or VHDL. The CFPA technology mapper is writ-
ten in VHDL. Further information can be found in [K98].

4.2 Comparison

We mapped several compute-intensive circuits to CFPA,
general purpose FPDs, and cell-based ASIC, and then esti-
mated the silicon area in each case. For all three cases, the
results are translated into silicon area in HP CMOS14, which is
a 0.5 micron process. Table 1 shows the results for some basic
circuits.

For general-purpose FPDs, the circuits are mapped to 4-
input LUTs using two methods. In the first method, we used
FPGA compiler provided as part of the Synopsys synthesis
tools. In the second method, we mapped the circuits to Altera’s
Flex10k architecture using Synopsys and Maxplus2. FLEX10k

<40 section-level Met. >5 programming

. routing tracks 5 wires
]
E g outpif drivers
% s and switches
g g
SE | m ||k Iy, | iy 3
oo © |MUx|mux | mux mux | mux <
o —

Metal ™ PASM

3 core
Y

8
E el I | Ixg Iy; | Iyy
86 # | mux | mux | mux mux | mux
273
aB =
o & output drivers
- 9 and switches

g
117um 27pm

Figure 4 - PASM layout.
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Table 1 - Resuis.

. FPGAs: 2 . 2. 2
Circuit @-LUTs) (mm~) CFPA: (PASMs+) (mm-) ASIC (mm~)
Adder (12 bits) 12 0.54 18, 2.77] 3 0.195[6.5] 0.030
Unsigned Multiplier 92 4.14[33.7,5.31] 12 0.78 [6.34] 0.123
(8x6)
Signed Multiplier 104 4.68 [35.7, 5.14] 14 0.91 [6.95] 0.131
(8x6)
IIR 2111 951[29.1, 4.84] 279 + 32 LUTs 19.58 [6.01] 3.255
FIR (pipelined) 1000 45[14.2,2.54) 270+ 4 1L.UTs 17.73 [5.61] 3.163

DW that is provided by Altera was used in the latter to
replace standard Synopsys DW. We then chose the minimum
number of LUTs between the two methods for each circuit.
Based on the layout area of a general purpose FPD, which
was provided to us by industry, a 4-input LUT and its routing

area takes roughly 45k p?in a CMOS14 process. The silicon
area is calculated by multiplying the number of LUTs by

45000. The resulting value in mm? is then entered in the
table. These results are shown in the column of Table 1 under
the FPGA heading.

According to the results of our layout that were presented
in Section 3, each PASM and its routing resources takes 65k

n? of silicon area. The converted value in mm? is entered in
the table under the CFPA heading The last column of the
table shows the silicon area for standard cells. To obtain the
ASIC areas we used Synopsys tools to map the circuits to the
target library for CMOS14 standard cells, provided by
Hewlett-Packard. The cell area was estimated using the
report_area command of Synopsys. We then added 25% to
the cell area to account for the routing area of standard cells.
This method of estimation is suggested in the HP reference
manual for core-bounded designs. Computational circuits are
often core-bounded because the silicon area is mostly con-
sumed by the core of the circuits as opposed to I/O Pads.

4.3 Discussion ,

Table 1 shows that CFPA is only 5 to 7 times less area-effi-
cient than an ASIC, while general-purpose FPGAs, on aver-
age, occupy 22 times more silicon area than an ASIC. Our
results indicate that CFPA is more area-efficient than FPGAs
by more than 4 times, on average. However, we believe that
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Figure 5 - CFPA technology mapper.

poor area performance of FPGAs for circuits that contain
multipliers is partly due to the weakness of commercially
available synthesis tools. We are investigating the issue of a
general-purpose FPGA with ideal synthesis tools that allows
for implementation of more area-efficient multipliers. How-
ever, we can conclude at this point that CFPA will be 2.5 to 3
times more area-efficient than commercial FPGAs for com-
pute-intensive circuits.

5 Concluding Remarks and Future Work

In this paper we argued that the size of the growing market
for signal and media processing justifies the existence of an
FPD architecture that is tuned to produce superior results for
computational circuits when compared to commercial
FPGAs. We introduced CFPA for compute-intensive applica-
tions, and explained our implementation methodologies. Our
results show that CFPA is more area-efficient than general-
purpose FPGAs by a factor of more than 2.5.

CFPA will also be faster than traditional FPGAs, and we
plan to confirm this as part of our future work. To estimate
the speed advantages of CFPA, we will use the results from
post-layout simulation to obtain the delay of a PASM block
for several configurations. The timing will then be incorpo-
rated in CFPA target library and using Synopsys commands
we will be able to evaluate the speed-performance of CFPA.

We plan to fabricate and test one PASM cluster. At a later
stage the PASM cluster and LUTB cluster will be fabricated
together. Also, the parameters that we chose for the routing
architecture, such as the number of cluster-level tracks, are
conservative at this time. We intend to extend CFPA synthe-
sis tools to include partitioning and routing. Then, using a
larger set of benchmark circuits, we will optimize the amount
of routing resources so that the next generation CFPA is more
area-cfficient while maintaining routability.
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